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Multimedia at ICSI
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• Video Concept Detection (together with 
SRI, CMU, UCF, et al.)

• Privacy in Social Networks (together 
with ICSI Networking Group)

• Multimodal Grounded Perception for 
Robots (together with UCB, UPenn)

• Multimodal Location Estimation 
(together with UCB)



My Research Area

Multimedia Computing

Computer Vision

Computer Listening

Speech
Processing

Music
Processing

CASA

Area being worked on Area not being worked on



A Popular Introduction 
to the Problem
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Question
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How would you judge the issue raised by Colbert?
a) It’s a comedy. I don’t worry about any of 
this.
b) There is some truth to it but its mostly 
exaggarated.
c) It’s a comedy depection of the reality but 
most of the stuff is becoming an issue.
d) He only touched a small part of the 
problem. The actual issues are even more 
serious.



Multimedia in the 
Internet is Growing
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Raphaël Troncy: Linked Media: Weaving non-textual content into the Semantic Web, MozCamp, 03/2009.



Multimedia in the 
Internet is Growing
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• YouTube claims 65k video uploads per 
day

• Flickr claims 1M images uploads per 
day

• Twitter: up to 120M messages per day 
=> Twitpic, yfrog, plixi & co: 1M 



Problem
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• More multimedia data = Higher 
demand for retrieval and organization 
tools

• Image, video retrieval hard =>
• Solution: Workarounds... 



Workaround: 
Manual Tagging
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Workaround: Geotagging

10Source: Wikipedia



Geo-Tagging
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Allows easier clustering of photo and video 
series as well as additional services.



Geo-Tagging
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Part of location-based service hype:

Geocoordinates+Time = Unique ID 



Support for Geo-Tags
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Allows easy search, retrieval, and ad placement.

Social media portals provide APIs to connect 
geo-tags with metadata, accounts, and web 
content.

Portal % Total
YouTube (estimate) 3.0 3M
Flickr 4.5 180M



Related Work
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“Be careful when using social location 
sharing services, such as FourSquare.”



Related Work
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Mayhemic Labs, June 2010: “Are you 
aware that Tweets are geo-tagged?”



Hypothesis

16

Since geo-tagging is a workaround for 
multimedia retrieval, it allows us to 
peek into a future where multimedia 
retrieval works.  

What if multimedia retrieval actually 
worked?



Can you do real harm?
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• Cybercasing: Using online (location-based) data 
and services to mount real-world attacks. 

• Three Case Studies:



Case Study 1: Twitter

• Pictures in Tweets can be geo-located
• From an undisclosed celebrity we found:

– Home location (several pics)
– Where the kids go to school
– The place where he/she walks the dog
– “Secret” office

18



19Source: ABC News

Celebs unaware of Geo-
Tagging
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Celebs unaware of 
Geotagging



Google Maps shows 
Address...
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Case Study 2: Craigslist
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•Many ads with geo-location otherwise 
anonymized

•Sometimes selling high-valued goods, e.g. 
cars, diamonds

•Sometimes “call Sunday after 6pm”
•Multiple photos allow interpolation of 

coordinates for higher accuracy



People are Unaware of 
Geo-Tagging
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# Model # Model
414 iPhone 3G 6 Canon PowerShot SD780
287 iPhone 3GS 3 MB200
98 iPhone 2 LG LOTUS
32 Droid 2 HERO200
26 SGH-T929 2 BlackBerry 9530
20 Nexus One 1 RAPH800
9 SPH-M900 1 N96
9 RDC-i700 1 DMC-ZS7
6 T-Mobile G1 1 BlackBerry 9630

Table 1: Devices geo-tagging photos found on Craigslist.

Craigslist, we examined all postings to the San Fran-
scisco Bay Area’s For Sale section over a period of four
days (including a weekend). While Craigslist does not
provide a dedicated query API, it offers RSS feeds that
include the postings’ full content. Consequently, dur-
ing our measurement interval, we queried a suitably cus-
tomized RSS feed every 10 minutes for the most recent
500 postings having images, each time downloading all
linked JPEGs that we had not yet seen. In total, we col-
lected 68,729 images, of which about 48% had EXIF in-
formation. 914 images were tagged with GPS coordi-
nates, i.e., about 1.3% of the total.3 We presume that
this number is lower than what we found for Flickr and
YouTube because many photos on Craigslist are edited
before posting. Still, already with a cursory look we
found several cases where precise locations had the po-
tential to compromise privacy, as we discuss in § 4.
We also examined the camera models used to take the

914 geo-taggedCraigslist photos; see Table 3. While the
three iPhone models are clearly ahead of all other mod-
els, it is interesting to see a wide range of other devices.

4 Cybercasing Scenarios

In this section we take the perspective of a potential at-
tacker to investigate examples of cybercasing. We fo-
cus on four different scenarios: one on Craigslist, one on
Twitter and two on YouTube.
Craigslist. In our first scenario, we manually in-

spected a random sample of Craigslist postings contain-
ing geo-located images, collected as described in § 3.
One typical situation we found was cars being offered for
sale with images showing them mostly parked in private
parking lots. Most of the time it was straight-forward
for us to verify a photo’s geo-location by comparing the
image with what we saw on Google Street View.
A fair amount of postings with geo-located images

also offered other high-valued goods, such as diamonds,
obviously photographed at home; making them potential

3Postings often contain multiple photos and thus the number of geo-
tagged images is larger than the number of postings having any. The
relative share should however map to the number of postings as well.

targets for burglars. In addition, many offered specifics
about when and how the owner wants to be contacted
(“please call Sunday after 3pm”), which allows for spec-
ulation about when somebody might be at home. Since
many postings publishedmore than one image, and some
locations were the origin of more than one offer, a more
accurate estimation of the postal address would have
been possible through averaging the geo-tags.
While we did not further verify addresses, we set

up an experiment to assess GPS accuracy in a typical
Craigslist setting: We first photographed a bike in front
of a garage with an iPhone 3G, as if we wanted to offer
it for sale (see Figure 1). When we then entered the geo-
coordinates that the phone embedded into the picture into
Street View, Google was able to locate the photo’s posi-
tion within+/!1 m. Such accuracy is much higher than
what we believe most people would expect.
Among the Craigslist postings with geo-information

we also found a significant number where the poster
chose to not specify a home address, phone number,
or e-mail account but opted for Craigslist’s anonymous
emailing option. We take this as an indication that many
posters were not aware that their images were geo-tagged
and thus leaked their location.
We note that while we only performed experiments

with Craigslist’s “For Sale” category, it is not hard
to imagine what consequences unintended geo-tagging
might have in “Personals” or “Adult Services”.
Twitter. Blogging has become a common tool for

celebrities to provide their fans with updates on their
lives, and most of such blogs contain images. Likewise,
many celebrities now also use public Twitter feeds that,
besides potentially being geo-tagged themselves, may
also link to external images they took. Our second sce-
nario therefore involved tracking one of the co-author’s
favorite reality-show host who is currently very active
on Twitter. 4 The celebrity’s show is broadcast on US
national TV and has been exported into various foreign
countries. In the latest episodes, the TV channel even
started advertising that the host is maintaining a Twit-
ter feed. It turns out that most images posted to that
feed—including photos taken at the host’s studio, places
where he walks his dog, and of his home–were takenwith
an iPhone 3GS and are hosted on TwitPic, which con-
serves EXIF data. In addition, we noticed that the host is
also commonly tweeting while he is on travel or meeting
other well-known people away from home. Using the
Firefox plug-in Exif Viewer, a right-click on any of the
Twitter images suffices to reveal these locations using an
Internet map service of one’s choice. Again, averaging
geo-tags from multiple images taken at the same loca-

4A note for the anonymous reviewers: The TV host here is Adam
Savage of Mythbusters. We are currently contacting him for feedback
and potentially permission to refer to him by name.
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“For Sale” section of Bay Area Craigslist.com:
4 days: 68729 pictures total,1.3% geo-tagged 



Craigslist: Real Example

24



Geo-Tagging Resolution
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Measured accuracy: +/- 1m
Figure 1: Photo of a bike taken with an iPhone 3G and a corresponding Google Street View image based on the stored geo-
coordinates. The accuracy of the camera location (marked) in front of the garage is about+/!1m. Many classified advertisement
sites contain photos describing objects for sale taken at home that automatically contain geo-tagging.

tion would make it easy to increase the confidence in the
results further.
Geo-location can also be exploited for the taking the

opposite route: finding a celebrity’s non-advertised Twit-
ter feed intended only for private purposes (e.g., for ex-
changing messages with their personal friends5). Doing
so becomes possible by sites such as Picfog, which al-
lows anybody to search all images appearing on Twit-
ter by keyword and geo-location in real-time. Having
a rough idea of where a person lives thus allows to tai-
lor queries accordingly until the right photo shows up.
As an experiment, we succeeded to find a non-advertised
but publicly-accessible Twitter-feed of a celebrity having
a residence in Beverly Hills, CA.6
Note that while our scenario focused on celebrities,

similar strategies obviously apply to tracking any person
publishing geo-locations in similar ways.
YouTube. In our final setup, we examined whether

one can semi-automatically identify the home addresses
of people who normally live in a certain area but are cur-
rently on vacation. Such knowledge offers opportunities
for burglars to break into their unoccupied houses. We
wrote a script using the YouTube API that, given a home
location, a radius, and a keyword, finds a set of matching
videos. For all the videos found, the script then gath-
ers the associated YouTube user names and downloads
all videos that are a certain vacation distance away and
have been uploaded the same week.
In our first experiment, we set the home location to be

in Berkeley, CA, downtown and the radius to 100 km. As
the keyword to search for we picked “kids” since many
people publish home videos of their children. The va-
cation distance was 1000miles. Our script reported 1000
hits (the maximum amount) for the initial set of matching
videos. These then expanded to about 50,000 total videos

5By default, Tweets are public and do not require authentication.
6Another note for the anonymous reviewers: This feed is by model

Angela Taylor. We are currently also contacting her.

in the second step identifying all other videos from the
corresponding users. 106 of these turned out to have been
taken more than 1000 miles away and uploaded the same
week. Sifting quickly through the titles of these videos,
we found about a dozen that looked promising for suc-
cessful cybercasing. However, we stopped after the first
real hit: a video uploaded by a user who was currently
traveling in the Caribbean, as could clearly be seen by
content, geo-tagging, and the date displayed in the video
(one day before our search). The title of the video was
“first day on the beach”. Also, comments posted along
with the video on YouTube indicated that the user had
posted multiple vacation videos and is usually timely in
doing so. When he is not on vacation, he seemed to live
with his kids near Albany, CA (close to Berkeley) as sev-
eral videos were posted from his home, with the kids
playing. Although the geo-location of each of the videos
seemed not to directly point to a single house due to GPS
inaccuracies indoors, the user had posted his real name
in the YouTube profile, which would likely make it easy
to find the exact location using social engineering. In ad-
dition, averaging GPS locations across all of his home
videos seemed to converge to one particular house.

We also performed a second search with the same pa-
rameters, except for the keyword which we now set to
“home”. This time, we found a person who seemed to
have moved from San Francisco to New Jersey. Many
of that person’s videos had been geo-tagged with coordi-
nates at a specific address in San Francisco. The most re-
cent video was at a place in New Jersey for which Google
Maps offered a real-estate ad that included a price of
$ 399,999. The person had specified age and real name
in his YouTube entry.

Finally, we note that using our 204-line Python script
we were able to gather all the data for these two experi-
ments within about 15 minutes each.
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iPhone 3G pictureFigure 1: Photo of a bike taken with an iPhone 3G and a corresponding Google Street View image based on the stored geo-
coordinates. The accuracy of the camera location (marked) in front of the garage is about+/!1m. Many classified advertisement
sites contain photos describing objects for sale taken at home that automatically contain geo-tagging.

tion would make it easy to increase the confidence in the
results further.
Geo-location can also be exploited for the taking the
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corresponding users. 106 of these turned out to have been
taken more than 1000 miles away and uploaded the same
week. Sifting quickly through the titles of these videos,
we found about a dozen that looked promising for suc-
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real hit: a video uploaded by a user who was currently
traveling in the Caribbean, as could clearly be seen by
content, geo-tagging, and the date displayed in the video
(one day before our search). The title of the video was
“first day on the beach”. Also, comments posted along
with the video on YouTube indicated that the user had
posted multiple vacation videos and is usually timely in
doing so. When he is not on vacation, he seemed to live
with his kids near Albany, CA (close to Berkeley) as sev-
eral videos were posted from his home, with the kids
playing. Although the geo-location of each of the videos
seemed not to directly point to a single house due to GPS
inaccuracies indoors, the user had posted his real name
in the YouTube profile, which would likely make it easy
to find the exact location using social engineering. In ad-
dition, averaging GPS locations across all of his home
videos seemed to converge to one particular house.

We also performed a second search with the same pa-
rameters, except for the keyword which we now set to
“home”. This time, we found a person who seemed to
have moved from San Francisco to New Jersey. Many
of that person’s videos had been geo-tagged with coordi-
nates at a specific address in San Francisco. The most re-
cent video was at a place in New Jersey for which Google
Maps offered a real-estate ad that included a price of
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in his YouTube entry.

Finally, we note that using our 204-line Python script
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Google Street View



What about simple Inference?

Owner

Valuable
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Case Study 3: YouTube

• Once data is published, the Internet keeps 
it (in potentially many copies).
• APIs are easy to use and allow quick 
retrieval of large amounts of data
• Even simple inference algorithms (across 
different websites) allow for cybercasing.

Can we find people on vacation in YouTube?
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Cybercasing on YouTube
Experiment: Cybercasing using the 
YouTube API (240 lines in Python)

Location
Radius

Keywords

YouTube

Users?

Query

Results

Query

Results
Time-Frame

Distance

Filter

Cybercasing 
Candidates
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Cybercasing on 
YouTube

Input parameters

Location: 37.869885,-122.270539
Radius: 100km
Keywords: kids 
Distance: 1000km 
Time-frame: this_week
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Cybercasing on 
YouTube

Output
Initial videos: 1000 (max_res) 
➡User hull: ~50k videos 
➡Potential hits: 106 
➡Cybercasing targets: >12



31

Cybercasing on 
YouTube

Output
Initial videos: 1000 (max_res) 
➡User hull: ~50k videos 
➡Vacation hits: 106 
➡Cybercasing targets: >12



Corollary
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People are unaware of

1. geo-tagging
2. high resolution of sensors
3. large amount of geo-tagged data
4. easy-to-use APIs allow fast retrieval
5. resulting inference possibilities

 

G. Friedland and R. Sommer: "Cybercasing the Joint: On the Privacy 
Implications of Geotagging", Proceedings of the Fifth USENIX Workshop 
on Hot Topics in Security (HotSec 10), Washington, D.C, August 2010.



The Threat is Real!
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But...

Is this really about geo-tags?
(remember: hypothesis)



Ongoing Work:
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http://mmle.icsi.berkeley.edu

http://mmle.icsi.berkeley.edu/mmle/
http://mmle.icsi.berkeley.edu/mmle/
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Multimodal Location 
Estimation



Multimodal Location 
Estimation
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We infer location of a Video based 
on content and context:
•Allows faster search, inference, 
and intelligence gathering even 
without GPS.
•Use geo-tagged data as training 
data

G. Friedland, O. Vinyals, and T. Darrell: "Multimodal Location 
Estimation," pp. 1245-1251, ACM Multimedia, Florence, Italy, October 
2010.



Placing Task
Automatically guess the location of a Flickr 
video:
• i.e., assign geo-coordinates (latitude and 

longitude)
• Using one or more of:

– Visual/Audio content
– Metadata (title, tags, description, etc)
– Social information 38



Data Description (2010)

• Training Data
– 5125 videos/metadata/visual 

keyframes (+features)/geo-tags
– 3.1M photos/metadata/visual 

features
• Test Data

– 5091 video/metadata/visual 
keyframes (+features)

– no geotags
• Test/Training split: by UserID

39



Our Approach
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   Tag-based Approach
+ Visual Approach
+ Acoustic Approach
-------------------
Multimodal Approach



Intuition for the Approach

Investigate `Spatial Variance’ of a 
feature: 
– Spatial variance is small: Features is 

likely location-indicative
– Spatial variance is high: Feature is 

likely not indicative. 

41



Example

Tag: ['pavement', 'ucberkeley', 'berkeley', 
'greek', 'greektheatre', 'spitonastranger', 
'live', 'video‘]



Tag-based Approach

• ‘greektheatre’ would be the correct answer: 
however, it was not seen in the development dataset

• ‘ucberkeley’ is the 2nd-best answer: 
estimation error : 0.332 km  

Tag Matches in 
Training set

Spatial Variance

pavement 2 5.739

ucberkeley 4 0.132

berkeley 14 68.138

greek 0 N/A

greektheatre 0 N/A

spitonastranger 0 N/A

live 91 6453.109

video 2967 6735.844



Gazetteer-based 
Approach

• GeoNames.org
– Geographical gazetteer covering overs all 

countries and contains 8 million entries 
• Provides search engine
– Prioritize the response by popularity
– Response to the query provides 
• GPS coordinate of the entity
• feature class
• country code / administrative subdivision code

44



Geonames.org



Toponym Ambiguity

• Single keyword can cause ambiguity
– ‘Cambridge’ 
• Cambridge, MA, USA
• Cambridge, UK
• …

• Combination of keywords minimizes 
ambiguity
– By searching GeoNames DB exhaustively??

46



Bloom Filter

• Pre-filter the keywords before using 
GeoNames search engine
–Minimize transaction over network

• Built over downloaded GeoNames DB
• Contains space-omitted compound words

– e.g., ‘sanfrancisco’ for ‘San Francisco’

• All compound keywords of every length 
were tested to find the largest valid 
combination

47



Still Needs More 
Filtering

• Generic terms remain…
– ‘video’
• Video, Brazil

– ‘vacation’ 
• Vacation Island, San Diego

–…
• Why get rid of them? 
–Metadata with no valid toponym 
• ‘Awesome video from my last vacation’ 
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Augmented-WordNet

• WordNet
– Freely available online lexical DB of English
– Contains a network of semantic 

relationships between synsets

• Augment-WordNet
– Extended version of WordNet with more 

synsets (including proper nouns) 
49



Filtering Generic Terms

• Use POS(Part-of-Speech) to filter out 
common nouns, adjective, adverb, …
– video, vacation, cool, beautiful, …

• Words with no POS info in WordNet are 
untouched
– Augmented-WordNet has very limited 

coverage of proper noun 
• san mateo, bakersfield …

– concatenated compound words
• pisaitaly, sanfrancisco 

50



Containment Problem

Picking the smallest entity
• ‘Fisherman’s Wharf, San Francisco, CA’
–We want ‘Fisherman’s Wharf’ as our final 

pick
– How? 
• Use the code of administrative subdivision, 

feature class, country code

51



Containment Problem: 
Approach

• ‘Fisherman’s Wharf’, ‘San Francisco’, ‘CA’
– Fisherman’s Wharf

• adminCode – CA
• featureClass – Building

– San Francisco
• adminCode – CA
• featureClass – City

– CA
• adminCode – 
• FeatureClass - State

52



Semantic vs Data-Driven
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Fig. 2. Comparing the use of a geographical gazetteer versus the data-
driven approach in Section IV-A with different training data volumes. See
also discussion in Section V.

everyday life, which tend to have been recorded close to
where they reside. If a video did not contain the user’s home
location, we used the default location close to New York City,
as explained in Section IV-A.

V. RESULTS

We found that incorporating gazetteer information can
help significantly with sparse datasets. However, with enough
sample records, tag matching as described in Section IV-A
outperforms the gazetteer approach, even when incorporating
the Flickr-specific home location as described above. Fig-
ure 2 shows the results comparing tag matching and using
Geonames plus a user’s home location. To compare two
sparseness levels, we tried the data-driven approach using the
basic MediaEval dataset and the full dataset (as described in
Section III).

VI. CONCLUSION

In this article we described two systems for the estimation
of the recording location of Flickr videos based on tags. One
system is a purely data-driven algorithm and the other system
uses semantic technologies. We found that the use of gazetteer
data and other semantic technologies is helpful, but mostly
in situations were not enough training data is available. We
therefore conclude that the usefulness of semantic databases
for this task depends on the application scenario. Semantic
approaches should be especially interesting for forensic and
intelligence use cases as the reliance on publicly available
videos might not be optimal for these kinds of applications.
However, when sorting and organizing a collection of touristic
photos and videos for private use, data-driven approaches
might probably give better accuracy.

Further information about the project can be found at
http://mmle.icsi.berkeley.edu.
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ICSI’s Evaluation Results

G. Friedland, J. Choi, A. Janin: "Multimodal Location Estimation on Flickr 
Videos," at ACM Multimedia 2011
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Figure 4: The resulting accuracy of the algorithm
as described in Section 4.

then plot the GPS coordinates of the training videos con-
taining the tags “Campanile”, “Berkeley”, and “California”
and select the centroid of the tag with the smallest spacial
extent (in this case, “Campanile”).

For the visual processing step, the input is the median
frame of the test video and the 1 to 3 coordinates of the
previous stop. We resize the frame to 256 ⇥ 256 pixels and
extract GIST [17] features and color histogram. The GIST
descriptor is based on a 5⇥5 spatial resolution with each bin
containing responses to 6 orientation and 4 scales. The color
histograms were created based on the CIELAB transformed
pixels for the frame, like in [9]. The histogram has 4 bins for
L, and 14 bins for A and B, respectively. We then also adopt
the matching methodology from [9]. We used Euclidean dis-
tance to compare GIST descriptors and chi-square distance
for color histograms. Weighted linear combination of dis-
tances was used as the final distance between the training
and test frames. The scaling of the weights was learned by
using a small sample of the training set and normalizing the
individual distance distributions so that each the standard
deviation of each of them would be similar. We use 1-nearest
neighbor matching between the test frame and the all the
images in a 100 km radius around the 1 to 3 coordinates
from the tag-processing step. We pick the match with the
smallest distance and output its coordinates as a final result.

This multimodal algorithm is less complex than previous
algorithms (see Section 3), yet produces more accurate re-
sults on less training data. The following section analyses
the accuracy of the algorithm and discusses experiments to
support individual design decisions.

6. RESULTS AND ANALYSIS
The evaluation of our results is performed by applying

the same rules and using the same metric as in the MediaE-
val 2010 evaluation. In MediaEval 2010, participants were
to built systems to automatically guess the location of the
video, i.e., assign geo-coordinates (latitude and longitude)
to videos using one or more of: video metadata (tags, ti-
tles), visual content, audio content, social information. Even
though training data was provided (see Section 4), any “use
of open resources, such as gazetteers, or geo-tagged arti-
cles in Wikipedia was encouraged” [16]. It was not allowed,
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Figure 5: The resulting accuracy when comparing
tags-only, visual-only, and multimodal location esti-
mation as discussed in Section 6.1.

however, to match the videos back to the Flickr database in
order to retrieve the original metadata record as this would
have rendered the task trivial. The goal of the task was to
come as close as possible to the geo-coordinates of the videos
as provided by users or their GPS devices. The systems were
evaluated by calculating the geographical distance from the
actual geo-location of the video (assigned by a Flickr user,
creator of the video) to the predicted geo-location (assigned
by the system). While it was important to minimize the dis-
tances over all test videos, runs were compared by finding
how many videos were placed within a threshold distance
of 1 km, 5 km, 10 km, 50 km and 100 km. For analyzing the
algorithm in greater detail, here we also show distances of
below 100m and below 10m. The lowest distance category
is about the accuracy of a typical GPS localization system
in a camera or smartphone.

First we discuss the results as generated by the algorithm
described in Section 5. The results are visualized in Figure 4.
The results shown are superior in accuracy than any system
presented in MediaEval 2010. Also, although we added ad-
ditional data to the MediaEval training set, which was legal
as of the rules explained above, we added less data than
other systems in the evaluation, e.g. [24]. Compared to any
other system, including our own, the system presented here
is the least complex.

6.1 About the Visual Modality
Probably one of the most obvious analysis goals is the

impact of the visual modality. As a comparison, the image-
matching based location estimation algorithm in [9] started
reporting accuracy at the granularity of 200 km. As can
be seen in Figure 5, this is about consistent with our re-
sults: Using the location of the 1-best nearest neighbor in
the entire database compared to the test frame results in
a minimum accuracy of 10 km. In contrast to that, tag-
based localization reaches accuracies of below 10m. For the
tags-only localization we modified the alogorithm from Sec-
tion 5 to output only the 1-best geo-coordinates centroid of
the matching tag with lowest spatial variance and skip the
visual matching step. While the tags-only variant of the al-
gorithm performs already pretty well, using visual matching



YouTube Cybercasing 
Revisited
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YouTube Cybercasing with Multimodal 
Location Estimation vs using Geotags

Old Experiment No Geotags
Initial Videos 1000 (max) 107
User Hull ~50k ~2000
Potential Hits 106 112
Actual Targets >12 >12
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But...

Is this really only about geo-location?

No, it’s about the privacy implications 
of multimedia retrieval in general.



Example
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Idea: Can one link videos accross 
acounts? (e.g. YouTube linked to 
Facebook vs anonymized dating site)

Let’s try an off-the-shelf speaker 
verification system: ALIZE (GNU GPL)



Persona Linking using 
Internet Videos

•Train audio tracks from videos from 
same user into a speaker model. 

•Verify anonymized videos against 
model



Dataset

Subset of MediaEval 2010 dataset: 
- 83 users
- 69.9% heavy noise
- 50% speech
- 2.9% professional content



User ID on Flickr videos
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Persona Linking using 
Internet Videos

Result:
On average having 20 videos in the 
test set leads to a 99.2% chance for a 
true positive match!

H. Lei, J. Choi, A. Janin, and G. Friedland: “Persona Linking: Matching Uploaders of 
Videos Accross Accounts”, at IEEE International Conference on Acoustic, Speech, and 
Signal Processing (ICASSP), Prague, May 2011



Problems Reformulated
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•Many applications are encouraging 
sharing of data too heavily and users 
follow.
•Users and engineers often unaware 
of (hidden) multimedia retrieval 
possibilities of shared data.
•Local anonymization ineffective 
against cross-site inference.



Solutions that don’t 
work
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•I blur my faces (audio and image 
artifacts can still find you)
•I only share with my friends (but 
who and with what app do they share 
with?)
•I don’t do social networking (others 
may do it for you)



What now?
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•People will continue to want social 
networks and location-based services 
•Industry and research will continue to 
improve retrieval techniques
•Government will continue to do 
forensics and intelligence gathering
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Conclusion

We should continue to explore multimedia 
retrieval.
• At the same time, we should:

•educate users and engineers on 
privacy issues
•research methods to help quantify 
risks and offer choice 
•develop privacy policies and APIs that 
take into account multimedia retrieval
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Be smart about what 
information is public 
about you!

•Everything you say on the Internet 
can be used against you at some 
point in the future.
•You publish more information than 
you think you publish.



Thank You!
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Questions?
Work together with: 

Robin Sommer, Jaeyoung Choi, Luke 
Gottlieb, Howard Lei, Adam Janin, 
Oriol Vinyals, Trevor Darrel, and 

others.


