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Abstract

This report evaluates replication possibilities for
web services within IBM WebSphere and what effects
they have on web service performance. The work is
part of the evaluation of architectural translucency
– an approach that defines architectural levels in a
service-oriented architecture and states that similar
measures, e.g., replication, have different implications
on nonfunctional properties when applied at different
levels in different ways. The report focuses on the
serviceware / middleware level using WebSphere as a
reference platform. It lists applicable techniques for
web service replication and presents a case study for
the evaluation of replication effects on performance.

1. Introduction

Web Services are emerging as a dominating tech-
nology for providing and combining functionality in
distributed systems. A service-oriented architecture
(SOA) offers native capabilities, such as publication,
discovery, selection and binding [1]. It is defined by
its components (services), connections and constrains
(what other service can consume them and how). There
are two sides of a successful service offering: to pro-
vide the needed functionality and to provide the needed
Quality of Service (QoS). QoS parameters are part of
the nonfunctional properties (NFPs) of a service that
can be design-time related or run-time related. Design-
time related NFPs such as language of service and
compliance are typically set during design time and do
not change during runtime. Run-time related NFPs are
performance oriented, e.g., response time, throughput,
availability. They can change during runtime – when
times of extensive usage by many users are followed
by times of rare usage, or when failures occur. An
approach to dynamically adapt service performance
to these changes can ensure continuous meeting of

service levels. This approach should employ service
reconfiguration at runtime, as changes in source code
of a service are not a feasible option. Our approach to
identify possible reconfigurations in a SOA and eval-
uate their implication is called architectural translu-
cency [2]. In this report we evaluate different replica-
tion configurations in WebSphere which correspond to
the operating system (OS) level and the middleware
level of the approach. We focus on techniques to
introduce replication alternatives and the effects they
have on web service performance.

The rest of this work is structured as follows: in
Sections 2 and 3 we formulate the problem and outline
our approach in the context of related work. Section 4
describes the usage of workloads for performance
evaluation, Section 5 presents replication alternatives
within WebSphere and how we can reconfigure them.
In Section 6 we present our case study and evaluate
the test data. Useful insights and our future activities
are outlined in Section 7.

2. Replication and Performance

We define performance as the system output ω(δ)
that represents the number of successfully served re-
quests from a total of input requests ι(δ) during a
period of time δ.

ω(δ) = f(ι(δ)) (1)

The performance of a serial composed service chain
that includes Service N would be:

ωServiceChain ≤ fServiceN (ι1) (2)

The performance of corresponding replicated com-
posed service chain would be:

ωServiceChain ≤ 2 ∗ fServiceN (ι1) (3)



This definition corresponds to throughput as NFP.
The average response time can be derived from Equa-
tion 1 as follows:

RTavg =
1
ω

(4)

Obviously, replication has advantageous implica-
tions on service performance when no replica synchro-
nization is required. This applies to throughput and
response time as NFPs in a SOA.

2.1. Architectural Translucency

The complexity involved in providing a single web
service is often underestimated. A look at hardware
platforms, even commodity hardware, reveals complex
microprocessors and processing architecture. Standard
OSs are far away from microkernel designs and contain
a large number of OS extensions. These are called
modules in a Linux system [3] and drivers in a
Windows system [4]. Beside typical device drivers,
extensions include network protocol implementations,
file systems and virus detectors. Extensions are more
than 70% of the Linux source code [5], while Windows
XP includes over 35,000 drivers with over 120,000
versions [6]. Typical component environments such
as .NET and J2EE often serve as the middleware for
providing web services [7]. A look at the application
programming interfaces of these environments reveals
their complexity.

There are two general aspects of translucency within
a SOA. One is the layered approach within a sys-
tem described in [2], [8]. Here the question is at
which layer a certain measure should be introduced,
so that the highest availability and performance at
certain loads can be assured. The second aspect is to
observe multiple systems and to decide which system
is best suited to host a certain measure. The objective
here is the same – assure the highest availability
and performance of the application that is composed
from services. The first aspect is an extension of
architectural approaches that aim to improve NFPs in
one location, e.g., reliability at the OS level [9], [6],
scalability by clustering of web servers [10] or email
servers [11], as well as introducing software RAID
approaches [12]. Architectural translucency within a
system defines layers that encompass these approaches
and compares replication configurations at the different
layers.

2.2. Replication of Web Services in WebSphere

This work focuses on replication at the OS and
serviceware level. Our hypothesis is that there are

different ways to replicate at these levels and that there
are differences in web service performance when we
apply them. Our objective is to define these different
ways of replication when dealing with WebSphere
as application platform and find reconfiguration tech-
niques for them. Furthermore, we need a test setup
where we can test and evaluate the effects of these
settings.

3. Related Work

Much work has been done in the area of QoS-aware
web service discovery [13], QoS-aware platforms and
middleware [14], and context-aware services [15].

There are various efforts to address NFPs in dis-
tributed computing environments that look at different
system levels. Under the term performability, originally
introduced in 1997 [16], there are works in the area of
resource control [17] and addressing fault-tolerance at
system level and application level [18].

A workload observation of IBM WebSphere is pre-
sented in [19], implementation and configuration rec-
ommendations for high availability and scalability are
presented in various works, e.g., [20], [21], information
about dynamic caching in [22], a description of the
application server architecture and the programming
model in [23].

4. Workloads

Evaluation of NFP service levels, especially perfor-
mance metrics is based on the usage of workloads
with two general applications: evaluation of existing
systems and evaluation of design alternatives for new
systems [24]. The evaluation of design alternatives
for still non-existing systems requires the definition of
workload models with different levels of abstraction,
which is also one possible way to classify work-
loads [25]. Examples for abstract workloads are math-
ematical models (e.g., probabilistic network routing)
or stochastically generated workloads. Two factors are
important for the quality and applicability of workload
models: how well a model matches the observed effect
of real workloads; and whether it can predict such
effects [24]. The first factor requires that the workload
model affects the system in the same way as the real
workload will, which does not necessarily preclude
that it reproduces all aspects of the real workload. The
second aspect means, that an abstract workload would
not only explain known observations, but in fact predict
effects not yet observed [24].

Other types of workloads can be live workloads
and collections of synthetic and real jobs. The large



majority of workloads used today in performance eval-
uation research are real [24], either sample jobs [26]
or traces [27], which can also be used in the context
of data dependencies recovery [28]. When models are
used, they are almost always derived from observations
of real systems [24].

Workload validity describes whether a workload
is suited to correctly evaluate system behavior with
respect to the specific response variables. If setting A
performs X% better that setting B under a valid work-
load W, that would mean that a similar performance
difference will be observed in real settings.

This report focuses on evaluation of web services in
real settings. Therefore, an adequate real workload is
needed. A look at performance evaluation techniques
in web server environments [29], [30] reveals several
important insights:

1) Typical web workloads show highly variable
demands, resulting in variability in CPU loads
and number of open connections [31].

2) Web reference streams exhibit high variability
(e.g., request inter arrivals [32], [33] and file
sizes [34], [35]).

3) Network traffic can be self-similar[35].
4) Workloads used for web servers are not generally

applicable to web services for three reasons: (i)
end user behavior patterns are less important for
web services, (ii) the focus on file sizes and I/O
processing at the web server is not of specific
concert for web services, and (iii) typical web
server workloads are unaware of the implications
of middleware frameworks such as J2EE and
.NET on web service performance.

Therefore, this work uses WS-Test 1.1 [36] with the
recommended workloads as a generic benchmark for
the performance evaluation of web services.

5. Replication of Web Services in Web-
Sphere

In service-oriented computing (SOC) a node re-
ceives a stream of requests (node input ι(δ)), processes
them and sends back a stream of results (node output
ω(δ)). From an operating system point of view there
exist two general strategies for request processing –
threaded request processing and event-driven request
processing. Our objective is to optimize performance
(improve node output ω(δ)) by reconfiguring settings
in WebSphere. The technique is functional replication
and the question is what possibilities does WebSphere
offer to control functional replication.

5.1. Threaded Request Processing

When implementing pure threaded request process-
ing an OS creates a thread for each client request. The
whole request and maybe its subsequent ones from
the same client are processed in the context of this
thread. This approach offers good parallelization of
request processing and good utilization of available
resources. Main disadvantage is the large overhead of
the thread lifecycle (creation, management, deletion).
Modern OSs address this by employing thread pools
– a specific number of request processing threads
are created in advance and left idle. The OS can
then dynamically assign them to incoming threads.
Implementations differ in handling new requests if all
worker threads are busy.

5.2. Event-driven Request Processing

With pure event-driven processing the OS processes
all requests within a single worker thread. Arriving
requests are stored in a queue which is used as input
for the thread that fetches and processes the requests
one at a time. The per request overhead here is
minimal (managing the request queue) and a queuing
policy with request priorities can be introduced. The
approach is nevertheless contradictory with a key goal
of architectural translucency – to ensure high resource
utilization. The low degree of parallelism can result in
longer idle times.

5.3. Thread and Process Replication

At operating system level there are two general ways
for behavior replication – replication of threads and
replication of processes. While in the former a node
creates a new thread to process a client request, in the
latter it creates a new process to handle an incoming
request. Generally, it can be assumed that a per-thread
replication should be more favorable to performance
as per-process replication, as the overhead of process
management is larger from an OS point of view. In
order to research this hypothesis this work focused
first on finding mechanisms to control this type of
replication at the OS level of typical platforms for web
services.

5.4. Threads and Processes in IBM WebSphere

After a successful installation of IBM
WebSphere the administration interface of
the application server is accessible via
network (URL: https://localhost:9043



/ibm/console/logon.jsp, see Figure 1). On
the left a list with the different administration groups
is available.

Figure 1. IBM WebSphere Administration Inter-
face

5.4.1. Configuring Enterprise Archives in IBM
WebSphere. Enterprise Archives (EARs) can be con-
figured using the Applications menu (see Figure 2).

Figure 2. Configuring Enterprise Archives in IBM
WebSphere

When installing specific web services (e.g., the
WSTest 1.1 Benchmark [36] used for the case studies
in this work) to evaluate different replication settings
there are some specifics that we have to account for.

When dealing with replication at the serviceware
level (see next Section 5.5) the question is how to
distribute instances in different Web Containers. An
overview of Web Containers and strategies to configure
specific applications are given in [37]. Possible ways
to distribute instances in different Web Containers are
to use another main context (German: Stammkontext)
or to change the main context manually within the
EARs. Manual change is done by editing the file

application.xml in the META-INF directory.
The pairs of names have to be edited so that there is no
match within a pair, especially concerning the elements
display-name, web-uri and context-root.
Names of web archive (WAR) files also have to be
adapted accordingly before packing the EAR with jar
(see also [38]).

5.4.2. Configuring the Application Server. Config-
uration settings for the application server in IBM
WebSphere are done using the application server menu
(see Figure 3).

Figure 3. Configuring Application Server in IBM
WebSphere

The menu item Thread-Pools contains an overview
of the existing thread pools within the application
server (see Figure 4). By selecting Web Container
the specific parameters of the thread pool can be
configured (see Figure 5).

Figure 4. Overview of Thread Pools in IBM Web-
Sphere

5.4.3. Configuring Processes and the Java Virtual
Machine. The settings for processes and the Java



Figure 5. Configuring Thread Pools for a Web
Container

Virtual Machine (JVM) are accessible in the group
Java and Process Management, menu Process Defini-
tion (see Figure 6). Relevant settings (initial size and
max. size) of the JVM heap size can be configured as
described further in this section.

Figure 6. Configuring Processes and the Java
Virtual Machine in IBM WebSphere

5.5. Replication at the Serviceware Level

At the serviceware level a system typically replicates
behavior in the form of replicated services. In order to
identify different types of such replication we have to
look at the way the serviceware level handles services.

5.5.1. Hosting and Managing Services. Nodes in
SOC typically use an application server to manage and
host services. Such an application server corresponds
to the middleware /nserviceware level of architectural
translucency. It simplifies generic service management
tasks, e.g., service configuration, deployment, con-
nection (with other services) or monitoring. These

tasks are often done using service containers. Services
within a service container can be composed using two
general structures: direct composition (see Figure 7)
and composition via a service bus (see Figure 8).

Figure 7. Direct Composition within a Service
Container

Figure 8. Service Bus Composition within a Ser-
vice Container

Direct composition of services within a service
container resembles the component programming
paradigm: services are explicitly connected with other
required services at deployment time. As precondition
the required services must be available. The service
bus concept connects all deployed services to a central
bus which is responsible for request routing to the ser-
vices. This allows more complex interactions such as
the publish/subscribe approach known from enterprise
application integration (EAI) [39].

5.5.2. Replicating Services at the Serviceware
Level. When looking at replication at the serviceware
level there are two basic alternatives – replication
of service containers (see Figure 9) or replication
of services within service containers (see Figure 10).
Thereby a service container can contain only one
service (e.g., Service 1), or more than one service.

From an object-oriented point of view both these
alternatives can be implemented by instantiating new
service or container objects. An objective of architec-
tural translucency is to allow for such reconfigurations
without reprogramming. Most of the configuration



Figure 9. Replication of a Service Container

Figure 10. Replication of Services within a Service
Container

possibilities already described for IBM WebSphere
in this section also apply. An example of how these
settings can be reconfigured without changes in pro-
gram source code is shown in the following case
study. There we use a standard web service benchmark
(WS Test 1.1 [36]) and a standard serviceware (IBM
WebSphere [40]).

6. Case Study

This case study focuses on effects on web service
performance of different replication settings within
WebSphere. Target variable is the system output ω(δ),
that represents the number of successfully server re-
quests of a total of input ι(δ) requests.

6.1. Test Configuration

The software and hardware configurations are shown
in Table 1 and Table 2. Each of the two client machines
is using a dedicated Mercury LoadRunner instance.
These instances send requests to the web services of
the WS Test 1.1 suite [36] that is deployed on the
server.

Type Server
CPU Intel Pentium 4 3GHz
RAM 1.536 MB
HDD 160 GB, 5400rpm
LAN 1000 MBit
OS Gentoo Linux (Kernel 2.6.20)

Middleware IBM WebSphere Application Server 6.1.0.0
WS Suite WS Test 1.1

Table 1. Configuration for Case Study Replication
at Serviceware Level - Server

Type Client
CPU Intel Celeron M 1,6GHz
RAM 512 MB
HDD 80 GB, 5400rpm
LAN 1000 MBit
OS Win XP

Test Driver Mercury LoadRunner

Table 2. Configuration for Case Study Replication
at Serviceware Level - Client (2x)

6.2. Test Scenario

The objective is first to evaluate whether there are
other beside the already listed settings within IBM
WebSphere [40] that can possibly affect performance.

After an analysis the following settings were iden-
tified:

1) Size of the JVM heap
2) Changes in load distribution (pauses between

requests)
3) Changes in the length of the SOAP request
After evaluating these settings the objective is to

compare the following different replication configura-
tions with multiple users:

1) One Web Container
2) Replication within a Web Container vs. replica-

tion of Web Containers
3) One vs. multiple Web Containers
4) Replication within a Web Container vs. dedi-

cated replication
The rest of this subsection describes the specification

of these test cases and their settings.

6.2.1. Size of the JVM Heap. Settings:
• Tested web services: EchoVoid, EchoStruct,

EchoList and GetOrder
• Min. and max. size of the Web Container Thread-

Pool 20
• 500ms deadline for thread inactivity
• One Web Container



• One user
• Test duration: 3 minutes
• Test iterations: 20
• Client side: no sleep intervals between requests
• Size of the JVM Heap: 128, 512, 900 MB

6.2.2. Changes in Load Distribution. Settings:
• Tested web services: EchoVoid, EchoStruct,

EchoList and GetOrder
• Min. and max. size of the Web Container Thread-

Pool 20
• 500ms deadline for thread inactivity
• One Web Container
• One user
• Test duration: 11.000 requests
• Test iterations: 20
• Client side: variable sleep interval between re-

quests (increasing sleep times: 2, 4, 6, 8, 10 ms
and no sleep intervals)

• Size of the JVM Heap: 512 MB

6.2.3. Changes in the Length of the SOAP Request.
Settings:

• Tested web services: EchoStruct, and GetOrder
(variable list/array length)

• Min. and max. size of the Web Container Thread-
Pool 20

• 500ms deadline for thread inactivity
• One Web Container
• One user
• Test duration: 3 minutes
• Test iterations: 20
• Client side: no sleep intervals between requests
• Size of the JVM Heap: 512 MB

6.2.4. Multiple Users: One Web Container. Settings:
• Tested web services: EchoVoid, EchoStruct,

EchoList and GetOrder
• Min. and max. size of the Web Container Thread-

Pool 20
• 500ms deadline for thread inactivity
• One Web Container
• 5, 10, 15, 20 users
• Test duration: 3 minutes
• Test iterations: 20
• Client side: no sleep intervals between requests
• Size of the JVM Heap: 512 MB

6.2.5. Multiple Users: Replication within a Web
Container vs. Replication of Web Containers.
Objective here is to compare performance when one
web service is deployed in one Web Container and

serves the requests from four users with performance
of one web service deployed in four Web Containers
that serve dedicated requests from a single user. Every
web service is tested separately – in each test run users
send requests to one web service.

Settings:
• Tested web services: EchoVoid, EchoStruct,

EchoList and GetOrder
• Min. and max. size of the Web Container Thread-

Pool 20
• 500ms deadline for thread inactivity
• One and four Web Containers
• Four users
• Test duration: 5 minutes
• Test iterations: 20
• Client side: 5 ms sleep intervals between requests
• Size of the JVM Heap: 512 MB

6.2.6. Multiple Users: Replication within a Web
Container vs. Dedicated Replication. The last test
case compares performance of 3 users sending requests
to one Web Container as compared to performance of 4
dedicated Web Containers (each web service runs in a
dedicated Web Container). Furthermore, the influence
of reconfiguring the thread pool is also evaluated.

Settings:
• Tested web services: EchoVoid, EchoStruct,

EchoList and GetOrder
• Min. and max. size of the Web Container Thread-

Pool 5 and 25
• 500ms deadline for thread inactivity
• One and four Web Containers
• Four users
• Test duration: 5 minutes
• Test iterations: 20
• Client side: 5 ms sleep intervals between requests
• Size of the JVM Heap: 512 MB

6.3. Test Results and Recommendations

Test results are presented according to the specified
test scenarios.

6.3.1. Size of the JVM Heap. Test with JVM heap
size 128 MB provided a similar picture for all web ser-
vices. EchoStruct 100 is used as an example to explain
them (see Figure 11). Frequent peaks of ~140 ms
were observed, while commonly a request was served
within 9 ms.

When setting heap size to 512 MB peaks are rarer,
but are ~190 ms long (see Figure 12). There are
fewer requests that are served for longer than 9 ms,
but these then take generally longer as compared to



Figure 11. Case Study Replication in WebSphere:
Results for EchoStruct 100 with JVM Heap Size
128 MB

JVM heap size 128 MB. When compared to the overall
number of successfully served requests these peaks
are negligible as demonstrated by the histogram in
Figure 13.

Figure 12. Case Study Replication in WebSphere:
Results for EchoStruct 100 with JVM Heap Size
512 MB

Figure 13. Case Study Replication in WebSphere:
Histogram for EchoStruct 100 with JVM Heap Size
512 MB

When further increasing JVM heap size (900 MB)
the trend continues – there are fewer peaks, but they
are now ~220 ms long (see Figure 14).

An explanation of this behavior can lie in the JVM

Figure 14. Case Study Replication in WebSphere:
Results for EchoStruct 100 with JVM Heap Size
900 MB

garbage collector – the smaller the JVM heap is con-
figured, the more often it is called upon. With growing
JVM heap size garbage collection is conducted rarely,
but each run takes longer, as there is more memory to
be freed.

When comparing performance (output ω(δ) as trans-
actions per second (TPS)) for every web service, with
each setting there is not a significant implication of
changing JVM heap size on performance (see Fig-
ure 15).

Figure 15. Case Study Replication in WebSphere:
Results for EchoVoid, EchoStruct 100, EchoList 20
and GetOrder with JVM Heap Size 128, 512 and
900 MB

Conclusion from evaluating this test case is that
peaks are caused by the JVM garbage collector and
that changes in the JVM heap size do not influence
performance significantly. Further test cases of this
case study are thus conducted with the recommended
heap size of 512 MB.

6.3.2. Changes in Load Distribution. Results for this
test case are presented for each web service: EchoVoid
(Figure 16), EchoStruct 100 (Figure 17), EchoList 100
(Figure 18) and GetOrder (Figure 19). Again, there are
no significant changes in performance with response



times remaining fairly constant. The rare peaks are
random and comprise fewer than 0.1%, so confidence
interval is again 100% with all test iterations.

Figure 16. Case Study Replication in Web-
Sphere: Results for Changes in Load Distribution -
EchoVoid

Figure 17. Case Study Replication in Web-
Sphere: Results for Changes in Load Distribution -
EchoStruct 100

Figure 18. Case Study Replication in WebSphere:
Results for Changes in Load Distribution - EchoList
100

6.3.3. Changes in the Length of the SOAP Re-
quest. Changes in the length of the SOAP request
result in a logarithmic increase of response times.
This corresponds to a logarithmic decrease of output

Figure 19. Case Study Replication in Web-
Sphere: Results for Changes in Load Distribution -
GetOrder

ω(δ) as transactions per second (TPS) (see Figure 20).
Obviously the impact of serialization / deserialization
processing is less observable resulting in a very good
scalability of both services. There is also a reversal
of processing speed of both services with growing
length – EchoList is processed faster than EchoStruct
with length 1-40 while with lengths >50 EchoStruct is
faster. One reason is that list elements are transmitted
as nested XML elements within the SOAP request.
Contrary, array elements are child nodes of a parent
node and are therefore easier to serialize / deserialize
with increasing size.

Figure 20. Case Study Replication in WebSphere:
Results for Changes in the Length of the SOAP
Request

6.3.4. Multiple Users: One Web Container. Results
of this test case show a linear correlation between
number of users and transactions per second (see
Figure 21).

As higher loads (15 and 20 simultaneous users)
often led to a non-responsive server or even crashes,
it was decided to introduce a 5 ms sleep time between
requests. Most common cause of a crash was an
OutOfMemory error message.



Figure 21. Case Study Replication in WebSphere:
Results for Multiple Users – One Web Container

6.3.5. Multiple Users: Replication within a Web
Container vs. Replication of Web Containers. Based
on the instable behavior observed in the previous test
case here the 5 ms sleep time between requests was
also introduced. These sleep times would distort TPS
results, therefore the response time was measured. A
comparison of the mean processing time in ms for the
two configurations is shown on Figure 22. There is no
significant difference between performance, so using
multiple Web Containers to serve requests from multi-
ple users is not advantageous as compared to using one
Web Container to serve requests from multiple users.

Figure 22. Case Study Replication in WebSphere:
Results for Multiple Users – Replication within a
Web Container vs. Replication of Web Containers

6.3.6. Multiple Users: Replication within a Web
Container vs. Dedicated Replication. Results for
this test case are shown on Figure 23. Again, type
of replication or different size of thread pool have
a negligible impact on the mean duration of request
processing.

One interesting observation within this test case
is the high variance of the specific response times.
Figure 24 and Figure 25 show response times of
GetOrder (3 users, 5 threads, 4 Web Container) with a

Figure 23. Case Study Replication in WebSphere:
Results for Multiple Users – Replication within a
Web Container vs. Dedicated Replication

specific setting as an example. This high variance was
observed with all settings and all web services.

Figure 24. Case Study Replication in WebSphere:
Results for Multiple Users – Replication within
a Web Container vs. Dedicated Replication; Re-
sponse Times of all Requests for GetOrder (3
users, 5 threads, 4 Web Container)

Figure 25. Case Study Replication in WebSphere:
Results for Multiple Users – Replication within
a Web Container vs. Dedicated Replication; His-
togram for GetOrder (3 users, 5 threads, 4 Web
Container)



6.4. Confidence Intervals

The presented results have mostly very high con-
fidence intervals. Tests of JVM heap size (see Fig-
ures 11, 12, 13, 14, 15) as well as tests of load
distribution (see Figures 16, 17, 18, 19) have 100%
confidence interval. Same applies to tests with different
length of SOAP request (see Figure 20). After the
introduction of a 5 ms sleep time between requests
in multi-user mode which prevented server crashing
and irresponsive states, thread replication tests also
provided fairly high ( ~95%) confidence intervals.
One exception was the high variance of the specific
response times in the tests replication within a Web
Container vs. dedicated replication (see Figure 24 and
Figure 25 as examples). In any case, there is no clear
recommendation that can be derived from this test case.

7. Conclusion and Outlook

This work demonstrated that different replication
settings of web services within WebSphere does not
have unambiguous effects on performance.

There is a certain trade-off associated with larger
JVM heap size – delays occur more rarely but then
are of a larger duration. Another important insight was
that overall throughput can be improved by avoiding
congestions of requests – sometimes introducing wait
times between request processing led to an overall
higher number of processed requests per second. Thus
monitoring of service performance, together with an
automated rerouting to other replicas (or blocking)
of extensive requests can help assure certain service
levels. The use of specific performance optimization
tools to tune up an application instance is also a
realistic option. An overview of such techniques is
presented in [41].

Future work is focused on tests in larger settings,
as well as on the creation of an environment that will
offer automated reconfiguration of replication settings
in response to changes in load and usage. Furthermore,
there is a need for evaluation and definition of for-
malisms, that can specify such settings for automated
deployments in datacenters.
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