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Abstract 

 
Sustainability is of great importance due to increasing demands and limited resources. Many 
problem classes in sustainable energy systems are data mining, optimization, and control tasks. 
In this work we demonstrate how techniques from computational intelligence can help in 
solving important tasks in sustainable energy systems. We will show how statistically sound 
wind models can be estimated with kernel smoothing methods. Radial basis functions will be 
employed for wind resource visualization. Support vector machines turn out to be successful in 
forecasting wind energy. Monitoring of high-dimensional wind time series is possible with a 
self-organizing map approach. Slow driving features in wind time series can be detected with 
slow feature analysis. Last, we will demonstrate how a learning classifier system evolves control 
rules for a virtual power plant with a simple demand side management model. 



1 Introduction

Sustainability is of great importance due to increasing de-
mands and limited resources. In particular, in the field of
energy production and consumption, methods are required
that allow the efficient usage of energy. The vast extension
of renewable energy sources, and the growing information
structure allow a fine screening of energy resources, but
also require the development of tools for the analysis and
understanding of huge datasets about the energy grid.

In this paper we demonstrate how techniques from
computational intelligence for data analysis, optimization,
and control can be applied to understand sustainable en-
ergy resources, and to forecast and control resources in a
smart energy grid. In particular we concentrate on wind
energy. Wind has an important part to play in sustainable
energy systems. An essential aspect is to understand how
the wind is blowing. Balancing authorities have to know
when and how strong the wind is blowing for a single
windmill or a whole wind park. A precise understanding
and forecast of wind energy balancing of the grid, e.g.,
to control spinning reserves. Advanced monitoring tech-
niques for wind time series data are required to understand
how the wind is blowing, and how it changes.

We will employ the following computational intelli-
gence techniques:

• Kernel density estimation for wind capacity modeling
in Section 3,

• Radial basis function networks for resource visualiza-
tion in Section 4,

• Support vector regression for wind energy forecasting
in Section 5,

• Self-organizing feature maps for time series monitor-
ing in Section 6,

• Slow feature analysis for the detection of driving forces
in Section 7, and

• Evolution of control strategies for virtual power plants
in Section 8.

Before we come to the methodological parts of this article,
the following Section 2 gives a brief introduction to the
data our analyses are based on.

2 Wind Data

The data that are basis of our analysis are taken from the
NREL western wind resources dataset [21, 27]. The west-
ern wind resources dataset is part of the Western Wind
and Solar Integration Study, which is a large regional wind

and solar integration study in the United States. The data
have been designed to perform temporal and spatial com-
parisons, like load correlation or estimation of production
from hypothetical wind farms for analysis of demand, and
planning storage based on wind variability, and economic
calculations comparing in-state versus out-of-state costs
of delivered energy. The western wind resources dataset
was partly created with the help of numerical weather pre-
dictions. The data were sampled every ten minutes and
every two kilometers; 1.2 million grid points have been
aggregated to 32,043 locations. Each grid point is esti-
mated to hold ten Vestas 3 MW turbines, and therefore the
32,043 locations total exhibit more than 960 GW of ca-
pacity. The set contains data from 2004, 2005, and 2006.
The GUI of the western wind dataset allows selecting grid
points and downloading corresponding times series data.

For forecasting and sequence visualization, the wind
data are aggregated to a time series training set in a pre-
processing step. This training set has a vertical, and a hor-
izontal component:

• vertical: the vertical axis corresponds to the choice of
grid point spots; the number of grid points determines
the dimension of the dataset

• horizontal: the horizontal axis corresponds to the cho-
sen time window (e.g., aggregate hours, days, etc.)

The wind data is a time series of N wind measurements
of K wind spots, i.e., x(t) = (x1(t), . . . ,xK(t))T with time
t and 1≤ t ≤ N. No further preprocessing like normaliza-
tion of the wind resource data have been conducted.

Potter et al. [27] describe how the data for the western
wind and solar integration study have been created. The
data have been measured every ten minutes, resulting in
52,560 measurements a year. In the appendix, a descrip-
tion of the wind sites we took into account for our analysis
can be found.

3 Wind Modeling with Kernel Smoothing
Methods

For simulation of smart grids, modeling of wind is an es-
sential task. Modeling wind resources simply based on
raw measured data is a possible but restrictive way. In
this section we employ an alternative: modeling wind with
a kernel density estimation approach, more precisely the
Parzen window estimator. It is a kernel density method
that can be used for statistically sound sampling based
on observed data. In the following we will first introduce
the Parzen window estimator and density kernels. Then
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we will model observed data from a single wind spot in
Tehachapi and a wind park near Salt Lake City.

Kernel density estimation has been used for various
wind-related purposes. Juban et al. [15] use kernel density
estimation for wind power forecasting. They compute the
future wind probability density function. As kernel den-
sity estimation results in unbounded densities, the density
function is corrected at the boundaries, and a smoothing
factor is introduced. They compare kernel regression with
B-spline quantile regression and deterministic forecasting
methods. Taylor et al. [32] present a generalized autore-
gressive model that makes use of kernel density estima-
tion to smooth a histogram of observations. The kernel
density estimate is fitted with a maximum likelihood ap-
proach. Devin et al. [10] estimate the distribution of the
total power output of a set of wind farms in a given re-
gion based on the forecast for wind speed. This forecast is
based on local meteorological station kernel density esti-
mations of historical power output data.

Many wind time series models are based on Gaussian
processes, e.g., the Box and Jenkins [6, 26] – which is a
frequent choice for modeling wind. A related approach is
called translated Gaussian processes, see Walton and Bor-
man for a depiction of water levels [34]. Other methods
are based on resampling, for example block resampling,
see Lahiri [19], or resampling with Markov models, see
Sahin and Sen [29].

3.1 Parzen Window Estimator

Let D = {x1, . . . ,xN} be the observations, and we seek the
density function p(x) of the data distribution. Kernel den-
sity estimation is a non-parametric approach. It is based
on a kernel density function p(x). The kernel density ap-
proximation of the probability density function is

p(x) =
1

Nh

N

∑
i

K
(

x−xi

h

)
(1)

with kernel K and the so-called bandwidth parameter h.
The bandwidth h has a meaning similar to the width of
the histogram bins bi(a,h), as they define the width of the
influence of kernel K. Intuitively, the kernel density es-
timator places small bumps at each observation and the
whole function p(x) becomes the sum of bumps. Kernel
density functions K typically have the properties∫

K(z)dz = 1, and
∫

zK(z)dz = 0, (2)

i.e., the integral over the density function sums up to one,
and the density of the function is symmetric. Various ker-
nel density functions can be applied. Typically the Gaus-
sian or the Epanechnikov kernel are employed.

3.2 Wind Resource Modeling

In a first step we model the wind time series directly based
on single measurements xi

1, . . . ,x
i
N from a set of original

time series S = (x)i, i = 1, . . . ,K. Sampling from the ker-
nel density estimate of all observed time series results in
a statistically plausible model of the observations. In the
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Fig. 1 Sampled time series based on wind resources for wind spot
(upper part) and wind park (lower part), that are closest to original
time series on January 1, 2006.

following we model the time series of a single wind spot
in the Tehachapi park (ID 11743) from January 2006, with
the Parzen window estimator. For this sake we aggregate
the 1,440 observations to 24 hourly observations for each
day, i.e., six observations are aggregated to one point in
the time series. The resulting 31 observations, i.e., 24-
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dimensional data vectors of 31 days of January 2006, are
modeled with the Parzen window estimator.

Figure 1 shows a sampled time series that is clos-
est to the original time series of January 1, 2006. The
curves named KDE1 1.0 denote the kernel density es-
timate with bandwidths based on Silverman’s rule-of-
thumb. The curves named KDE 0.1 use Silverman’s rule-
of-thumb bandwidth scaled by 0.1. Jan 1 shows the origi-
nal time series. The sampled time series with scaling fac-
tor are closer to the original training instances than the
sequences based on Silverman’s rule. The lower part of
Figure 1 demonstrates the modeling process for a whole
wind park. For this sake we use the data of 28 wind spots
of the park southeast of Salt Lake city. For each time step
the wind spot data of 28 spots and six time steps is ag-
gregated to one measurement. Similar to the single wind
spot case, the model is close to the original time series.
Stronger oscillations of wind in case of the Silverman-
setting are due to the fact that each time step is indepen-
dently sampled from the whole distribution of wind time
series.

4 Visualization of Wind Capacities with
RBF-Networks

For optimization and planning of wind parks, the eval-
uation of wind capacities has an important part to play.
The understanding of how much wind blows where is a
challenging task. Visualization is a strong tool that helps
understanding datasets, changes, and their correlations in
an intuitive kind of way. In this section we will employ a
neural regression technique, i.e., radial basis function net-
works (RBF) for visualization of wind resources and ca-
pacities. RBF-networks can be used to visualize the wind
capacities on wind spot and wind park level with regard
to various time windows.

4.1 RBF-Networks

Radial basis function (RBF) [5, 25] networks are related
to backpropagation [28]. They can be used for function
approximation, i.e., to solve regression tasks. RBF-
networks are based on feedforward-architectures, usually
with one hidden layer and one output neuron. The main
difference is the activation function of the hidden layer.
Instead of separating classes with threshold functions, the

1 KDE: short for kernel density estimation

goal is to lay smooth curves from point to point. This is
achieved with k basis functions. The Gaussian function is
often used as a basis function. The expectation value and
standard deviation – in the case of RBF-networksm also
denoted as radius – as well as the weights between the
hidden layer and the output layer, are similar to the δ -rule
adapted via gradient descent on the error function, which
is the difference between network output and desired
output signal.

4.2 Experiments

To demonstrate the approach we visualize the wind
resources of the Salt Lake City wind farm with RBF-
networks in the following. For this sake we employ an
RBF-network with 10 Gaussian basis functions. Figure 2
shows the corresponding results for a day (200th day of
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Fig. 2 Modeling of wind resources with RBF-networks for one day
(upper part), and one month (lower part) of the wind park at Salt
Lake City.

2006), and one month (January 2006). Again, the figures
show the day and the month basis. It can be observed that
the RBF model drops out at the borders of the model.
This characteristic makes the model appropriate for the
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detection of resource peaks. A comparison of one day
resource and one month resource visualization shows that
both peaks are not located at the same position.

5 Wind Forecasting with Support Vector
Regression

Wind energy forecasting is an important aspect for bal-
ancing authorities in a smart grid. Up to now, the integra-
tion of decentralized energy into the grid is as good as
ignored. It is estimated that the stability of the energy grid
decreases if the amount of ignored renewable energy ex-
ceeds about 15 to 20%. But wind resources are steadily in-
creasing. For a reasonable integration of volatile resources
like wind, a precise prediction for subhourly scheduling
becomes necessary. Precise forecasting will allow balanc-
ing and integrating of multiple volatile power sources at
all levels of the transmission and distribution grid [23].
Consequently, the forecast of renewable resources plays
an important role for a stable energy grid. The amount of
wind power crucially depends on the speed of the wind, as
the power is proportional to the cube of the wind speed.
Hence, small differences in the wind speed result in sig-
nificant differences in the produced power.

5.1 Support Vector Regression

We formulate the wind forecasting task as a regression
problem. We assume that a time series of N wind measure-
ments of K wind spots x(t)= (x1(t), . . . ,xK(t))T with time
t (1 ≤ t ≤ N) and corresponding measurements y(t) =
(y1(t), . . . ,yK(t))T of wind production is given. The task
is to predict the wind production yt at time t = ti+θ based
on the wind measurements at time ti, ti− 1, ti− 2, . . . , ti−
µ , with µ ∈N past observations. The following questions
arise:

• how much data from the past do we need (i.e., how to
choose µ to reduce the validation error), and

• how far can we look into the future (i.e., how does the
validation error depend on θ ).

We concentrate on the production on the large-scale level
of a whole wind park in Section 5.2. Preliminary work
on SVR and wind forecasting has recently been intro-
duced. Mohandes et al. [24] compared an SVR approach
for wind speed prediction to a multi-layer perceptron. The
approach is based on mean daily wind speed data from
Saudi Arabia. Shi et al. [30] proposed an approach that

combines an evolutionary algorithm for parameter tuning
with SVR-based prediction. The technique allows a six-
hour prediction, and is experimentally evaluated on wind
data from north China. Recently, Zhao et al. [38] com-
pared SVR to backpropagation for a ten-minute prediction
of wind speed.

5.2 Wind Park Energy Forecast

Large-scale forecasting on the level of wind parks has an
important part to play for global control strategies. Be-
sides the approach to aggregate the forecasts of all wind
spots of the whole park, the sum of energy can be taken
into account. In the following we conduct the prediction
analysis on the level of a wind park near Salt Lake City
that consists of 28 wind spots. For the forecasts we em-
ploy a set of 100 randomly chosen wind spots in the whole
western area.

Table 1 Forecast of wind energy production of wind park near Salt
Lake City. The figures show the validation error for increasing time
steps (lines, top to bottom) with regard to various time steps from
the past (columns) taken into account.

[1,3] [3,6] [6,12]
steps Lε L2 Lε L2 Lε L2

1 57.549 9,044.233 57.218 9,271.327 58.313 9,148.557
12 56.113 8,774.924 56.879 8,899.538 56.649 8,822.972
36 58.598 9,599.905 59.171 9,436.259 58.992 9,968.387

Table 1 shows the experimental results of the analysis
with regard to various combinations of time steps from
the past ([1,3]: ten and 30 minutes, [3,6]: 30 and 60 min-
utes, and [6,12]: 60 and 120 minutes), and the steps we
try to look into the future (from ten minutes to six hours).
Similar to the previous section, the results show the corre-
sponding validation error. Based on these figures we can
observe the trend that the best forecast is achieved for
the experiments predicting one hour ahead. Looking fur-
ther into the future decreases the forecasts, but still results
in an acceptable validation error. Short-term forecasts do
also not result in the best validation errors. This is prob-
ably due to the fact that most of the wind spots used for
prediction are too far away to determine ten-minute fore-
casts. They are spread across the whole western area of the
US. For the one-hour forecast the past information from
the last ten-minute and 30-minute achieves the best val-
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Fig. 3 Ten minutes wind energy forecasts for a wind park southeast
of Salt Lake City on two randomly selected sequences.

idation error. But employing other combinations of time
steps does not deteriorate the results significantly.

Figure 3 shows a visualization of two randomly se-
lected sequences, and the corresponding ten-minute and
six-hour ahead forecasts. The curves show the real wind
that was blowing and the forecasts, each based on two past
time steps. The plots show that all forecasts achieve a rel-
atively high prediction accuracy that should be satisfying
for most balancing activities in a smart grid. The predic-
tions based on the last two hours are even more reliable
based on a ten-minute forecast than the predictions based
on the last 30 minutes. Also for the six-hour ahead fore-
cast the prediction based on the [6,12]-dataset results in
the best curve. Local deviations from the true curve are
more frequent in the case of the [1,3]-dataset forecast.

6 Wind Monitoring with Self-Organizing
Feature Maps

As wind is a volatile energy source, state observation has
an important part to play for grid management, fault anal-
ysis, and planning strategies of grid operators. We demon-
strate how an approach from unsupervised neural com-

putation helps to understand high-dimensional wind re-
source time series.

6.1 SOM-Based Visualization

We propose to employ Kohonen’s self-organizing map
(SOM) for sequence analysis of high-dimensional wind
data based on a smooth quantization process. It generates
a topological low-dimensional representation of the high-
dimensional data allowing a smoother quantization with
regard to the data sample distribution than simply dividing
the feature space into grids, or distributing codebook vec-
tors equidistantly. A SOM is able to capture the intrinsic
structure of the data. It can be used to visualize sequences,
or to perform further symbol-oriented analysis like string
matching.

SOM-based visualization has been applied to various
applications ranging from financial time series data [37]
to GSM Network Performance Data [20]. We have em-
ployed a related approach for the visualization of mu-
sic sequences [14], and employed the SOM-based dis-
cretization for recognition of sequences with a dynamic
time warping approach for gesture recognition [18]. Us-
ing SOMs for monitoring and modeling of complex in-
dustrial processes like pulp process, steel production, and
paper industry are described by Alhoniemi et al. [2].

6.2 Sequence Visualization in Tehachapi

As an experimental example we visualize the wind
resource dataset from 20 grid points in the area of
Tehachapi, California in 2006. The grid points have been
randomly chosen and are aggregated to 20-dimensional
vectors. For a better readability we concentrate on the
visualization of a period of approximately four days, i.e.,
1000 measurements. The upper two sequences of Figure
4 show the visualization of the 20-dimensional grid
points of Tehachapi. The figures compare a 2× 2-SOM
with 100 learning cycles, and a 10 × 10-SOM with
500 learning cycles. The SOM-training process leads
to structurally similar topological mappings. The color
assignment may vary in different runs, as the training is a
non-deterministic process.

It can be observed that both sequence visualizations are
structurally similar, while the larger SOM shows a finer
granularity of states. The green part A left from the middle
of both sequences is a period, when the wind is almost not
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Tehachapi, 2 x 2 SOM

Tehachapi, 10 x 10 SOM

A B

Fig. 4 Visualization of times series of 20 wind spots in the area of Tehachapi. The sequences are 20-dimensional time series of 1000 steps,
starting from January 2006. The results are generated with a 2×2-SOM with 100 learning cycles, and a 10×10-SOM with 500 learning
cycles.

blowing. The corresponding segments of both sequences
are marked with a similar color. In contrast, part B shows
a segment that is marked with the same color in the 2×2
SOM, but varying colors in the case of the 10×10-SOM.
The latter is able to visualize significant differences in
the same period. It is important to remark that for in-
terpretation purposes the SOM allows a backward map-
ping by showing the neural weights, corresponding to the
multi-dimensional vectors that represent the system states.
Furthermore, it is possible to train a SOM with specific
system states to visualize typical and important develop-
ments. In our experiments, topological defects that would
motivate the application of cylindric SOM-topologies or
the neural gas heuristic [22] have not been observed.

7 Slow Feature Analysis of Wind Resources

For planning of wind farms and the choice of target sites
it is desirable to understand the time series of existing lo-
cations. By this means important factors can be identi-
fied that help to analyze and interpret multivariate wind
resource data. In the following we assume that the wind
resource time series is non-stationary. We apply SFA by
Wiskott and Sejnowski [35, 36] to determine their driving
forces. Examples for relevant factors for wind farms that
may not be known in advance are terrain characteristics,
and other environmental conditions, the mutual influence
of windmills, their interaction with varying weather con-
ditions, etc. We hope to demonstrate the potential of wind
SFA experimentally, comparing the results of two wind
sites at different target sites in Tehachapi. The interpreta-
tion of the driving forces, e.g., terrain characteristics, will
be subject to future work.

7.1 Slow Feature Analysis

SFA is an unsupervised learning method introduced by
Wiskott and Sejnowski [35, 36]. The approach extracts
slowly varying features from a quickly varying multivari-
ate time series. Wiskott and Sejnowski formulate the opti-
mization problem solved by SFA for a scalar output as fol-
lows. Again, we assume that x(t) with time t is the multi-
variate time series. The task is to find the set of real-valued
output functions gi(x(t)) with j = 1, . . .M, such that each
of the output functions

y j(t) = g j(x(t)) (3)

minimally changes in time. The temporal mean denoted
by 〈·〉t of the time derivate ẏ has to be minimized, i.e.,

min〈ẏ2
j〉t (4)

for each function g j. Constraints are introduced to avoid
trivial solutions: (1) zero mean 〈ẏ j〉t = 0, and (2) unit vari-
ance 〈ẏ2

j〉t = 1. An understandable introduction to SFA is
given by Wiskott [35].

SFA has been applied to different areas, mainly to com-
putational neurosciences, e.g., to the analysis of complex-
cell receptive fields in the primary visual cortex [3], or
of head-direction and view cells in the hippocampus [12].
But SFA has also been applied to many technical applica-
tions, e.g., the extraction of driving forces from nonlinear
dynamical systems that is demonstrated in [35]. Koch et
al. [16] have recently introduced an approach for SFA-
based gesture recognition. To the best of our knowledge
SFA has not been applied to wind data yet.
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7.2 Experiment

Figure 5 shows the SFA result of four west wind spots
(i.e., four-dimensional time series) of Tehachapi in the
same time frame. For comparison, the SOM-based visu-
alization is plotted below the SFA curve. The plots shows
that the driving forces are not very volatile, and a signifi-
cant peak can be detected. The SOM-based visualization
reveals that the color assignments are correlated to the val-
ues of the slowest feature in the data. For example, rela-
tively high driving forces in the eastern part correspond
to brighter colors of segments in the visualized sequence,
while slow driving forces correspond to segments of dark
color. A similar correlation can be observed in the other
example – with a changing driving force corresponding to
dark colors.
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Fig. 5 SFA- and SOM-based visualization on a four-dimensional
time series in the Tehachapi wind park.

8 Price-Based Demand Side Management in
a Virtual Power Plant

Virtual power plants (VPPs) are aggregations of renew-
able energy sources that show a robust behavior like
conventional plants. To compensate instabilities and
fluctuations, energy modules (producers and consumers)
are clustered to VPPs. The movement toward renewable

plants with higher degrees of efficiency, e.g., based
on fuel cells, and toward large energy storage systems
increases the chances of successful VPPs to replace
conventional producers. The question arises how to
develop control strategies for VPPs. In [17] we have
introduced a learning classifier system to evolve a ruleset
for a VPP.

In this Section we will enhance the VPP by demand
side management (DSM), more precisely by pricing
strategies. Energy consumption is modeled by price
and consumption urgency. In Section 8 we will give a
brief introduction to the employed VPP model. Section
8.4 introduces the DSM extension, while Section 9
concentrates on two typical experimental results.

8.1 Related Work

Virtual power plants and the idea of distributed energy
generators are discussed by Stothert et al. [31] and by
Dondi et al. [11]. Willis and Scott [13] describe plan-
ning and evaluation of distributed power systems in detail.
Davis [9] compares existing central station generation and
distributed resources with regard to various aspects like
liability, power quality, infrastructure requirements, and
electrical environmental effects. Based on this discussion
he shows the significant advantages of distributed power
systems such as micro-grids. Caldon et al. [7] have intro-
duced a virtual power plant simulation model taking into
account electric and heat production. They use a stochas-
tic optimization algorithm and concentrate on objectives
like minimization of short-term variable production.

8.2 Virtual Power Plant Model

In the following, we briefly introduce the VPP model. It
is based on typical renewable components: (1) wind as re-
newable power resource, (2) an energy storage system, (3)
a resource energy plant, and (4) pricing strategies model-
ing demand side management. Consumers have to be sup-
plied with the help of energy sources. Windmills play the
role of the renewable volatile energy sources. A storage
system (battery) stores over-capacities, and is able to de-
liver stored energy with regard to an energy loss factor. A
reserve plant produces additional energy, and has to com-
pensate energy shortcomings. The total power in the sys-
tem taking into account for all consumers and producers
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at time t is denoted by η(t) =∑i ei(t), and is the sum of all
producers with ep(t)≥ 0 and consumers with ec(t)≤ 0.

8.2.1 Wind

Wind energy is volatile and its prediction is no easy
undertaking. The data for the produced wind energy is
based on measurements published by the Irish energy
company EIRGRID [1]. We assume that module w ∈P
in the set of energy producers P generates a certain
amount of energy ew(t) at time t. We allow adding noise
with strength γ1 to the original data:

ew(t) = eWIND(t) · (1+ γ1 ·N (0,1)), (5)

with the original EIRGRID data at time t denoted as
eWIND(t).

8.2.2 Energy Storage

The energy storage system s ∈ S is able to store over-
capacities, e.g., of wind that should not be wasted, but
stored and delivered for times of energy shortcomings.
Our storage system s has a capacity cs(t) stored at time
t, and a maximum capacity of (cs)max. We assume the ac-
tions load (by volume min(∆s,η(t))), and deliver (cs(t) =
min(∆s,cs(t))) with regard to parameter ∆s, see Table 2.
Energy is lost over time with factor 0 < γ2 < 1. To model
the energy loss, we assume that in each time step the
stored energy is reduced by cs(t) = cs(t−1) · γ2.

Table 2 shows a survey of all commands of the virtual
power plant, and also for the modules described in the
following. Furthermore, the table shows the parameteri-
zations that will be used in our experimental analyses in
Section 9.

Table 2 VPP commands for the LCS
module commands parameters
storage load deliver - (cs)max = 2,000

+ 200 -200 - γ2 = 0.9
reserve increase decrease hold (er)max

+ 300 -300 0 = 10,000
price increase decrease hold

+0.1 -0.1 0 0.2≤ p≤ 1.5

8.3 Learning Classifier System

The LCS consists of a set R = {r1, . . . ,rN} of rules rn,
1 ≤ n ≤ N. A rule rn consists of a conditional part χn
describing the state of the system, and an action part αn
determining the commands for the power plant’s future
activities. Rule rn = (χn,αn) is interpreted as:

rn : IF χn THEN αn. (6)

Let st be the actual state of the power plant. It consists
of T parts, corresponding to the discretization of the cur-
rent total power of the system s1 = η(t) and the predicted
power for the next i = 1, . . .T −1 time steps si = η(t+ i).
The rule r j ∈R with the most similar conditional part χ j
is chosen, i.e., for a minimal d(χ j,st). For measure d(·)
we use the Manhattan distance. If A is the number of con-
trollable entities, we assume that each command αn con-
sists of T ·A actions, i.e., for each future time step t + i
each controllable entity j performs action ai j.

8.4 Demand Side Management

Demand side management has an important part to play
in virtual power plants for balancing the system [4, 33].
We model DSM with regard to the most important two as-
pects. We assume that the power consumption depends (1)
on real-world consumption data that we stochastically dis-
turb, (2) on pricing, and (3) on urgency. In our model the
consumption is modeled by real energy consumption data
eEG(t) published by EIRGRID. Fluctuations are modeled
with noise:

ec(t) =−eEG(t) · (1+ γ3 ·N (0,1)). (7)

To integrate demand side management, we extend the
consumer equation by price- and urgency-dependent vari-
ables. We assume that price p(t) is bound between a range
α1 ≤ p(t)≤ α2, and model urgency u(t) as the fraction of
the sum of energy that would usually have been consumed
determined with regard to Equation 7, and the sum of con-
sumed energy in the past (êc(t), see Equation 9):

u(t) =

(
∑

t−1
q=1 ec(q)

∑
t−1
q=1 êc(q)

)γ4

. (8)

Parameter γ4 ≥ 0 allows adjusting the magnitude of influ-
ence of the urgency. The new energy consumption model
is

8



êc(t) = ∏
x=ec(t),p(t),u(t)

x. (9)

In the following we will experimentally analyze the DMS-
enhanced VPP.

9 Experiments

In [17] we have experimentally analyzed the LCS
without DSM. In these experiments, it turned out that
20 rules are sufficient for successful rule optimization.
Pre-experiments confirmed that this rule set size is also a
reasonable choice for the LCS with DSM. We conducted
dozens of experiments with the DSM-enhanced VPP
model with a LCS. We chose two exemplary runs of
the LCS that represent typical main effects of evolved
strategies.

9.1 Example 1

Figure 6 shows a typical run of the VPP with rules that al-
low volatile pricing strategies (with a smoothly increasing
wind blowing). The yellow curve shows the price develop-
ment2, which is fluctuating within the course of the VPP
control process. Result is a volatile and adaptive power
consumption curve. We can observe that the demand is
increasing when the price is low. The overall consumed

original

wind
power
reserve
storage

demand

prize

Fig. 6 Demand side management, example 1.

energy is comparable to the overall sum we expected due
to the demand side curvature. In times of energy over-
production, the battery has learned to load, and delivers

2 The price curvature is multiplied by factor c = 1,000 to visualize
main effects.

energy back to the system in times of energy shortcom-
ings. For example, at the beginning, in times of energy
shortcomings the prize increases to a maximum of p= 1.5
leading to a reduction on the demand side. Due to the de-
mand side modeling strategy, the reserve plant does not
have to compensate energy shortcomings to a large extent.
The overall energy (green curve) stays within reasonable
bounds, i.e., in the range of the x-axis.

9.2 Example 2

Case study two shows a situation where the price is re-
duced to a minimum of of p = 0.2. This state results in an
increasing power consumption on the demand side. The
reserve plant is fluctuating, but steadily trying to cover the
energy demand resulting from the low prices. The overall
consumed energy is much higher than the original (mod-
eled) magnitude. We chose this run exemplarily to show
how DSM can lead to disadvantageous results. The ques-
tion how such a prize instability can be prevented will be
subject to future considerations.

original

wind
power
reserve
storage

demand

prize

Fig. 7 Demand side management, example 2.

9.3 Conclusion

We have demonstrated how to integrate simple pricing
strategies into our VPP and LCS model. Two experimen-
tal case studies demonstrated the behavior of the simple
prize-based DMS. We have shown a successful example
of how to evolve LCS rules that control the prices adap-
tively. But we have also demonstrated that the system can
result in an LCS that is not able to guarantee price stability
leading to an unstable development. The question of how

9



to maintain stable prize developments will be basis of our
future work.

10 Conclusion

It turns out that techniques from computational intelli-
gence offer a huge potential to increase the efficiency of
energy systems. We have demonstrated this for particular
areas like wind time series monitoring, wind resource vi-
sualization, wind energy forecasts, and control of a virtual
power plant.

All proposed approaches are efficient enough to
use them in real-time applications. For relatively time-
consuming techniques like the SOM-based visualization
approach, we have implemented efficient C-code. The
SVR-approach is already based on the famous and fast
SVMLib implementation [8]. It will be subject to demon-
strate in future research, and industrial projects how well
the proposed techniques act in real-time scenarios.
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