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Abstract

Data mining, also known as knowledge discovery in databases, has been popularly
recognized as an important research issue with broad applications. Many kinds of data
mining methods have been developed in previous studies. However, in order to serve
the representation and implementation of deductive databases and intelligent query an-
swering, there have been increasingly pressing calls on more general-purpose data mining
techniques. In this paper, we present a new data mining method called CRD(Common
Rule Discovery). It is a general-purpose method that is able to extract a wide spectrum of
rules, including recursive ones. We also introduce abstract constants, user-defined predi-
cates, built-in predicates in the extracted rules, which greatly enhance the flexibility and
representation power for knowledge. CRD is applicable not only in data mining area, but
also in inductive logic programming. This method has been implemented in our CRDS
with satisfactory results. Some experiments using CRDS are also provided.

Keywords Data mining, Knowledge Discovery in Databases, Deductive Databases,
Inductive Logic Programming, CRD, CRDS

1 Introduction

A deductive database is a database which consists of data, rules, integrity constraints and a
mechanism of deductive reasoning. Roughly speaking, it uses rules to represent ( or store)
intensional data, and performs deductive reasoning from rules to data when necessary. On the
contrary, Inductive Logic Programming ( ILP) focuses on constructing a logical (intensional)
definition of a relation from positive and negative examples. That is, it performs induction
from data to rules. They are inverse but closely related. The logic programming school
in deductive databases argues that deductive databases can be effectively represented and
implemented using logic and logic programming.

Another closely related notion is Data Mining, which means a process of nontrivial extrac-
tion of implicit, previously unknown and potentially useful information from data[2]. Since
most of the extracted knowledge can be expressed in the form of rules, we can also look
on data mining as extracting rules from data. Though ILP and data mining lay different
emphases and possess different methods, they have many subtle relationships, and their com-
bination is taken into consideration. [3] states an idea of transforming the ILP problem to

*Research is partially supported by Natural Science Foundation of China and 863 National High-Tech
Program.

123



attribute value form, and generating rules by data mining method. As the latter handles
noisy data successfully, it seems to be more practical and exhibits many advantages.

However, gap still lies between the rules extracted by ILP or data mining and those in
deductive databases. For example, it is obvious that rules in deductive databases can be
recursive, but few systems can now extract recursive rules perfectly. [12] provides a method
which can generate certain kind of recursive rules, however, the form of extracted rules is
also strongly restricted.

Moreover, the data mining methods previously provided usually only fit certain area and
generate certain kind of knowledge. In order to discover various kinds of knowledge, we have
to develop one algorithm (or subsystem) for each kind of knowledge. Simple integration of
these subsystems will lead to too large a system and too high expense to maintain. With the
rising of intelligent query answering [10] [8], there are increasingly pressing calls on general-
purpose data mining methods that are able to extract a wide spectrum of rules so as to
serve the representation and implementation of deductive databases and intelligent query
answering.

In this paper, we present a novel data mining method called CRD(Common Rule Discov-
ery), which is able to extract any kind of horn rules from data, including recursive ones. It
is a general-purpose method, using a meta-rule to guide the extraction. Users can provide
user-defined predicates ( act as IDB predicates in the deductive databases), built-in predi-
cates and concept hierarchies in order to make the method fit their special application area
better.

This method has been implemented in our CRDS with satisfactory results. CRDS discov-
ers Common Rules in relational or deductive databases, answers advanced queries from users,
and maintains the discovered knowledge. In this paper, we also provide some experimental
results of CRDS to show some features of CRD method in section 6.

2 Problem description

2.1 Predicates

There are three kinds of predicates which may concern in this paper. Suppose a relation
schema of the form:

relation_name(Attry : domq, Attry : doms, ..., Attry, : domy,),

where Attr; is a field of the relation, and dom,; is its corresponding domain. We can also
look on the schema as a predicate, whose corresponding facts are the tuples of the relation.
Such predicates are called schema-predicates, they act as the EDB predicates in deductive
databases.

Users can also define their own predicates from such schema-predicates. For example,
starting from the schema-predicate(where the domains are omitted):

student(Name, Sno, Status, Major, Gpa, Birth_data, Birth_place),
we can define following predicates:
student(Name, S, Status, M, Gpa, Birth_date, Birth_place) — major(S, M) (1)

student(Name, S, Status, Major, Gpa, Birth_date, Birth_place) A
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Status = graduate A Gpa > 3.5 — fellowship_candidate(S) (2)
student(Name, S, Status, Major, Gpa, Birth_date, Birth_place) A
Status = undergraduate A Gpa > 3.2 — fellowship_candidate(S) (3)

Such predicates are referred to as user-defined predicates. Actually, users can define
various predicates to meet their needs. These user-defined predicates act as IDB predicates
in deductive databases.

The third kind of predicates is built-in predicates, such as logic operations(>, >, etc.)
and arithmetic operations (add, subtract, multiply, divide, square, etc.). Their corresponding
relations are infinite, hence we have to handle them in a different way in section 4.

Notice that each variable in a predicate has a domain. Domain is not the data type of
the field. Different domains may have the same data type. For example, both Name and
Major may have the data type char(20), but their domains are different. We decide whether
two variables are unifiable by their domains.

2.2 Meta-rule

In order to specify the pattern of the rules a user want to extract, avoid generating uninterest-
ing rules, and improve the efficiency, we can use a meta-rule to guide extraction. The system
only tries to find rules that comply with the meta-rule. Mete-rule is constructed according to
the application environment and the knowledge users want to discover. For examples, if users
want to obtain the definition of son from predicates parent and male, they can use meta-rule
(4); If users want to obtain the definition of path from two (or one) unknown predicates,
they can use meta-rule (5); If users want to know the percentage that fellowship candidates
account for in each major, they can user meta-rule (6).

parent( -, _ ) Amale( - ) — son(X,Y) (4)
PAQ — path(X,Y) (5)
major(S, M) — fellowship_candidate(S) (6)

In (4), all predicates have been specified. We only need to find proper variables and/or
constants to fill in the blanks in the meta-rule to generate target rules. However, the pred-
icates in the body of (5) are not specified. So we have to find appropriate predicates with
appropriate arguments in them to fit the meta-predicates P and (). Notice that we can in-
stantiate a meta-predicate in body to null, i.e. arc(X,Y) — path(X,Y) also complies with
(5).

We can also specify some of the variables be identical in the meta-rule as (6) shows. How
do the results of meta-rule (6) answer the third query will be be made clear in the next
section.

2.3 Support and confidence

In order to handle noisy data and get some probabilistic results, support and confidence are
introduced. Suppose a rule :

p1(T1) Ap2(T3) A+ Apn(T) — () (7)
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Denote the relation defined by the head with H. Notice that H is not necessarily the
whole relation for predicate g (denoted with Q). Generally speaking, H is a selection from
Q.

The body of the rule also defines a relation with respect to the head, which is denoted with
B. Let ¥ = Un/. When (7) is safe, we have @ C . It is easy to see that B = [[ (><F;).
When it is not safe, ><P; does not define enough imformation for the head, hence we can join
it with Q. As a result, B = [[ (><F; ><Q).

Let G = BN H , denote the number of tuples in B with |B| , and |H|, |G| as well. The
support of the rule (7) is |G|/|H|, and the confidence is |G|/|B).

Roughly speaking, confidence is the validity of the rule, and support is the weightiness of
the rule leads to the head, or, the importance of the reason leads to the result. For example,
suppose we get a result rule for meta-rule (6) as (8),

major(S, software) — fellowship_candidate(S) (51%,43%) (8)

The confidence(51%) means that software students are fellowship candidates with possibility
51%, that is, 51% of the students majoring in software are fellowship candidates. The sup-
port(43%) means that 43% of the fellowship candidates can be derived by this rule, i.e., 43%
fellowship candidates major in software.

Note that the support defined here is different from that in [4], [5], and [1]. This support
not only filters out uninteresting rules, but also has clear semantics as confidence does. Thus,
each rule discovered by CRD has its ‘dual semantics’.

Rules with small values of confidence and support are usually uninteresting. Hence users
can provide two thresholds. CRD only tries to discover rules whose confidence and support
are no less than corresponding thresholds.

2.4 Problem description

Given some relations, predicates, a support threshold, a confidence threshold, and a meta-
rule, our task is to discover the rules that comply with the meta-rule, and whose confidence
and support are no less than the confidence threshold and support threshold respectively.

3 Basic ideas of CRD

In this section, we only introduce the basic ideas of CRD. The process of built-in predicates
and variable specializations are discussed in section 4 and section 5.
3.1 Primitive rule

CRD algorithm begins with generating a primitive-rule according to meta-rule. First, each
meta-predicate is substituted with the conjunction of all predicates that comply with it,
leaving all the variables blank. Then distinct variables are allotted for these blanks. For
example, primitive rule for meta-rule(4) is generated as follows by allotting distinct variables:

parent(Vy, Va) A male(Vs) = son(X,Y) (9)

Notice that a meta-predicate is substituted with the conjunction of several predicates.
For example, we get primitive-rule (10) if candidate predicates for P and @ in (5) can be arc
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and path:
arc(Vi,Va) A path(Vs, Vi) A arc(Vs, Vs) A path(Vz, Vg) — path(X,Y) (10)

where P is substituted with arc(Vy, V2) A path(Vs, V). However, at most one of arc(Vi, V3)
and path(V3, V) will appear in the result rules. This will be clarified by following sections.
We take the idea of evolving the primitive rule gradually to target rules by

1. eliminating superfluous predicates.
2. unifying some of the variables in a proper way.
3. instantiating appropriate variables to decent constants.

1 and 2 are solved in this section, and 3 is solved in section 5.

3.2 Equivalent class and partition

As each variable is distinct in the primitive rule, we have to unify some of the variables to
generate target rules. For example, when unify Y with V3, X with V, and V3 in rule (9), we
get (11):

parent(Y, X) Amale(X) — son(X,Y) (11)

Two variables are defined to have equivalent relation if they are to be unified. All the
variables in the primitive rule are then divided into several equivalent classes. The unification
of generating (11) correspond to partition {{Y,V1},{X, V2, V3}}.

After unifying the variables in the same class, there may be some superfluous predicates
in the primitive-rule. For example, we get (13) by unifying variables in (10) according to
partition (12)

{{X’ Vl}’{Y’VS}“a{VQ’V}}’{Vii}’{V4}a{V5}’{V6}} (12)
arc(X, Vo) A path(Va, Vi) A arc(Vs, Vs) A path(Va,Y) — path(X,Y) (13)

We can easily see that it is the same as (14)
arc(X,V3) A path(Va,Y) — path(X,Y) (14)

Hence we maintain a set of relevant variables for each partition. Only relevant variables
contribute to generating rules. Initially, all the variables are irrelevant. Some irrelevant
variables are made relevant when necessary in the next section. We also call a predicate
relevant if it contains at least one relevant variable.

As stated above, we can define the application of a partition to primitive rule as: unify
the variables in the same class, and drop predicate(s) that is not relevant. For example, we
get (14) by applying (12) to (10) if relevant variables are {X,Y, V1, Vo, V7, Vs}.

The number of possible partitions is large sometimes if there are no adequate constraints.
Fortunately, we have several constraints and an elegant method to construct proper partitions.
The constructing method is discussed in section 3.6. Here the constraints are discussed.

Constraint 3.1 All the variables in a class must share the same domain.
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We can see that partition {{X,V1},{Y,V2}} and {{X,V5},{Y, Vs}} will lead to the same
result when applied to (10). Hence we need only to generate one of them.
Suppose there are two predicates in the primitive rule p(@) and p(@), all the variables
o and W are free. A commutation of a partition is to substitute all the variables in @
with those in %@, and those in & with in 7. A partition is symmetrical to another if it can

reach the other through commutation(s). Thus we have :

in

Constraint 3.2 Generating one partition prevents gemerating any of its symmetrical ones.

We can also see that a partition with relevant variables {X,Y, V1, Va, V3, Vi, Vs} is invalid
for (10) , because the meta-predicate P corresponds to two relevant predicates. Hence we
have:

Constraint 3.3 FEach meta-predicate corresponds to at most one relevant predicate.

These three constraints are combined in the constructing process elegantly in CRD with
very low cost.

3.3 Making a variable relevant

When a variable V' is made relevant, all the variables in the predicate to which V belongs
are also made relevant. At the same time, some of the other variables may be deleted from
the partition. For example, when we make the variable V; relevant in the primitive rule (10),
we make V5 relevant as well. What’s more, we can conclude that variable V3 and V4 can be
deleted, for they will never be made relevant any more(due to constraint 3.3).

3.4 Primitive partition

There may be some variables that are identical in the meta-rule as (6 ) manifests. However,
the variables in the primitive rule are distinct. In order to preserving the homology of
variables in the meta-rule, we make a primitive partition according to the meta-rule and the
primitive rule. All the partitions we concern afterwards are based on the primitive partition.
For example, the primitive rule and primitive partition for meta-rule(15) is (16) and (17)
respectively.

P(_,A)ANQ(A, _) — path(X,Y) (15)
arc(Vi,Va) A path(V3, Vi) A arc(Vs, Vi) A path(Vz, Vg) — path(X,Y) (16)
{{Vl},{%,V4,V5,W},{Vg},{Vg},{Vg},{X},{Y}} (17)

3.5 Original partitions

There are three kinds of equivalent relations, that is, relation between a head variable and a
body variable, between head variables, and between body variables. An original partition is
a partition without the third kind of equivalent relations. In our method, we first construct
original partitions of the primitive rule, and then construct new partitions according to
existing ones recursively. All possible equivalent relations of the first and the second kind are
taken into accounts when constructing original partitions. Hence we will only consider the
third kind of equivalent relations in the next section. The corresponding body variables and
head variables that are unified in the original partition are made relevant. For example, the
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original partition {{Vi, X },{Va},{Vs},{Va},{V5},{Vs},{V7},{Vs,Y}} of primitive rule (10)
makes {V1, Vs, X, Y} relevant. As a result, {V2, V;} are also made relevant and {V3, V4, Vs, Vs }
are deleted (Hence it becomes {{V1, X}, {Va},{V7},{V5,Y}}) .

3.6 Constructing partitions

We construct further partitions from existing ones recursively by merge operation. A merge
operation is to make two variables Vi, V5 equivalent, where Vi, V5 satisfy:

e They share the same domain but they are not equivalent
e Both V7 and V; are body variables
e V] is a relevant variable

Merge operation also makes V5 relevant after making V; and V5 equivalent. For example,
the original partition {{V1, X}, {Va},{V7},{Vs,Y}} will lead to {{V1, X, Vo},{Vz},{Vs,Y}},
{{V1, X}a {VvZa V7}a {V:Sa Y}}a etc..

Theorem 3.1 Suppose we get Py by exerting a merge operation on Py, we get Ry (or Rs) by
applying Py (or Py) to the primitive rule, and the support of Ry (or Ry) is S1 (or S2), then
S1 < Sy. (Proof omitted)

As mentioned above, we get a set of candidate partitions, denoted with SCP. They are
pruned and checked one by one in next sections.

3.7 Pruning partitions

Suppose there are two partitions P; and P, for each equivalent class C in P;, there exists a
class C' in Py, such that C C C’, then we say P, contains P;, denoted with P; C P,.

In order to eliminate some improper partitions, we maintain a set of forbidden partitions,
denoted with SFP. When we have constructed a partition, we check whether it contains any of
the partition(s) in SFP, if it does, it can be pruned immediately. The original SFP of a primi-
tive rule consists of partitions that will render some body predicates the same as the head af-
ter unification. For example, original SFP for (10) is {{{X, Va},{Y, Va}}, {{X, V7 },{Y, Vs }} }.
We will also add some partitions to SFP when checking them in the next section.

In order to avoid generating successive symmetrical partitions, we also maintain a set of
symmetrical partitions, denoted with SSP. Put all of its symmetrical partition into SSP when
one candidate partition is generated. When the lately generated partition contains any of the
partition(s) in SSP, it is also pruned. The difference between SFP and SSP is that partitions
in SFP are never deleted, but SSP is emptied at the beginning of each pass of construction.

Actually, constructing and pruning partitions can be combined into one process. We
discuss them separately in order to clarify the process.

3.8 Checking candidate partitions

For each candidate partition generated as previously stated, we will get a rule by applying
it to the primitive rule. We check these rules one by one according to their supports and
confidences as follows.
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1. If neither confidence nor support is less than its threshold, this is just a rule we want
to discover, so we output it. As merge operation to a partition will only make the
rule more strict, we move the partition from SCP to SFP in order to avoid generating
uninteresting partitions in subsequent constructing.

2. If the support is no less than the threshold, and the confidence is less than its threshold,
it means that the partition should be merged to improve its confidence, we do nothing
here, leaving this partition in SCP as a base for further construction.

3. For those rules whose supports are less than their thresholds, we can assert that their
corresponding partitions need not to participate in further construction of SCP (The-
orem 3.1). Hence we have to move the corresponding partitions from SCP to SFP.

3.9 CRD Algorithm
As a conclusion, we describe the algorithm as follows:

generate primitive rule according to the meta-rule
generate primitive partition according to the meta-rule and primitive rule
generate original SFP
generate original SCP and prune it
repeat

empty SSP

check each partition in SCP

construct new SCP from old SCP by merge operation and prune new SCP
until new SCP is empty

3.10 Performance analysis

At a first glance, an intuition may emerge that this algorithm has a considerable search space.
However, with the three constraints, some other optimization arguments, and the recursive
constructing mechanism, CRD actually checks only a very small fraction of the possible space.
As an example, let’s consider the primitive rule (10) for meta-rule (5). Any two variables can
be unified because they share the same domain. Hence the number of all possible partitions
is 115975. But CRD never checks more than 35 of them without any loss of possible rule (It
varies according to the thresholds and data). Which is about 0.03% of total space. For other
experiments with many different domains in the dataset, this is still much smaller. Therefore,
we can safely suppose that the number of partitions to be checked is a constant compared
with the large dataset.

Since other operations are executed in memory, the major cost in this algorithm is the
computation of support and confidence when checking the SCP. In our recursive constructing
mechanism, this can be performed within at most one join and two selection operations.
Then it is easy to see that the overall cost of this algorithm is O(NlogaN), where N is the
maximum size of the relations.

4 Process of built-in predicates

Built-in predicates have no (or have infinite) relations. Hence they need particular process
in the algorithm.
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We divide the variables in a built-in predicate into two kinds: operand variables and result
variables. All the variables in logic predicates such as >, > are operand variables. But one
of the variables in the arithmetic predicate is a result variable, whose meaning is self-evident.
For example, the predicate add(V;, Vo, V3) means Vi + V5 = V3, hence Vj is the result variable
and V;, V5 are operand variables.

We say an operand variable is available if it is unified to a variable not in a built-in
predicate or an available operand variable or a calculated result variable. The scopes of
available variables are bounded. A built-in predicate is calculated only when all of the
operand variables become available.

5 Constants in rule

5.1 Concept hierarchies

We may also instantiate some of the variables to generate some more rules. In [5] and [6]
concept hierarchies is presented, which represent the relationships among the concepts of
domains at different levels. For example, for the domains of the attribute gpa and major,
we can construct concept hierarchies as figure 1 shows. Concept hierarchies can be pro-
vided by knowledge engineers or domain experts, or be discovered (semi-)automatically using
knowledge discovery tools.

figure 1: Concept Hierarchies for gpa and major
any(major)

any(gpa) /\

Science Humanities

excellent good  fair poor  fail %\

C.S. Math - Physics Law History ------ Philosophy

Given some concept hierarchies, some of the variables can be instantiated to abstract
constants. For example, the second variable of major(Vi, science) in (18) is intantiated to
science , which means Vi is a science student, but no more information is given whether
V1 is a student majoring in C.S. or Math. Rules at multiple concept levels may lead to
the discovery of more accurate and interesting knowledge [5]. CRD also adopts concept
hierarchies to discover rules at multiple concept levels.

fellowship_candidate(V1) A major(Vi, science) A Vs = cs_course
— grade(Vy, Vs, excellent) (83%) (18)

5.2 Fair partition

A partition is called a fair partition if it satisfies the following three conditions:

e has sufficient support but scarce confidence
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e fails to generate any partition that remains in the next SCP after it is pruned and
checked

e fails to generate any partition that leads to a result rule.

For example, the primitive rule for (19) is (20). The partition (21) has sufficient support
but scarece confidence, and no merge operation can be exerted to it. Hence (21) is a fair
partition.

fellowship_candidate A major — grade(P, Q, excellent) (19)
fellowship_candidate(Vi) A major(Va, V3) — grade(Va, Vs, Vi) (20)
{{VMV?’V‘l}a{V?)}’{%}{%}} (21)

Fair partitions can be collected during the process of constructing and checking SCP.
Though fair partitions have sufficient supports, their corresponding confidences can not be
improved to exceed the threshold by merge operation any more. Then CRD tries to specialize
some of the variables in them properly to increase their confidences. A bottom-up approach as
in [4] or [6] can be modified to perform this work. However, CRD uses a top-down approach.
It takes advantage of the definition of support, and prunes uninteresting branches quickly.
Due to the length of the paper, we only brief through the idea.

5.3 Specialization Scheme

Some variables in fair partition are chosen to be specialized. In the example of (21), we can
choose V3 and V5. As Vi have been specified to be excellent in the meta-rule, we do not
choose V.

A specialization is to specialize one variable to a constant at a certain level. Since two or
more variables can be specialized simultaneously, We define a specialization schemes as a set
of specializations. We also use scheme as a shorthand of specialization scheme afterwards.

As an example, scheme samples of (21) are {V3 = science,Vs = cs_course} and {V3 =
science}. Notice that in this example, though V5 is a head variable, it is specialized for the
body. That is, auxiliary predicate(s) will be added to the body when generating rules. e.g.,
{V5 = science,Vs = cs_course} leads to rule (18). We call the condition that no variable is
specialized for the head as head fixed condition.(However, we can still specify a variable in
the head to be a constant in the meta-rule.) In the following discussion, we suppose the head
fixed condition holds. Some small modifications will release this condition.

Theorem 5.1 Suppose the head fized condition holds, and there are two schemes S1 C So.
We get Ry (or Ry) when Si(or S2) and the corresponding fair partition are applied to the
primitive rule. The support of Ry (or Ry) is support, and supports, then we have supports <
supporty. (Proof omitted)

Let SSJi,j] denotes the set of all the interesting schemes that specialize j attributes at
the i-th level. We will construct SS[i, j] recursively in the next section.

5.4 Constructing SS[i, j|

It is trivial to see that SS[1,1] contains all the specialization schemes that specialize one
attribute at the first level(The root of a concept hierarchy is at the Oth level).
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For ¢ > 1, we construct SS[i,1] from SS[i — 1,1]. For each scheme in SS[i — 1, 1], we
descend one level lower and generate schemes for SS|i, 1.

For j > 1, we construct SS[i, j] from SS[i, j—1]. Suppose for each scheme S in SS[i, j—1],
the j — 1 specializations in S are sorted alphabetically according to the variable name. We
call two scheme Si, Sy a couple if :

e They are identical after dropping the first specialization in S; and the last one in S.
e The first specialization of S7 and the last one of S5 are on different variables.

We construct SS[i, j] by merging each couple in SS[i,j — 1].
In order to improve the efficiency and drop some uninteresting schemes, we can prune
each SS[i, j] immediately after constructing it.

5.5 Pruning and checking 5SS

Firstly, according to theorem 5.1, we have a corollary that if a scheme S in SS[i, j] has enough
support and is interesting, then all of its (j-1)-element subsets must be in SSi, j — 1]. Hence
we prune all those schemes in SS[i, j] that contain a (j-1)-element subset not in SS[z,j — 1].

Then we apply each scheme and its fair partition to the primitive rule, and check the
support and confidence of the result rule as follows:

1. If both confidence and support are no less than the corresponding threshold, the rule
is output, and the scheme is removed to prevent generating more specific rules.

2. If the support is no less than the threshold, but the confidence is less than its threshold,
the scheme remains in the SS for further construction.

3. If support is less than the thresholds, we simply remove the scheme.

5.6 Algorithm of specialization phase
We conclude this phase by giving the algorithm as follows:

For each fair partition do
For i:=1 to as many as possible do
For j:=1 to as many as possible do
Construct SS[i, jl, prune and check it;

We can generate an intermediate relation according to the fair partition. Thus the check-
ing process can be implemented by scanning the intermediate relation once. Since the number
of fair partitions, the maximum levels of concept hierarchies, and the number of variables
chosen to be checked are all small compared with the large dataset, we can analyze the cost
of this phase as O(N), where N is the size of the intermediate relation. As the intermediate
relation is usually much smaller than the original ones, the cost of this phase is very low.

6 Features of CRD

CRD method has been implemented in our CRDS with satisfactory results. In some exper-
iments, we find it has some welcome features. Here we relate some of these properties with
necessary experimental results.
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6.1 Wide spectrum

CRD aims to discover general Horn Clause, with introduction of probability manipulation
and abstract constants. The rules that can be discovered by CRD cover a wide spectrum,
including recursive rules. Here we give an example to shows that CRD can extract recursive
rules successfully. We use two relations: the arc(Nodel, Node2) denoting all the arcs in a
directed graph and the path(Nodel, Node2) denoting all the paths. CRDS generates the
following five rules for meta-rule (5) when confidence = 0.9 and support = 0.3. Three of
them are recursive:

arc(V1,Va) — path(Vy, V) (100%, 62%)

path(Vs, Vy) A path(Vy, Vi) — path(Vs, Vg) (100%, 38%)

path(Vs, Vi) A arc(Va, Vs) — path(Vs, Vs) (100%, 38%)

arc(Vi, Vo) A path(Va, Vg) — path(Vi,Vg) (100%, 38%)

arc(Vi,Va) A are(Va, Vs) — path(V1, Vs) (100%, 31%)

6.2 Strong expressive power

In some previous systems, generated rules are expressed in the form:
speciality = ‘Software’ A course_name = ‘DataStructure’

— per formance = ‘excellent’ (40%)

which means that a ‘Software’ student scores ‘Data Structure’ excellently with possibility
40%. The predicates in the rule are all of the form fieldname = ‘Somevalue’, whose se-
mantics is very vague, especially when the data is selected from several different tables. For
example, if users specify the dataset for fellowship candidates during data selection, the result
rule may be:

speciality = ‘Software’ A course_name = ‘DataStructure’

— per formance = ‘excellent’ (80%)

which means that a ‘Software’ fellowship candidate get ‘excellent’ in ‘Data Structure’ with
possibility 80%. However, we can not distinguish them from the rules themselves. This
results from the lack of expressive power of the rule.

If these rules are generated by CRDS, however, they will be expressed as follows.

speciality(V, software) A course(Vs, data_structure, Vs, Vg, V7)

— grade(Vy, Va3, excellent) (40%,1.2%)
fellowship_candidate(V1) A speciality(V1, software)
Ncourse(Vy, data_structure, Vs, V7, V3) — grade(Vy, Vy, excellent) (80%,0.7%)

We can now easily tell their accurate semantics from the rules themselves.

What’s more, the support defined in CRDS serves more than a filter of uninteresting
rules. It has its own semantics. This makes each rule have ‘dual semantics’. In section 2.3,
we have discussed this point.
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Table 1: Extracted rules according to different predicates and meta-rule

Predicates | Meta-rule Results rules
parent, parentA\? parent(Vy, Va) A male(Va) — son(Va, V1) (100%, 100%)
son, male — son parent(Vy, Vo) A son(Va, Vi) — son(Va, V1) (100%, 100%)
parent, A? parent(V1,V2) A gender(Va, male) — son(Va, V1) (100%, 100%)
son,gender | — son parent(Vy, Va) A son(Va, Vi) — son(Va, Vi) (100%, 100%)
parent, 7?7 son(V3, Vi) — parent(Vy, V3) (100%, 62%)
son, male parent
parent, ? — male son(V3,Vy) — male(V3) (100%, 75%)
son, male
parent, 7?7 son(Vs, Vi) — parent(Vy, Vs) (100%, 62%)
son, male son(Vs, Vy) = male(V3) (100%, 75%)
parent, AT =7 son(V3, Vi) — parent(Vy, V3) (100%, 62%)
son, male son(V3, Vy) — male(V3) (100%, 75%)
male(Vs) A parent(Vg, Vs) — son(Vs, Vs) (100%, 100%)
son(Vs, Vi) A parent(Vg, Va) — son(Vs, V) (100%, 100%)

6.3 Flexibility

One important criterion for evaluation of a Data Mining system is how accurately it answers
the needed knowledge required by users. A favorable system should provide needed knowledge
as much as possible and irrelevant information as less as possible. CRDS let users define
predicates, concept hierarchies, and let users provide a meta-rule to guide the discovery.
Hence users of various interests can usually get just what they want. Tablel gives some
simple examples to show what users get according to what they want(which is implied in the
meta-rule and predicates).

Meaningful rules that do not easily call to our mind are usually interesting to users. CRD
never miss them. For example, the rule

parent(Vy, Va) A son(Va, Vg) — son(Ve, V1) (100%, 100%)

in the table means that if V; is a parent of V5 and V5 is a son of someone(Vy, which actually
means that V5 is a male), then V3 is a son of V;.

6.4 Wide Applicability

As stated above, CRD method can extract a wide spectrum of knowledge, and has good
flexibility, it works well with relational and deductive databases in almost any area, such as
supermarket, enterprise, stock, etc..

In this paper, we do not try to give examples in those areas. Instead, we will briefly
give an example for finding function expressions. Suppose two function Y = fi(X) and
Y = fo(X), their corresponding table is T'able2. In our discovery, we denote Y = f;(X)
with predicate f;(X,Y). Given meta-rule P( -, - )AQ( -, - )AR(_-, -, ) — f1 and
P(_, )ANQ(-, -)AR(-, -, ) = fa, we get (22), (23) and (24), which indicate that
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Table 2: Function f; and fo

flX]1 |2 [3]4 [5 |6
Y |1 |2 [6]24]120] 720
| X|—2[-1]0]2 [4 |5
Y |11 |7 |57 |17 |25

fi(X) = fi(X — 1)« X or fi(X) = LEH and fo(X) = X2 — X +5.
pre(Vi, Vo) A f1(Va, Ve) A maultiply(Vs, Vi, Vi) — f1(Vi, Vi1) (100%, 83%) (22)
pre(Vi, V2) A f1(Va, V) A multiply(Ve, V1, Vs) — f1(Va, Vs) (100%, 83%) (23)

Sqr(‘/l; ‘/2) A add5(‘/§a VlO) A S’U/b(%, Vla Vé) - f2(V17 VlO) (100%7 100%) (24)

6.5 Guideline(proof omitted)

CRD takes it as a guideline to discover more general knowledge, ignoring specific rules that
are ‘contained’ in the others. For example, if (25) is generated, then (26) and (27) will not
be generated in our method.

p(X,Y)ANq(Y,Z,U) = r(X, Z) (25)
p(X,Y)Nq(Y,Z,Z) - r(X, Z) (26)
p(X,Y) A q(Y, Z, special _value) — (X, Z) (27)

6.6 completeness(proof omitted)

All the rules that comply with the meta-rule, and whose confidences and supports are no less
than their corresponding thresholds, and none of whose variables is instantiated to constants,
can be discovered by CRD, or implied by another rule having been discovered by CRD(refer
to guideline).

7 Conclusions

In this paper, we provide a new data mining method in deductive databases. In this method,
users can define predicates and concept hierarchies according to their application environ-
ments. Also, users can submit a meta-rule to specify their required knowledge. Thus, CRD is
flexible and is able to answer queries accurately. CRD aims to extract general Horn Clauses
from data. As the results manifest, it discovers a wide spectrum of knowledge, even some
that previous systems fail to discover. What’s more, the rules extracted by CRD method
have strong expressive power. All these are accomplished within a single algorithm, which
saves the large expenditure of system integration. Both complexity analysis and experimental
results reveal that CRD has satisfactory efficiency and consequently, a promising future.
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