
A N N U A L  R E P O R T
T W O   T H O U S A N D 
A N D  T H I R T E E N

I N T E R N A T I O N A L
C O M P U T E R   S C I E N C E
I N S T I T U T E



LETTER FROM DIRECTOR NELSON MORGAN

ICSI is always changing, but what remains constant is the 
spirit of open inquiry. Across all of our research areas, ICSI 
researchers continue to explore the topics that both inspire and 
irritate them – why isn’t X solved yet? 

When I first came to ICSI 26 years ago, then-director Jerry 
Feldman told me that there was no point to our entering any 
area of study if we were not going to do work of the highest 
quality for that area. In order to fulfill this goal, we needed 
to recruit the best people and let them study what interested 
them. At the time, we had extremely free and open funding, 
while since then we have increasingly relied on funds from 
government programs with more specific goals. And yet, even in 
this more difficult sponsorship environment, by being at the top 
of their game, ICSI researchers continue to focus on satisfying 
their intellectual curiosity. How do they accomplish this? By 
being very good at what they do.

This report provides an overview of the major achievements at 
ICSI in 2013. Many ICSI efforts are described (albeit briefly) 
within, but I’ll mention (even more briefly) a few here: exposing 
ways that seemingly innocuous public information can be used 
to attack the privacy of Internet users; identifying fraudulent 
Twitter accounts that are sold in the underground economy; 
analyzing data from cortical surface arrays to develop models 
for speech source separation; developing new representation 
learning models for visual detection; and a continuing program 
exploring the relationship between metaphor, computation, 
culture, and cognition. 

While ICSI’s focus 
remains research, we have 
occasionally spun out 
a startup. In 2013, ICSI 
staff created Broala, a 
service company for Bro, 
our open-source network 
monitoring platform.  Bro 
itself will continue to be 
open source, and the new 
company should signifi-
cantly help in the growth of 
the Bro community.

Anyone wishing to gain a deeper understanding of what we do 
here will naturally want to follow up with a search of our web 
site and to read some of the cited publications.  But even the 
overview provided in this report should show the reader the 
level of quality that we are so proud of.

Finally, I want to take this last opportunity to thank everyone 
(administrative and research staff) for all their wonderful effort 
over the years that I have been privileged to serve as ICSI’s 
director. 

PLUS ÇA CHANGE, PLUS C’EST LA MEME CHOSE
by Nelson Morgan
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The International Computer Science Institute (ICSI) is a leading 
center for research in computer science. As one of the few 
independent, nonprofit research institutes in the United States, 
the Institute provides a venue in which academic, industrial, 
and government interests inspire world-class research and 
ground-breaking developments.

The Institute defined five major areas of research in 2013: 
artificial intelligence, networking and security, speech, audio 
and multimedia, and vision. A sixth category, “research initia-
tives,” covers a range of topics of potential future interest. 
Overall, though, research directions are largely determined 
by the interests of the principal investigators, who span 
the spectrum of academic disciplines from linguistics to 
mathematics. Researchers bring the latest developments in 
psychology to bear on computer interfaces, use algorithms to 
map our biological processes, and work toward multi-modal 
computer understanding in an environment that encourages 
close collaboration between divergent academic areas. The 
common threads are originality, depth of experience, and 
excellence.

The international program has been an integral part of ICSI since 
its inception. ICSI was founded in 1986 and officially inaugu-
rated in 1988 as a joint project of the Electrical Engineering 
and Computer Science Department (and particularly of the 
Computer Science Division) of UC Berkeley and the GMD, the 
Research Center for Information Technology GmbH in Germany. 
Today, visitors travel to ICSI, both through its active sponsored 
visitor agreements with Finland and Germany and in order to 
work on specific projects.

There are approximately eighty scientists in residence at ICSI 
including principal investigators, postdoctoral Fellows, visiting 
researchers, and students.

AffiliAtion with UC Berkeley

Since its founding, the Institute has maintained an affiliation 
with the University of California at Berkeley. Several of its 
scientists hold joint faculty appointments at UC Berkeley, 
teaching graduate and undergraduate courses and supervising 

students who pursue their doctoral thesis research at the 
Institute. Its offices are located in downtown Berkeley, adjacent 
to the UC Berkeley campus and in close proximity to San 
Francisco and the Silicon Valley.

iCSi fUnding

ICSI is sponsored by a range of US federal, international, 
industrial sources, and two family foundations. The figure below 
gives the relative distribution of funding among these different 
sponsoring mechanisms.

US federal funding in 2013 came from a range of grants to 
support research institute-wide. Most of this funding came from 
the National Science Foundation, IARPA, and DARPA, with other 
funding coming from a number of other government agencies 
such as AFRL, ARL, ONR, DOE, and California Connects.

International support of our visitor program came from the 
Ministry of Education and Research (via the DAAD) in Germany, 
TEKES (via the Aalto University in Finland), and Nanyang 
Technical University (NTU) in Singapore. Industrial support 
was provided by Cisco, Google, Honda, Intel, Microsoft, and 
Toyota. Foundation support was provided by the S. D. Bechtel, 
Jr. Foundation and the John Templeton Foundation.

Total ICSI revenue was $14.3M in 2013.

ABOUT ICSI
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001 - BRO
A powerful, high-performance platform for analyzing network 
activity in rich semantic depth. Bro provides the user with a 
domain-specific scripting language used to define real-time 
analysis of network traffic in terms of events reflecting 
different elements of the traffic’s activity.

010 - NETALYZR
A network troubleshooting service that allows 
anyone with a Java-enabled web browser 
to evaluate their Internet connectivity’s 
current status. To date, it has been run 
more than a million times by more than 
half a million Internet systems.

100 - FUTURE INTERNET
ARCHITECTURE

Work on the broad issue of fostering architectural innovation 
to the Internet, with the goal of allowing the Internet to 
evolve over time and adapt to future requirements. The key 

design challenge is to identify the absolutely minimal 
portion of the design that needs to be universally 

agreed upon (and therefore fixed for long 
periods of time) and use this core as a founda-
tional framework that allows the rest of the 

architecture to evolve more freely.

101 - CESR
An interdisciplinary effort that takes the 
view that, while security is mediated by 

the technical workings of computers and 
networks, it is ultimately a conflict driven by 

economic and social issues that also merit scrutiny. 
Begun in 2012 and supported in part by a five-year grant 

from the National Science Foundation, CESR has a primary 
goal of tackling key social and economic elements of security: 
how the motivations and interactions of attackers, defenders, 
and users shape the threats we face, how they evolve over 

time, and how they can best be addressed.

The Networking and Security Group focuses on understanding the behavior and use of today's Internet, and exploring new 
technology and designs for tomorrow's Internet. Researchers' interests range from fundamental architectural questions, new 
forwarding mechanisms and novel management approaches to network defenses, cybercrime, troubleshooting, and measurement 
and characterization. The group has strong ties to UC Berkeley, with two of its members holding joint appointments, and also 
maintains close collaborative ties with UC San Diego and Stanford University. The group also has numerous ties with start-ups 
and other businesses, allowing it to address topics of commercial and academic interest, and has been active in the Internet 
Engineering Task Force efforts to standardize Internet protocols, the Internet Research Task Force, and professional organizations 
and events such as ACM SIGCOMM and HotNets, USENIX Security, and IEEE Security and Privacy. 

011 - SDN
A new approach to network control planes 
that was invented at ICSI jointly with 
Stanford and later Nicira. While a relatively 
recent development, with the first full-blown 
realization in 2008 (comprising the NOX network 
operating system and the OpenFlow forwarding model), SDN 
has already gathered wide support from industry: the standards 
body for SDN—in the form of the Open Networking Foundation 
(ONF)—now has more than 120 member companies, including 
most of the major players in networking.
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VERN PAXSON IS NEW DIRECTOR OF NETWORKING AND SECURITY

As of January 1, 2013, Professor Vern Paxson 
is the director of Networking and Security 
research. Paxson was previously a senior 
researcher in Networking. He takes the 
role of director over from Professor Scott 
Shenker, who directs the Research Initiatives 
area, established in 2013, and serves as chief 
scientist. Networking and Security research 
scientists will conduct research on Internet 
security issues, including investigating the 
underground economy.

Paxson earned his bachelor’s degree from 
Stanford University and his master’s and 
doctorate from UC Berkeley, the latter in 
1997. He has had a long affiliation with 
the Lawrence Berkeley National Laboratory, 
where he continues to hold a position as 

a staff scientist. He joined ICSI in 1999 
and in 2007 was appointed a professor of 
UC Berkeley's Electrical Engineering and 
Computer Science Department. He has 
served as an area director of the Internet 
Engineering Task Force, the chair of the 
Internet Research Task Force, and the vice 
chair of ACM SIGCOMM. He co-founded 
the Internet Measurement Workshop 
(now Conference), the Workshop on Rapid 
Malcode, and the Workshop on Large-
Scale Exploits and Emergent Threats. He 
has received the ACM SIGCOMM Award, 
the ACM Grace Murray Hopper Award, 
the ACM SIGCOMM Test of Time Award, 
several best paper awards, and the 
Sakrison Memorial Prize for outstanding 
dissertation research.

On June 26, ICSI announced that it was spinning out a 
services company for Bro. The new company, Broala, provides 
commercial-grade services including strategic consulting on 
network security and large-scale Bro implementations, as 
well as custom Bro programming. These enhanced services 
will better support mission-critical deployments by corpora-
tions and government entities. The Bro software will remain 
open source and will continue to be maintained by ICSI and 
the National Center for Supercomputing Applications at the 
University of Illinois at Urbana-Champaign.

Broala, the first ICSI-invested spinoff company, was founded 
by Seth Hall, Vern Paxson, Liam Randall, and Robin Sommer, 
all key members of the Bro project. Hall and Randall serve as 
Broala’s co-managers.

“Bro will provide a next generation deep packet inspection 
platform as the centerpiece of our solution set necessary 
for improved visibility to better understand and manage 
the multi-threat environmental challenges of maintaining 

a complex network of 13,000 retail and corporate network 
endpoints across North America,” said John C. Knuckles, Jr., 
chief information security officer at Luxottica North America, 
which has used Bro to monitor its network.

 “It’s an exciting time for Bro,” said Paxson. “The inception 
of Broala will allow us to much better support the larger 
organizations using our system, where we’re finding amazing 
levels of demand for Bro-oriented services. At the same time, 
Bro will continue as a non-commercial, open-source offering 
for the community, and our goal is to sustain its development 
in part by revenue from Broala.”

NEW COMPANY BROALA PROVIDES SERVICES FOR BRO
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The NSF has awarded a three-year, $3.4 million grant to fund 
the Bro Center of Expertise, a group of researchers at ICSI and 
the National Center for Supercomputing Applications (NCSA) 
at the University of Illinois at Urbana-Champaign that provides 
training and technology for deploying Bro at NSF-funded sites 
of all sizes. The project also helps members of the research 
community use Bro as a deployment platform for their 
networking research.

Bro is an open-source network monitoring platform maintained 
by ICSI and NCSA, with support from the National Science 
Foundation. Originally developed by UC Berkeley Professor Vern 
Paxson, who now directs networking and security research 
at ICSI, Bro is used to monitor and secure the network infra-
structure at major universities, research labs, supercomputing 
centers, and Fortune 50 companies. Larger deployments include 
Indiana University, NCSA’s Blue Waters sustained-petaflop 
supercomputer, and Lawrence Berkeley National Laboratory, 
where Paxson began development of Bro in 1995 as a staff 
scientist and PhD graduate student.

“For many NSF-supported sites, Bro has become key to 
protecting their cyberinfrastructure,” said Robin Sommer of 
ICSI’s networking and security group, who, with NCSA’s Adam 
Slagell, leads the project. “The Center gives these organizations 
a central point of contact for guidance and best practices, and 
it enables us to tailor Bro further to the unique needs of the 
open-science community.”

The new center offers support to NSF-funded sites, from small 
colleges to large research facilities. A team with backgrounds 
in research, operations, and engineering helps such institutions 
install and operate Bro. The team also develops guidelines that 
aid the NSF community in creating custom Bro installations.

At the same time, the team will continue to maintain Bro’s 
open-source code base, and it will extend the system with novel 
capabilities that cater to the specific needs of open-science 
networks. Universities and research institutes tend to have 
more liberal networking policies than commercial organizations, 

putting them at greater risk and making it more difficult to find 
malicious behavior as users perform a wider variety of tasks 
on the network. Scientific networks also often face challenges 
when supporting high-performance applications. The team at 
ICSI and NCSA will work to improve the effectiveness of Bro in 
such environments.

The team also supports researchers using Bro installations in 
their networking research. Bro’s wide deployment provides 
researchers with a platform to test prototype technology with 
little risk of disrupting ongoing operations. 

 “Traditionally, it has been hard for small organizations to get 
started with Bro,” said Slagell. “We will provide the assistance 
to get over that inertia of the first deployment.”

The Bro Center is funded by the NSF through grant number 
ACI-1348077.

NSF-FUNDED BRO CENTER SUPPORTS CYBERSECURITY OPERATIONS IN 
RESEARCH AND EDUCATION



Barath Raghavan 
Barath Raghavan, who 
was at ICSI from 2010 to 
2012, has rejoined ICSI's 
Networking and Security 
team to work with UC 
Berkeley Professor Scott 
Shenker, director of 
Research Initiatives, and 
ICSI's chief scientist. In his 
first tenure here, Raghavan's 
research focused on 
Internet architecture; this 
time he works on problems 
related to software-defined 
networking (SDN).

Raghavan received his bachelor’s degree from UC Berkeley in 
2002. He went on to graduate school at UC San Diego on a 
National Science Foundation Graduate Research Fellowship 
and received his doctorate in 2009. After that, he was a visiting 
assistant professor of computer science at Williams College in 
Massachusetts before joining ICSI in 2010. After his two years 
here, he was at Google, and is now back at ICSI working closely 
with Shenker and his students. He will focus on refining and 
fixing problems with SDN, which was developed from Shenker's 
work with colleagues at Stanford.

In traditional networks, each piece of hardware is independent 
to a degree. This makes it difficult to establish global policies 
and to debug and manage large networks. In SDN, one of the 
major research successes in networking of the last 10 years, 
each piece of hardware has little knowledge or understanding of 
what the network as a whole is doing while a central software-
based controller orchestrates their actions. As a result, networks 
become, at least in theory, easier to manage centrally and also 
more resistant to failure.

SDNs come with their own challenges, however, including a 
single failure point that can take an entire network down and 
problems maintaining consistency throughout the network. At 
ICSI, Raghavan is working on a project to develop a system for 
debugging SDN and distributed systems; in another, researchers 
are planning the next generation of SDN.

While at ICSI the first time, Raghavan also worked on sustain-
ability issues, green networking, and related topics. He co-wrote 
a paper that won the best paper award at a SIGCOMM 2011 
workshop on green networking; another paper estimated how 
much energy the Internet uses. He also worked on a study of 
the material dependencies of the Internet — not just how much 
energy it uses, but also what physical resources are necessary 
to build devices, connect them to the Internet, and so on. This 
study attempted to trace computer communication down to 
its basic material elements. He may continue working on these 
issues at ICSI.

In addition to his position here, he works with a nonprofit 
startup, DeNovo, that develops technology for freer commu-
nication. In one project, Raghavan works to develop better 
techniques to provide Internet access to rural areas; in another, 
he works on censorship-resistant communication for citizens of 
repressive regimes.

Serge Egelman
Serge Egelman, a researcher in the Electrical Engineering and 
Computer Sciences Department at UC Berkeley, is also working 
at ICSI on his new NSF-funded project, "Designing Individualized 
Privacy and Security Systems." The goal is, as the name implies, 
to design security and privacy systems that respond to individual 
users' preferences, taking advantage of cognitive psychology 
data gathered through crowd-sourcing.

Egelman has always been interested in human factors in 
computer security. After receiving his undergraduate degree 

TWO NEW NETWORKING AND SECURITY RESEARCHERS
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from the University of Virginia, he went on to Carnegie 
Mellon University, where his doctoral research focused 
on user-friendly security warnings and privacy policies. 
He found that users see security warnings when visiting 
so many benign web sites that they often ignore them 
when the security warning is pointing out a real danger 
— a phishing web site, for example. He 
helped design warnings that looked 
different for different levels of danger, 
running experiments to see how people 
reacted to different designs. He also built 
a search engine that annotated search 
results with information from each web 
site's privacy policy. In a series of studies, 
he monitored how people behaved 
when using the engine and found that 
the presence of privacy information 
influenced behavior; some participants 
were willing to spend more money out of 
pocket to visit a shopping web site with 
stronger privacy protections.

After receiving his PhD in 2009, he spent 
a year at Brown University working with 
access controls on social networking, particularly Facebook, 
and another year at the National Institute of Standards and 
Technology. Two years ago, he joined Berkeley, where he has 
worked on permission systems for mobile devices and ways 
to ensure users of mobile apps know how they use personal 
information.

His new project at ICSI, his first here, focuses on whether 
certain personality traits correlate with privacy preferences 
or security behaviors or both. He will work with cognitive 
psychologist Eyal Peer of Bar-Ilan University, Israel, 
to conduct experiments on both laboratory and online 
participants. The work builds on and goes beyond previous 

work to personalize and customize computer security and 
privacy. "Over the last ten years, we've improved system 
security by leaps and bounds through the realization that 
many problems come from failures to understand human 
factors," he said. "However, current research has focused 
on designing systems for the average user, and therefore 

results in satisfying because no individual 
perfectly fits this persona.  I believe that 
by individualizing systems, we can move 
closer toward optimal solutions."

Egelman has begun gathering responses 
to surveys posted on Amazon's 
Mechanical Turk crowd-sourcing 
platform. Workers complete a series 
of tests, including a personality test, 
surveys on privacy preferences, and tests 
that measure willingness to disclose 
personal information. To control for 
these last two tests, workers also answer 
a series of questions to reveal their 
social desirability bias, which is the 
tendency for people to answer questions 
in a way that makes them look good to 

others. In this part of the survey, workers must say whether 
they have engaged in behaviors that are either common but 
undesirable or rare but desirable.

These surveys will help the researchers correlate certain 
personality traits, such as introvert and extrovert, with both 
stated privacy preferences and observed privacy behaviors. 
The ultimate goal is a system that infers a user's preferences 
from the way she interacts with machines — for example, 
by how clean her desktop is or how much she posts on 
Facebook. This could help guide both default privacy 
settings and the design of certain security mitigations on 
an individual basis.



IDENTIFYING SPAM ACCOUNTS ON TWITTER

ICSI researchers and their collaborators at UC Berkeley, Twitter, 
and George Mason University have developed a technique to 
identify fraudulent Twitter accounts that are mass-created and 
then sold through an underground marketplace. Such accounts 
are used primarily to send spam but have also been employed 
to silence political protests. 

The approach could seriously undermine spam sent by social 
media; in the researchers’ study, it correctly identified millions 
of fraudulent accounts and helped Twitter disable 95 percent 
of those registered by 27 merchants tracked for the study. 
The researchers estimate these merchants are responsible for 
between 10 and 20 percent of all accounts flagged for spam 
by Twitter. They are now working with Twitter to integrate the 
findings and other recommendations into the account creation 
process and Twitter’s spam detection techniques.

The paper about the work, “Trafficking Fraudulent Accounts: 
The Role of the Underground Market in Twitter Spam and 
Abuse,” was presented August 14, at the USENIX Security 
Symposium.

To build the classifier, the researchers purchased more than 
100,000 fraudulent accounts over the course of 10 months. 
The merchants used a variety of online retail strategies, from 
operating storefronts with automated purchase forms to 
advertising on black hat forums and freelance labor web sites. 
The median price of a fraudulent account purchased by the 
researchers was just 4 cents. Most of these accounts were 
confirmed through unique email addresses and had at least 
minimally completed profiles.

The researchers worked closely with Twitter to analyze the 
process used to register the accounts, determine patterns 
reflected in the account names, and identify behaviors at 
the point of registration. From this analysis, the researchers 
developed a classifier that was able to retroactively identify 
millions of accounts that had been flagged as spam and also 
to flag other accounts that were eventually disabled. Based 
on the number of legitimate requests for account reactivation 
that Twitter subsequently received, the researchers estimate 

that the precision of the classifier — the percentage of flagged 
accounts that are actually fraudulent — is 99.9942 percent.

In addition to the classifier, the researchers’ study of the 
market for social media accounts pointed to other techniques 
that might limit spam. For example, accounts confirmed by 
email cost significantly more than those that are unconfirmed, 
and because merchants often resell the email addresses used 
to confirm Twitter accounts, only 47 percent of the accounts 
the researchers purchased came with the email address and 
password used to confirm them. Email confirmation may 
increase the price of — and therefore limit the demand for — 
spam accounts, and re-confirmation may limit the ability of 
those who purchase accounts to use them.

The researchers also found that merchants registered accounts 
from thousands of unique IP addresses, suggesting they have 
access to large numbers of compromised machines. This makes 
traditional IP blacklisting difficult. However, a fraction of IP 
addresses are used to register thousands of accounts, which 
social media sites could exploit by generating IP blacklists in 
real time.

The work is part of the group’s ongoing study of the online 
underground economy, a vast marketplace that supports a 
complicated network of vendors specializing in a wide range 
of products and services, including custom malware, stolen 
accounts, toolkits, spam mailing lists, freelance hacking, and 
money laundering. In 2012, Networking and Security researchers 
began working on the National Science Foundation project 
“Beyond Technical Security: Developing an Empirical Basis for 
Socio-Economic Perspectives,” a collaboration among ICSI, UC 
San Diego, and George Mason University to broaden the scope 
of the team’s work to include attacks on social media.

In addition to the NSF grant, funding for this work is provided by 
the Office of Naval Research under MURI grant N000140911081 
and by a gift from Microsoft Research.  Any opinions, findings, 
and conclusions or recommendations expressed in this material 
are those of the authors or originators and do not necessarily 
reflect the views of the sponsors.
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NETALYZR RELEASES APP FOR ANDROID SMART PHONES

Netalyzr, ICSI's popular online tool that analyzes how open and 
transparent a user's connection to the Internet is, can now test 
the network connections on Android smartphones through an 
app released October 22, on the Google Play store.

Netalyzr went live in 2009. Since then, people have used it more 
than 1 million times to analyze their computers' connectivity 
from some 600,000 IP addresses. The smartphone app broadens 
its reach to both cellular and WiFi networks that users connect 
to as they travel throughout the day.

Netalyzr is developed and maintained by Networking and 
Security scientists Christian Kreibich, Nicholas Weaver, and 
Professor Vern Paxson, who directs 
networking and security research. 
Narseo Vallina Rodriguez, a postdoc 
in the group, and Matt Zavislak also 
helped develop the app.

Netalyzr tests several indicators of 
an Internet connection's health. For 
example, it checks whether a user's 
IP address is on a spam and malware 
blacklist — which, on a home network, 
may indicate that a machine on the 
network is infected.

Other tests analyze the degree to 
which an Internet service provider, or 
ISP, interferes with a user's connection. 
For example, typing a nonexistent web 
address in the URL bar of a browser 
should bring up a page saying the 
address doesn't exist (or, depending 
on the browser, another page such as 
a web search). Some ISPs, however, 
"wildcard" such errors by sending 
requests to a domain name system 
(DNS) that directs the browser to 
advertisements — and consequently 
turning a profit off the user’s error.

It also tests whether a network blocks certain communication 
protocols, including SSH, used to log into remote machines, 
and FTP, a method of transferring large files.  Netalyzr initiates 
communications that use these ports from the user's machine 
to the Netalyzr server and tracks whether the communica-
tions come through. ISPs block some kinds of communications 
because they are commonly exploited by viruses, which is the 
case for SMB, a protocol used to share files.  Some wireless 
hotspots block remote DNS servers, restricting users to the 
hotspot's DNS service.

Other tests include measurements of network buffer, 
bandwidth, and background health, which affect network 

speed and functioning. Netalyzr 
users can directly share their 
sessions and forward results of 
problem sessions to others for 
assistance.

Data collected from Netalyzr 
sessions has been the basis of 
an increased look at bufferbloat, 
the overuse of buffering inside a 
network that can result in slow 
connections. Researchers also 
used Netalyzr data in tracking 
the behavior of certain ISPs that 
redirected customers' Internet 
searches into affiliate marketing 
programs, for financial gain.

The Internet Society has 
recommended Netalyzr as one 
of four end-user tests that 
determine what problems users 
may encounter with IPv6, the 
new Internet protocol address 
standard. The popular Internet 
game League of Legends also 
recommends it as a debugging 
tool.

NETWORKING AND SECURITY



SPEECH
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SPEECH

SPEECH

001 - OUCH
In OUCH (Outing Unfortunate Characteristics 
of HMMs), we sought to determine 
quantitative measures of the degree  to 
which speech recognition errors were due 
to incorrect model assumptions, as well as 
the sensitivity of signal processing features 
to deviations from training conditions in 
the test.

010 - SWORDFISH
In SWORDFISH (Spoken WOrdsearch with Rapid 

Development using Frugal Invariant Subword 
Hierarchies), we are developing tools for 

the generation of speech recognition and 
keyword search systems given limited 
amounts of transcribed data in the language.

The Speech Group conducts research in the areas of algorithms, architectures, and systems for speech and audio signal processing 
and pattern recognition. In the 1990s, the emphasis of this group’s work gradually became the application of these areas of study 
to problems in spoken language processing, and particularly in robust automatic speech recognition. Current key research areas 
include auditory-inspired signal processing, statistical analysis of system characteristics, neural network-based speech recognition, 
and speech recognition and key-phrase search for languages with limited resources.
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PROJECTS

011 - COSMOS
In COSMOS (COrtical Separation Models for 

Overlapping Speech), we are analyzing data 
from a sensor array on the cortical surface in order 

to develop a computational model for the separation 
of voices in mixed audio.



ICSI is pleased to announce that, as of January 1, 2013, Steven Wegmann is the new leader 
of the ICSI Speech Group. Professor Nelson Morgan, the founder and leader of the group for 
more than 24 years, will focus on research activities, passing on the leadership of the team 
to Wegmann.

“Morgan has led this group for 24 years and it's in great shape,” Wegmann said. “I'm honored 
to take on this role and excited about the research that we as a group are undertaking.”

After earlier collaboration with Morgan and his team, Wegmann formally joined the group in 
2011. For nearly two decades prior to that, he pursued speech research at companies such as 
Dragon, VoiceSignal, and Nuance. He received a PhD in mathematics from the University of 
Warwick, and his early work was in algebraic topology. Wegmann’s recent research interest 
is in the analysis of the failings of statistical models commonly used in speech recognition.

STEVEN WEGMANN
  NEW LEADER OF SPEECH GROUP

SPEECH RESEARCHERS RECEIVE BEST PAPER AWARD AT ASRU
Speech Research Director Steven Wegmann and his colleagues 
received a best paper award at the Automatic Speech Recognition 
and Understanding Workshop (ASRU) in December in Olomouc, 
Czech Republic. Their paper, “The Tao of ATWV: Probing the 
Mysteries of Keyword Search Performance,” describes the 
keyword search system they’ve developed for conversational 
telephone speech. The work was done for their project under 
the IARPA Babel program, which funds teams to build keyword 
search systems under time constraints and using small amounts 
of transcribed audio as training data.

Also at ASRU, Director Nelson Morgan and Speech alum Brian 
Kingsbury, now at the IBM Thomas J. Watson Research Center, 
organized the opening day, which focused on neural networks 
in automatic speech recognition. Morgan gave an invited talk, 
“Multilayer Perceptrons for Speech Recognition: There and Back 
Again.” Wegmann and Jordan Cohen, a long-time collaborator, 
gave the keynote talk on the final day of the workshop on 
Project OUCH - Outing Unfortunate Characteristics of HMMs 
(Used for Speech Recognition).

Speech researchers at ICSI are hard at work on the Swordfish 
project, an ambitious effort to rapidly generate keyword search 
systems in a new language with modest resources. The ultimate 
goal is to develop a system for a new language in a week using 
only a small amount of labeled training data (as little as 10 hours 
— most ASR systems are trained on hundreds or thousands of 
hours of labeled data).

In the first year of the project, ICSI's team, which includes collab-
orators from Columbia, Northwestern, Ohio State, and University 
of Washington, completed two systems, an HTK-based system as 
well as a Kaldi-based system, for five different languages.

The Swordfish team focused on analysis methods that showed 
what was being improved when systems were combined, and 
also on upper bounds for improvements of the estimation of how 

probable each keyword was. Analysis methods like these can 
inform future research.

The team has been working on enhancements for all parts of the 
process, including a novel approach to pitch tracking. This has 
turned out to be useful for the ICSI systems, even for non-tonal 
languages. Other areas of study include morphological analysis 
and novel language modeling approaches. A key contribution of 
the effort is the System for Running Systems (SRS), a set of scripts 
and libraries that greatly ease the running of complex software 
systems like the ones developed in this project.

Swordfish is funded through the Babel Program of the Intelligence 
Advanced Research Projects Activtity (IARPA), a research arm of 
the Office of the Director of National Intelligence, which invests 
in high-risk/high-payoff research programs.

RAPID CREATION OF KEYWORD SEARCH SYSTEMS
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Oriol Vinyals
Oriol Viinyals joins Google as a 
research scientist in the Google 
Brain group. He visited under the 
AMIDA program in 2007 and, after 
receiving his master's degree from 
UC San Diego in 2009, returned 
as a full-time PhD student 
under Professor Nelson Morgan's 
supervision, working on acoustic 
modeling with recurrent models 
and optimization techniques to 
improve deep learning.

Howard Lei
Howard Lei joins California State 
University - East Bay Computer 
Engineering Department as an 
assistant professor.  In addition to 
research, he teaches and advises 
students. Dr. Lei was a graduate 
student researcher until he 
completed his PhD in 2010 at UC 
Berkeley and was a postdoctoral 
researcher after that, working on 
speech, audio, and multimedia.

Hari Parthasarathi
Hari Parthasarathi joins Amazon 
as a research scientist working 
on speech recognition. He was 
a postdoctoral fellow at ICSI 
working on Project OUCH, which 
analyzed the statistical models 
used in speech recognition 
systems to better understand how 
they work and how they could be 
improved.

Mary Knox
Mary Knox has accepted position 
as a research scientist at Duke 
University, working with Professor 
Leslie Collins. Dr. Knox teaches 
in addition to her research under 
Professor Collins, whose work 
focuses on cochlear implants, 
brain machine interfacing, and 
landmines. Dr. Knox worked at 
ICSI for several years while a PhD 
student at UC Berkeley. 

SPEECH

TOWARD MODELING SOURCE SEPARATION FROM 
MEASURED CORTICAL RESPONSES

In a new NSF-funded project, ICSI, in collaboration with UC 
San Francisco, is working to incorporate information from 
the cortex of human subjects to derive techniques that could 
be used to separate voices speaking simultaneously. Humans 
are very successful at this, even when spatial information 
is limited or missing (for instance, over the telephone). The 
goal of the new effort is to study and model the cortical 
mechanisms involved in auditory source separation for mixed 
single-channel speech signals, using neuroelectric responses 
directly measured from the surface of the human cortex 
using a 256-electrode array, giving a view of cortical sound 
processing of entirely unprecedented detail and flexibility.  In 
previous work, UCSF has shown that measured neural responses 

change drastically when the listener focuses attention on one 
signal or the other, as if the subject were listening to that 
speaker alone. 

Our hope for this model is to make progress in two domains of 
inquiry: an improved model of the processing performed in the 
human auditory periphery and auditory cortex, and improved 
techniques for achieving human-level robustness in automatic 
speech separation and recognition.  Our implementation will 
produce both separated or enhanced speech – assessed by 
objective and subjective measures of separation and intel-
ligibility – and speech recognition transcripts to be judged by 
traditional criteria like word error rates.

CONGRATULATIONS TO SPEECH GRADUATES



AI
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AI

AI

001 - METANET
A major multi-institution effort sponsored by IARPA 

to investigate the relationship between metaphor, 
computation, culture, and cognition.

011 - FRAMENET
A lexical database of English that is both 
human- and machine-readable. FrameNet is 
gaining prominence in the field of computational 
linguistics as semantics and meaning are becoming 
increasingly relevant to NLP applications.

Artificial intelligence research at ICSI is carried out by a highly interdisciplinary group of computer and cognitive scientists, 
linguists, psychologists, and neuroscientists investigating the cognitive and neural underpinnings of language and thought. The 
group is also active in applying the insights gained from this basic research thrust to a variety of areas, including natural language 
understanding, machine learning and inference, semantic resource development, and education and development in underserved 
communities. 

010 - HELPING UNDERSERVED 
POPULATIONS

BFOIT, a long-standing effort, helps K-12 students from 
under-represented groups gain access to science and 

computation.  The BFOIT project  has been funded by the 
Bechtel Foundation. A broader project, California 

Connects,  uses theories from cognitive science 
on framing and metaphor and combines it with 

social science findings and techniques to 
evaluate methods to improve the adoption 
and use of information technologies 
by underserved populations. This was 
funded by the Department of Education’s 
Broadband Technology Adoption Program. 
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100 - MEANINGFUL NATURAL 
LANGUAGE-BASED 
HUMAN-COMPUTER INTERACTION
Building meaningful natural language-based interaction 
systems by applying theories and computational models 
of cognition developed at ICSI.  In addition, the 
group is exploring the unification of cognitive 
science centered on the concept of action-
ability. This work was sponsored by a basic 
research grant from ONR and a Templeton 
Foundation grant.

reSeArCherS StUdentS And internS



FRAMENET

The FrameNet Project has been in operation at ICSI since 1997 
and is one of the institute’s longest running projects. The 
work is based on the theory of frame semantics developed by 
Professor Charles J. Fillmore and his colleagues. FrameNet is 
building a lexicon, readable by both machines and humans, 
by grouping words according to the semantic frames  — 
schematic representations of situation types, such as eating 
and removing — that they evoke. For more information, visit  
https://framenet.icsi.berkeley.edu/`

FrameNet Brazil Works on Trilingual Tourism 
and Soccer Dictionary for 2014 World Cup 

Researchers working on FrameNet Brazil, a lexicon in Portu-
guese based on the original English FrameNet, are helping build 
a trilingual dictionary – in English, Spanish, and Portuguese – in 
preparation for the 2014 FIFA World Cup soccer championships 
in Brazil. The dictionary will have an emphasis on words and 
phrases related to tourism and soccer. FrameNet Brazil, or FN-
Br, was established in 2007 and now comprises seven research-
ers and more than two dozen students, from undergraduates to 
postdoctoral fellows.

FrameNet Holds 5-Day Workshop, Sponsored 
by NSF and Google

ICSI hosted a five-day workshop on FrameNet September 
9-13. The workshop, which was endorsed by the Association 
for Computational Linguistics and sponsored by the National 
Science Foundation and Google, attracted developers of 
natural language processing applications, researchers in 
linguistic semantics, and lexicographers from both industry and 
academia.

Researchers Gather to Discuss  
Non-English Framenets

More than 30 people from around the world traveled to 
Berkeley on April 19 to take part in the International FrameNet 
Workshop, sponsored by Swedish FrameNet++. Attendees from 
Brazil, Germany, Japan, and Sweden discussed their experi-
ences developing non-English framenets. Representatives from 
Carnegie Mellon University, Columbia University, and Google 
also attended. 

Year in Review

Actionability Conference, April 2013. For more information, see page 65.
Credit: Blanca Gordo. 
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AI

DIGITAL DESTITUTION

A 63-year-old woman interviewed by artificial intelligence 
researcher Blanca Gordo described her confusion about and 
frustration with the technology at a new job as digital disso-
nance: “Things are changing so much in the digital world, using 
the computer and the Internet… it’s assumed that you know 
about this, that you know about all of these new applications 
that are out there, and you don’t know…. I did my best to keep 
up but I couldn’t.”

Gordo calls that digital destitution – a state of disconnection 
from economic, social, and institutional processes that depend 
on the Internet. She led an evaluation of California Connects, 
a federally funded project that attempted to spread broadband 
adoption among California residents, especially those who are 
under-served and disconnected.

In the 1990s, which saw the dotcom boom and the increasing 
use of computers in everyday life, the Clinton administration 
initiated projects to study digital destitution and to expand 
connection. In addition to commissioning studies and surveys 
of technology adoption, the administration established the 
Technology Opportunities Program as part of the National 
Telecommunications and Information Administration, or NTIA, 
of the U.S. Department of Commerce. The program, which 
operated from 1994 to 2004, provided funds to governments, 
businesses, and medical centers to improve their technological 
capability. One grant, for example, funded broadband video 
conferencing between tribal hospitals and clinics to provide 
better services in remote areas.

In the new millennium, the Bush administration focused less 
on both studying digital connection and solving the problem of 
disconnectedness. “There’s only a problem if you have data to 
prove it,” says Gordo.

With the Obama administration, the federal government began 
again to address inequality in access to technology. Several 
national studies showed that those unconnected to the Internet 
tend to be poor, non-citizens, and in their old age – in other 
words, “the demarcations follow the same trajectory as other 
inequalities,” Gordo says.

In addition, digital destitution has what Gordo calls a “multiplier 
effect”: if you don’t have the money to be connected, you miss 
out on all the ways the Internet saves money and helps you 
make money. “You take longer to do things with less quality,” 
she said. Getting a job, communicating with a child’s teacher, 
finding medical services – all are more difficult the more you 
are disconnected. “We can’t look at technology as a separate 
institution. It’s embedded.”

In 2009, Congress passed, and President Obama signed, the 
American Recovery and Reinvestment Act, which, among 
other things, allocated funds to the NTIA. One of the programs 
established was the Broadband Technology Opportunities 
Program (BTOP), which has three components, all of which 
aim to expand access to broadband services. Two components, 
making up the lion’s share of the allocated funds, are devoted 
to building infrastructure for broadband Internet connection. 
The third, Sustainable Broadband Adoption (SBA), funded 44 
projects around the country to increase usage and adoption.

California Connects evaluation leader Blanca Gordo



DIGITAL DESTITUTION

California Connects, administered by the Foundation for 
California Community Colleges (FCCC), is one of those SBA 
projects. The evaluation of the project, led by Gordo, is one of 
few evaluations of SBA grants nationwide.  Members of the 
California Connects evaluation team come from backgrounds 
in linguistics, political philosophy, anthropology, psychology, 
ethnic studies, and sociology; Gordo holds a PhD in city and 
regional planning.

The project comprises three main efforts. In one, the FCCC 
distributed laptops and provided technology training to 
California community college students within Mathematics, 
Engineering, Science Achievement (MESA), a national program 
that helps disadvantaged students succeed in math and science. 
In exchange, the students were expected to train their families 
and communities in how to interact with the web.

In another component, the FCCC collaborated with the Great 
Valley Center to train residents of Central Valley 18 counties in 
digital literacy. The Central Valley of California, extending from 
Redding in the north to Bakersfield in the south, includes some 
of the highest rates of disconnectedness in the state: Gordo’s 
team estimates that 16 of the 18 counties have lower rates 
of households with broadband subscriptions than the state 
average. 

The project also funded an online learning tool, Living with 
Technology, built by American River College in Sacramento.

The evaluation gave Gordo and her team members the oppor-
tunity to explore and build upon theoretical claims about 
broadband adoption – in particular, why it should be expanded 
and how it can be done effectively.

It also highlighted the tensions in efforts to address digital 
destitution. For one thing, according to Gordo, much of the data 
on destitution is unhelpful. She points to recent results from the 
American Community Survey, which asked respondents without 

Internet access at home why they didn’t have it. The number 
one answer was that they simply didn’t want it. But, Gordo says, 
this is misleading: “I don’t want it” can be a proxy for “I don’t 
understand it,” an option the survey failed to provide. “One 
thing that inhibits adoption is the inherited myth that I can’t,” 
Gordo said. “People have developed shame over the recognition 
that they don’t understand the Internet.” 

The lack of understanding requires a new user to enter a learning 
curve that becomes steeper as time goes on, as technical skills 
build on previous skills, and as norms evolve through online 
social activity. As Gordo writes in the evaluation, “In terms 
of both technical skills and online social norms, new learners 
today simply have much more to learn than did new learners 

continued

Percentage of California households without computers, per county
(using income-based projections)
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who began learning when Internet technology first started to 
be used broadly.”

Seen purely in the light of its quantitative outcomes, California 
Connects was not successful. The project’s set out to train 
61,120 people in digital literacy; a little more than 21,000 
are recorded as having participated. This includes 5,786 MESA 
students who received laptops, 11,877 family and community 
members trained by the students, 2,649 participants in the 
Great Valley Center trainings, and 961 users in the U.S. who 
created accounts for the Living with Technology web site. But 
these numbers, low relative to the project’s ambitious goals, 
obscure the project’s qualitative success.

Evaluating California Connects required the team to consider 
individual circumstances: what role does the Internet play 
in the everyday life of a new user? Does she connect to the 
Internet for work? What family, social, and economic structures 
support or impede use of technology?

In addition, the magnitude of the knowledge gap and individual 
circumstances are ignored by traditional measures of success, 
such as whether the program prepared participants for skilled 
jobs or whether it increased the number of broadband subscrip-
tions. With those criteria, “if you don’t get jobs, the project’s a 
failure,” says Gordo. “It may be that it was successful – just not 
in that way.” 

California Connects’ stated goal is to promote digital literacy, 
a term that invokes debates that are unhelpful,” Gordo 
says. “There’s no standard definition, and it confuses the 
conversation.”

This is part of the debate about the meaning of the “digital 
divide” – is it the divide between those who own computers and 
those who don’t, or the divide between those who can use and 
conduct themselves on the Internet and those who can't? 

She said an important goal is “teaching people to function 
in a civil society.” She calls this digital functioning: a 
continuous learning process that relies on understanding an 
old technology in order to develop an understanding of new 
technology. In other words, she said, “You have to learn to 
learn.”

One challenge that California Connects faced, Gordo says, is 
that “there is no pedagogy for digital functioning. This is why 
I’m interested in building a language to teach technology.” 
In addition to California Connects, Gordo works with the 
Teaching Privacy team, a cross-disciplinary group of computer 
scientists, educators, and social scientists at ICSI and UC 
Berkeley that is building teaching materials and hands-on 
exercises to help Internet users, especially younger students, 
understand what happens to personal information online. 

Despite the inadequacy of its numerical outcomes, California 
Connects helped new users become comfortable with the 
Internet, use it for specific benefits, and, more importantly, 
begin to understand it dynamically. Of the participants in 
the Great Valley Center trainings, Gordo said, “People left 
thinking they could continuously learn.”

Gordo says the project was helpful in reaching the population 
that the policy prescribed. “They truly were underserved. The 
question was, if you build it, will they come?” she said. “It 
was built for them. They came.”

But the program needs more time, she said, as well as a 
recognition that learning is a social and continuous process. 
“The problem is more profound than anyone thought,” she 
said. “It was a tall order.” The outcome of the program also 
points up a need for collaboration among people of different 
backgrounds. “The reason we haven’t been able to predict 
some of these issues is that we didn’t collaborate,” she 
said.



VISION
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VISION

VISION
001 - REPRESENTATION 

LEARNING
We developed new representation learning 

models and achieved important results in 
2013, including observations of their ability to 

generalize to new tasks (and domains) and, importantly, 
to apply to detection and segmentation tasks.  We developed 
a new “Region-CNN” model (R-CNN), which outperformed all 
competing methods on the most important visual detection 

benchmark, the PASCAL challenge.

011 - DOMAIN ADAPTATION
We continued our investigation of the fundamental 
problem of visual domain adaptation, or, in other 
words, how to deal with the most common 
scenario: “What you see is not what you get.”  
When test data and training data come from 
differing distributions (or unsupervised 
methods are employed with non-stationary 
distributes), conventional approaches 
to machine learning often perform very 
poorly.  We have been exploring several 
approaches to this problem, including those 
based on conventional feature spaces that are 
transformed based on a learned adaptation to 
overcome a domain shift. 

The Vision Group focuses on solutions to two core computer vision problems – the perception of human expression for multi-
modal interaction, and the recognition of object and scene categories – and is interested in applications ranging from mobile 
phone interfaces to interactive robotics. Awareness of the environment and of a user’s presence and/or expression is critical for 
smart mobile interfaces, and of course for successful real-world action on mobile agents.

010 - ATTRIBUTES & FINE-GRAINED 
RECOGNITION

We have developed a new class of “pose-normalized” repre-
sentations, including deep convolutional models, which adjust 
descriptor features on the fly based on the detected pose of 

an object instance, in order to improve performance 
on fine-grained recognition. Our results on several 

benchmark tests have confirmed that these 
models significantly outperform the models 

that are not normalized for pose. 
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DEEP LEARNING APPROACHES FOR COMPUTER VISION

For many years, visual recognition performance was essentially 
dominated by “texton”-class models, their extensions (BoW, 
SPM, LLC-SPM, etc.), and, later, “part-based” models such as 
DPMs and Poselets.   Recently, real advances have been made 
with deep learning approaches, using the models pioneered 
by LeCun (and before him Fukushima), recently realized by 
Krizhevshy et al., and trained at a scale impossible before the 
advent of the ImageNet dataset.  Our open-source effort has 
shown these models are extremely general and versatile, and 
can solve various domain adaptation, scene classification, fine-
grained recognition, object reference, and conventional visual 
detection challenges . 

Existing deep models are powerful due to their depth, but have 
limitations, including a tendency to fare poorly in domains 
where there are few training examples. On the MIT-67 data, for 
example, such models significantly underperform the “mid-level 
parts” work from Berkeley.   They also work poorly when 
directly applied to attribute and fine-grained tasks, as they lack 
part structure.  We address these limitations by proposing a 

unified approach that will learn, incorporate, and predict part 
structure into deep models and adapt to new domains (e.g., 
from ImageNet to MIT-67).  

Conventional deep learning methods do not incorporate explicit 
part-level semantics. It is an open question whether they will 
learn such models implicitly, at the limit with enough training 
data, but for many classes of learning problems, it is already 
clear that deep models that incorporate part structure will 
outperform those that do not.  We have been investigating 
new classes of deep models that are driven by poselets, for the 
purpose of attribute learning, as well as those driven by DPM 
models, for the purpose of fine grained recognition, and in both 
cases have clear empirical evidence that part-based deep models 
outperform “holistic” deep models across a variety of relevant 
operating conditions.   Our future work will involve integrating 
deep models throughout the part-based pipeline, including 
methods for integrated part localization as well as descriptor 
formation, leveraging our R-CNN model, as illustrated below.   

Region-based convolutional body and part detectors form deep descriptors for fine-grained recognition
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ICSI RESEARCHERS WIN BEST PAPER PRIZES AT ICML AND ICRA

Stefanie Jegelka, a UC Berkeley postdoctoral 
fellow affiliated with the Vision Group, and 
Jeff Bilmes, an ICSI alum, were co-authors 
of a paper that won a best paper award at 
the International Conference on Machine 
Learning (ICML). Jegelka helped organize 
a workshop, "Submodularity in Machine 
Learning - New Direction," at ICML. Bilmes, 
a professor at the University of Washington, 
Seattle, was a graduate student in the Speech 
Group under Professor Nelson Morgan. The 
award-winning paper, "Fast Semidifferential-
Based Submodular Fuction Optimization," 

included Rishabh Iyer of the University of 
Washington, Seattle as a co-author. ICML 
was held June 16-21 in Atlanta, Georgia.

Vision Research Director Trevor Darrell 
co-authored a paper that won a Best Cognitive 
Robotics Paper Award at IEEE International 
Conference on Robotics and Automation, held 
in Karlsruhe, Germany in May. In that paper, 
researchers showed that it was possible for a 
robot equipped with tactile sensors to touch 
an object and describe the way it feels in the 
same terms that a human would use.

VISION

VISION AFFILIATE AND ALUM CO-CHAIR WORKSHOP AT ICCV

Professors Kate Saenko, a researcher affiliated with the Vision 
Group, and Brian Kulis, an alum, were among the co-chairs of 
the First International Workshop on Visual Domain Adaptation 
and Dataset Bias in December. The workshop focused on the 
challenges that arise when the data used to train a computer 
vision machine have different properties from the data that 
the model is used on. This may happen, for example, when an 
application used to analyze pictures from a smart phone has 
been trained on annotations from sources such as amazon.com. 

The workshop was held in conjunction with the International 
Conference on Computer Vision in Sydney, Australia. Saenko 
is an assistant professor in the Computer Science Department 
at the University of Massachusetts Lowell; Kulis, who was at 
ICSI from 2009 to 2011, is now an assistant professor in the 
Department of Computer Science and Engineering at Ohio State 
University.

Vision affiliate Stefanie Jegelka



IMPEDING FORGERS AT PHOTO INCEPTION

Digital images have become ubiquitous companions of our 
everyday life. At the same time, the very nature of digital data 
calls into question many of the positive aspects that we usually 
associate with digital images. Digital data can be manipu-
lated easily. Powerful editing software, which allows even 
inexperienced users to conveniently process digital images in 
innumerable ways, raises questions regarding the authenticity 
of digital images. Manipulated images rapidly distribute over 
the Internet, may be unknowingly or purposely published in the 
news, or may even be used as pieces of evidence in the court.

Within the last decade, the study of digital image forensics has 
led to a large and varied set of techniques for authenticating 
images. These techniques generally work by observing that 
specific forms of tampering disrupt some statistical, geometric, 
or physical property in an image. When such a disruption 
can be detected, an image can be revealed to be a fake. In a 
recent study, I worked with Dartmouth College researchers 
Peter Winkler and Hany Farid to consider the problem of image 
forensics from a different perspective. We describe how to 
make photo tampering more difficult, time consuming, and 
hence more error-prone, for a forger. 

Conceptually our approach follows the idea that the more 
information that a camera records, the more difficult and time 
consuming it will be for a forger to create a compelling fake. 
At the simplest level, a high-resolution color image is harder 
to convincingly fake than a low-resolution grayscale image. 
Similarly, manipulating a pair of images from a stereo camera 
requires that two images be changed and that the changes be 
consistent with the 3-D scene structure. While such data-rich 
recordings of a scene do not make tampering impossible, they 
do make it more difficult, more time consuming, and more likely 
to leave evidence of tampering. 

Instead of relying on specialized stereo or light field cameras, 
we decided to use the hardware available in virtually all 
commercial digital cameras and mobile devices. We wrote an 
app for Android phones that records a portion of the camera 
preview and the camera's own motion data, and stores it with 
the actual image. This additional data can be used at a later 
stage to verify that the few moments recorded prior to the final 
image capture are consistent with the full resolution image. 
Recording even only a few seconds of the digital preview means 
that a forger must now propagate any image manipulation 

Guest article by Matthias Kirchner

Automatic detection of an inconsistent preview. Shown are (a) the altered image, (b) the alignment er-
ror between this full resolution image and the last preview frame, eN, (c) an automatic segmentation of 
eN; and (d) the mean ratio of each segment's alignment errors between eN1 and eN. The mean ratio for 
segment 2, corresponding to the altered portion of the image, is approximately  is approximately five 
times larger than for the authentic segments.
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through several dozen preview frames. Recording the camera's 
own motion means that the 3-D structure of a forged preview 
must be made consistent with the recorded camera motion.

The recorded preview frame and the manipulated full-resolution 
image differ substantially. Large alignment errors (printed in 
red) indicate the manipulated region.

While a visual inspection of this auxiliary data may often 
suffice to validate its consistency, we also describe an 
automated, software-based verification approach, which is 
needed to validate a large number of images. This method 
performs a pairwise geometric and photometric alignment of 
sequential preview frames, which can then be compared to the 
full resolution image. Based on a spatial segmentation of the 
pixel-wise alignment errors, image regions with a higher than 
expected inter-frame difference are flagged as suspicious. 

Experimental results demonstrate a high reliability of the 
proposed approach, even when preview frames are stored at a 
low resolution (320x240 pixels) and JPEG compression quality 
(85). For image manipulations that affect only 1 percent of the 
full resolution image, 85 percent of the manipulated images 
were detected with a 0 percent false positive rate.

We expect that as digital cameras and mobile devices add new 
sensors (e.g., ambient light and proximity sensors), even more 
pieces of data can be recorded and then used to impede forgers. 
Such an approach will require either a specialized smart phone 
camera application (as described here), or the cooperation of 
camera manufacturers.

Related Paper:

"Impeding Forgers at Photo Inception." M. Kirchner, P. Winkler, 
and H. Farid. Proceedings of SPIE 8665, Media Watermarking, 
Security and Forensics 2013, San Francisco, California, 
February 2013.

Matthias Kirchner was a post-doctoral research fellow at ICSI 
from 2011 to 2013. Before joining ICSI, he received a PhD 
degree in computer science from the Technical University 
of Dresden, Germany, and he was member of the IT Security 
Research group at the University of Münster, Germany. His 
research interests focus on all aspects of multimedia forensics 
and counter-forensics. He was co-organizer and program chair 
of the 2012 14th International Information Hiding Conference 
in Berkeley. He has served in technical program committees of 
various international workshops and conferences, including the 
IEEE International Conference on Multimedia and EXPO, the IEEE 
International Conference on Image Processing, and the ACM 
Workshop on Information Hiding and Multimedia Security.



AUDIO AND MULTIMEDIA
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AUDIO AND MULTIMEDIA

AUDIO AND  
MULTIMEDIA

010 - MULTIMEDIA AND PRIVACY
Researchers are exposing a variety of ways it is 

possible to aggregate public and seemingly 
innocuous information in different media 

from multiple web sites and other sources 
to attack the privacy of Internet users.

The Audio and Multimedia Group develops computational algorithms, systems, and methods to handle content that is composed 
of multiple types of data, such as consumer-produced videos. The group takes a top-down view, studying how computer systems 
should be designed to analyze and integrate the different types of information in a document, or across documents. These include 
not only the audio and visual content of the recording but also metadata, such as geo-tags, and information about the context in 
which the content is presented, such as its social implications and the goals of its producer.

001 - LARGE-SCALE VIDEO 
CONTENT ANALYSIS
Researchers are involved in several projects to 
implement methods that allow users to find 
videos containing specified events, such 
as “Making a cake,” “Batting a run in,” or 
“Assembling a shelter.” We take multiple 
approaches in this work, using machine 
learning techniques that rely directly on 
low-level features to categorize event types 
as well as techniques that identify audio 
“concepts.”

PEOPLE
reSeArCherS 
Jaeyoung Choi
Benjamin Martinez Elizalde
Gerald Friedland
Luke Gottlieb
Adam Janin

ViSitorS
Daniel Göhring (Germany)

reSeArCh ASSiStAntS
Julia Bernd
Bryan Morgan

StUdentS And internS
Eunkwang Joo
TJ Tsai 

AffiliAted reSeArCherS
Venkatesan Ekambaram
Giulia Fanti
Dan Garcia 
Ekaterina Gonina
Howard Lei
Karl Ni

PROJECTS

011 - CROWDSOURCING 
FOR MULTIMEDIA 

RESEARCH
Although crowdsourcing of paid research work 

is generally used to accomplish tasks that are easy 
for humans but difficult or impossible for computers, 

we are demonstrating that it is possible to use crowdsourcing to 
accomplish tasks that are difficult for both humans and computers.



NEW GROUP: AUDIO AND MULTIMEDIA

The Audio and Multimedia Research Group, led by Gerald 
Friedland, was established in 2013. The group develops compu-
tational algorithms, systems, and methods to analyze and 
catalogue content such as videos and social network posts.

Multimedia research focuses on the scientific problems arising 
from the complementary nature of different data sources, each 
of which captures only partial information. The group takes a 
top-down viewpoint, studying how computer systems should 
be designed to integrate the different types of information in 
data. These include metadata, such as geo-tags, and the context 
in which the content is presented, such as the social graph of 
an author. The top-down approach of multimedia computing 

succeeds in solving problems involving data whose scale and 
diversity challenge the current theory and practice of computer 
science.

Evolved from the Speech Group, the Audio and Multimedia 
Group puts a special focus on audio analysis. Audio content 
is frequently complementary to visual content, as in videos, 
but has received less attention from the multimedia research 
community. Other work includes related questions in crowd-
sourcing and the privacy implications of multimedia retrieval, 
such as “cybercasing,” or the use of geo-tagged information 
available online to mount real-world attacks.

Members of the Audio and Multimedia Group. Credit: Benjamin Martinez Elizalde
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AUDIO AND MULTIMEDIA

IS YOUR TWITTER ACCOUNT SAYING TOO MUCH? 

An app developed by members of the cross-disciplinary Teaching 
Privacy Team shows how your social media posts might be used 
to track you — and what you can do to protect your privacy. The 
Ready or Not? app extracts publicly available GPS data from 
Twitter and Instagram posts to create a map of where users are 
posting from and when they are posting there. Strangers could 
take advantage of this information to find users in the physical 
world.

The app accompanies a web site designed by the team that seeks 
to spread awareness among users, particularly younger ones, 
about what communicating over the web really means — who 
has access to what personal information and how providing that 
information could be harmful. The site explores ten principles 
for social media privacy by explaining what happens to personal 
information when it goes online, how it might be used to harm 
users, and how they can defend their privacy by limiting what 
they share. The site also provides real-world examples of online 
privacy attacks.

The Teaching Privacy team includes computer scientists, 
educators, and social scientists at ICSI and UC Berkeley. The 
work is funded by the National Science Foundation through 
the Geo-Tube project. The project seeks to help Internet users, 
and especially younger students, understand the ways in which 
it is possible to aggregate public and seemingly innocuous 
information from different media and web sites to attack their 
privacy.

High schoolers are at a particularly high risk of privacy attacks 
since they are the most frequent users of social networking sites 
and apps but often do not fully understand the potential conse-
quences of sharing information online: they may not realize 
how much they are sharing because they do not understand 
how broadly information on the Internet can be spread. The 
project aims to provide a set of educational tools and hands-on 
exercises to help teachers demonstrate what happens to 
personal information on the Internet and the potential negative 
effects of sharing it.

Screenshot of Ready or Not? app showing Apple cofounder Steve Wozniak’s footprint using data collected from his public Twitter feeds. 



AUDIO AND MULTIMEDIA PARTICIPATES IN D-CASE CHALLENGE

On October 22, researchers presented a system that analyzes 
audio recordings and identifies their “scenes” – descriptions 
of where or in what circumstances they were recorded, such 
as a supermarket and a restaurant – at the IEEE Workshop on 
Applications of Signal Processing to Audio and Acoustics in 
New Paltz, New York. The research was carried out by Benjamin 
Martinez Elizalde, Howard Lei, and Gerald Friedland of Audio 
and Multimedia, along with Nils Peters, alum of ICSI's visiting 
agreement with the DAAD of Germany, and submitted as an 
entry for the IEEE-sponsored Detection and Classification of 
Acoustic Scenes and Events (D-CASE) challenge.

Audio and Multimedia researchers developed the system as part 
of ICSI's work under the ALADDIN Program, sponsored by IARPA. 
The program funds teams to build systems that use analysis 
of video, audio, and other modalities to detect “events,” also 
known as “scenes” – targets for the project include "making a 
sandwich" and "wedding proposal" – in user-generated videos, 
such those uploaded to YouTube. These videos compose a 
corpus that grows by hundreds of hours per minute, has few 
controls on length, quality, overlap, or overall acoustics, and 
therefore presents unique challenges for automatic analysis. 
ICSI, as a member of a multi-institutional ALADDIN team led 
by SRI Sarnoff, works on the analysis of non-speech audio — 
sounds such as dogs barking and doors slamming as well as 
environmental noise such as traffic and running water.

"With multimedia video content analysis," Elizalde said, "we 
are able to open the black box of video." The ultimate goal 
of multimedia event detection is to be able to automatically 
find videos that depict any event, but for now, evaluations like 
IEEE's D-CASE this October ask participants to find audio clips 
that match a defined list of characteristics. D-CASE had three 
components: Sound Detection using live recordings from an 
office; Sound Detection using synthetic audio from an office; 
and the Scene Classification task, which ICSI researchers 
participated in and which required teams to classify audio as 
belonging to one of 10 scenes, such as a busy street and a 

restaurant. The organizers provided 100 30-second clips in total, 
recorded in the London area, of which participants used 90 as 
training data and 10 as test data — the audio to be classified. 
In subsequent tests, the test clips were swapped out for others 
from the training pool.

ICSI's system analyzed the acoustics of the 90 clips, represented 
the data in an i-vector, and compared this information against 
10 test clips, also represented in an i-vector. While its accuracy 
overall was similar to the baseline system, its performance 
classifying outdoor scenes (busy street, open air market, park, 
and quiet street) was about 50 percent better than the baseline. 
Also, its variance — the difference between the best and worst 
performance — was the lowest of any system submitted for 
the challenge. Elizalde said that one problem the i-vector 
had with the challenge was that it requires more data – the 
system normally trains on hundreds of recordings, whereas the 
challenge only provided 90 short clips.

Elizalde also said that the team is going to explore using other 
audio features in the system. For now, the team has only been 
using mel-frequency cepstral coefficients (MFCCs) in its audio 
analysis; he said other teams had success using different 
features and that ICSI's team would likewise explore features 
other than MFCCs. The work is part of a broader effort by Audio 
and Multimedia researchers to use different modalities, such 
as vision, audio, and text, to analyze multimedia, particularly 
user-generated content like YouTube videos.

Related Paper: "An I-Vector Based Approach for Audio Scene 
Detection." B. Elizalde, H. Lei, G. Friedland, and N. Peters. 
Proceedings of the IEEE AASP Challenge: Detection and 
Classification of Acoustic Scenes and Events (D-CASE) at the 
IEEE Workshop on Applications of Signal Processing to Audio 
and Acoustics (WASPAA 2013), New Paltz, New York, October 
2013. Available online at https://www.icsi.berkeley.edu/icsi/
publication_details?n=3600.
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AUDIO AND MULTIMEDIA

AUDIO AND MULTIMEDIA RESEARCHERS WIN COMPETITION WITH 
CROWDSOURCING PROPOSAL 

Researchers Luke Gottlieb and Benjamin Martinez Elizalde 
were selected as winners of the Ideas Competition sponsored 
by the Workshop on Crowdsourcing for Multimedia, held in 
conjunction with ACM International Conference on Multimedia 
in October. The competition asked for short crowdsourcing 
proposals related to multimedia problems. Crowdsourcing, 
in which a large number of people perform simple tasks in 
exchange for a small incentive, provides an affordable way 
to complete repetitive tasks and also allows managers of the 
task to get results from a diverse group of workers. Gottlieb 
and Elizalde's proposal is one of ten selected for funding. The 
researchers will ask crowdsourced workers to classify videos by 
simple binary conditions — for example, whether a video was 
shot indoors or outdoors or whether it has music. The results of 

the work help other multimedia projects by providing an audio 
profile of the videos shot under each condition.

In event detection work, for example, ICSI researchers are 
building a system capable of searching a large body of 
videos for specific events, such as "feeding an animal." Some 
events are more likely to occur in specific conditions, such as 
outdoors. Data collected from the crowdsourced workers will 
help establish a profile for videos shot under certain conditions. 
Audio profiles for indoor and outdoor videos could help in work 
on geo-location, in which a system tries to automatically place 
where a video was shot. It might also help researchers to know, 
for example, when videos have music, which makes audio cues 
more difficult to detect.



RESEARCH INITIATIVES
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RESEARCH INITIATIVES

RESEARCH 
INITIATIVES

001 - ALGORITHMIC 
FOUNDATIONS OF 
RATIONALITY
Rationality is the basis of game theory and economic 
theory more generally. This research, led by Christos 
Papadimitriou, is about certain recent challenges 
to rationality of a computational or cognitive 
nature, and the development of an algorithmic 
theory of rationality for dealing with them.

011 - BRAIN NETWORK IMAGE ANALYSIS 
AND COMPUTATION

This project focuses on the study of brain networks, which 
provide a new window into understanding disorders of 

the brain. With currently available data and the data 
expected in the near future from the Human 

Connectome Project, the development of 
tools and skills for its analysis will have 
significant impact in both clinical and 
research settings. The primary aim of this 
project, led by Eric Friedman, is to develop 

tools for the study of brain networks. 

The Research Initiatives (RI) area fosters work in areas new to ICSI. In some cases these efforts will spin out into their own areas, 
and in other cases they will remain in RI as small exploratory efforts. Currently, the RI area has four main efforts.

PEOPLE
reSeArCherS 
Krste Asanovic
Eric Friedman
Eran Halperin
Michael Mahoney
Scott Shenker

ViSitorS
Michael Elberfeld (Germany)
Hayit Greenspan
Miquel Moretó Planas

StUdentS And internS
Rimas Avizienis
Scott Beamer
Alex Bishara
Chris Celio
Yifan Ding 
Luqman Hodgkinson
Wenson Hsieh
Leo Kam
Alexandros Psomas
Andrew Waterman
Albert Wu
Richard Xia
Yunsup Lee

AffiliAted reSeArCher
Richard Karp
Christos Papadimitriou

PROJECTS

010 - BIG DATA
The Big Data Computing Paradigms effort 
represents joint work with Berkeley's AMP Lab, 
of which Scott Shenker and Michael Mahoney 
are members. The work, led by Shenker, involves 
designing new methods of organizing compu-
tation in the large clusters used to process Big Data.

100 - COMPUTATIONAL 
GENETICS

This work, led by Eran Halperin, characterizes the 
genetic landscape of human diseases, develops computa-

tional methods to help geneticists analyze and investigate 
population genetics data, and studies the risks 

of identification from genomic data.



INTERNATIONAL PROGRAMS



International Computer Science Institute - Annual Report 2013 41

INTERNATIONAL PROGRAMS

ICSI is founded upon the principles of international partnership 
and cooperation. The Institute was established as a joint project 
of UC Berkeley and Germany’s Research Center for Informational 
Technology GmbH in 1986. Since then, the Institute has hosted 
visitors from Spain, Switzerland, Finland, Italy, the U.K., the 
Philippines, Israel, China, Japan, Brazil, Belgium, Canada, 
and Holland. The Institute currently has formal international 
programs with Finland, Germany, and Singapore, but visitors 
travel from around the world for research stays at ICSI funded 
by academic, industrial, or government sponsors. 

The Institute hosts a variety of international visitors at different 
stages in their careers. Many visitors come to the Institute on 
post-doctoral fellowships. Graduate students, visitors from 
industry, and senior academic researchers also contribute 
to the world-class research accomplished here. Through its 
international program, the Institute has earned a reputation for 
having a diverse institutional culture.

In addition to bringing to Berkeley the best research from across 
the world, the Institute’s international program sends back to 
sponsor countries the newest techniques and innovations in 
computer science. Visitors return to their home countries with 
a network of contacts from academia and industry in the Bay 
Area, the United States, and other sponsor countries, and they 

return with an understanding of new and groundbreaking 
research.

Funds for the international visitor program are primarily 
provided by government agencies, but sometimes come through 
a combination of direct government funding, indirect funding 
through specific government research projects or institutions, 
support of industrial partners, or custom sponsorship organiza-
tions combining several funding sources. Agreements in place 
in 2013 included:

• Finnish support provided by the Finnish Funding Agency for 
Technology and Innovation (Tekes) through Aalto University 
and the Helsinki Institute for Information Technology. 

• German support is provided through the FITweltweit 
program, sponsored by the German Federal Ministry of 
Education and Research (BMBF), and administered by the 
German Academic Exchange Service (DAAD). 

• Singaporean support is provided through Nanyang 
Technological University.

In the following section, we highlight some of the researchers 
who arrived in 2013.

ICSI VISITORS IN 2013

networking

Bernhard Amann (Germany)
Marco Chiesa
Jason Croft
Hitesh Dharmdasani
Haixin Duan
Hayit Greenspan
Andrei Gurtov (Finland)
Shuang Hao
Jussi Kangasharju (Finland)
Alexandros Kapravelos (intern)
Sheharbano Khattak
Dmitriy Kuptsov (Finland)
Volodymyr Kuznetsov (Switzerland)
Christof Leng (Germany)
Andrey Lukyanenko (Finland)
Giang Nguyen (intern)
Ilya Nikolaevsky (Finland)
Philipp Richter (intern)

Luigi Rizzo
André Schumacher (Finland)
Amin Tootoonchian
Daniel Warneke (Germany) 
Andreas Wundsam (Germany)
Jiao Zhang

reSeArCh initiAtiVeS

Michael Elberfeld (Germany)
Hayit Greenspan
Miquel Moretó Planas

SpeeCh

Hai Do
Kalle Palomaeki (Finland)
Mirco Ravanelli
Korbinian Riedhammer (Germany)
Haihua Xu (Singapore)
Weibin Zhang

AUdio And MUltiMediA

Daniel Göhring (Germany)

ViSion

Jiashi Feng
Stefanie Jegelka
Matthias Kirchner (Germany)
Claudia Nieuwenhuis (Germany)
Lorenzo Riano
Erik Rodner (Germany)

Ai
Dario Gutierrez
Ely Matos (Brazil)
Gerard de Melo (Germany)
Aida Nematzadeh
Hiroaki Sato
Tiago Torrent
Alexander Ziem (Germany)



ClAUdiA nieUwenhUiS – ViSion

Claudia received a master's degree 
in computer science from the 
Technical University of Ilmenau, 
Germany, and a master's degree in 
mathematics from the University 
of Hagen, Germany. Her PhD, also 
in computer science, is from the 
University of Heidelberg. For her 
thesis, she developed methods 
for optical flow estimation and 
validation. The problem was to analyze multiple images in 
a sequence, as in a video, to estimate motion — what is 
moving, in what direction, and how fast. Applications include 
automatic car brakes, which engage when an object, such as 
a pedestrian, is detected and its motion is estimated to put 
it in the way of the car. After receiving her PhD in 2009, she 
took a postdoctoral fellowship in Munich, where she worked 
on problems in computer vision using continuous optimi-
zation methods. While discrete optimization is widely used 
in computer vision problems, continuous optimization has 
received less attention. In continuous optimization problems, 
images are analyzed continuously, and attention moves to the 
level of the pixel only at the end of the calculation. Claudia 
used these methods for image segmentation (separating an 
image into its constituent parts); object detection (identi-
fying what objects are); and scene understanding (analyzing 
the general content of an image, for example, the type of 
scene). Here at ICSI, she's interested in whether her work in 
this area could be applied to video analysis.

AlexAnder ZieM – Ai / frAMenet

Alexander studied at the Universities 
of Cologne and Bonn, and also studied 
abroad at the University of Melbourne. 
He has worked in various teaching and 
research positions at the Universities 
of Düsseldorf, Berlin, Bremen, and 
Basel, in Switzerland. He received his 
doctorate from Düsseldorf in 2007; 
his thesis has been translated into 
English and was published as a book 
by de Gruyter in 2008. His thesis used frames of understanding to 
study phenomena such as the emergence and variation of word 
meanings and metaphors in texts. He was also a PI for a project 
that studied how newspapers have presented different crises in 
Germany over several decades. The project built software that 
relied on both qualitative and quantitative analysis to under-
stand how complex ideas are explained, looking at what different 
and recurring conceptual metaphors, keywords, and argument 
structures were used in writing about crises. Since 2011 he 
has been the director of the graduate program "The Structure 
of Representations in Language, Cognition, and Science" in 
Düsseldorf. While at ICSI, he studied associative anaphora, which 
is an expression in text or speech that is anchored in a previously 
mentioned concept. For example, in the sentence "Let's go to the 
car; I have the key," the word "key" is an associative anaphora 
indirectly referring to the concept of car. The goal is also to fully 
annotate a text and display his annotation using a "FrameNet 
Constructicon," which is based on ideas from FrameNet but also 
incorporates construction grammar.

German support is provided through the FITweltweit program, 
sponsored by the German Federal Ministry of Education and 
Research (BMBF), and administered by the German Academic 
Exchange Service (DAAD). The first German-funded postdocs 
arrived in 1989. Since then, ICSI has hosted hundreds of German 
researchers at all career levels. 

VISITORS FROM GERMANY
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JUSSi kAngAShArJU - networking And SeCUrity

Jussi performed his doctoral 
work at the University of Nice 
Sophia Antipolis and at Eurecom 
Institute, receiving his degree in 
2002. He went on to the Technical 
University of Darmstadt, first as a 
postdoc and then as an assistant 
professor. He returned to Finland, 
his home country, in 2007, to take 
a position as a professor at the 
University of Helsinki. He was at 
ICSI for part of his one-year leave 
from the university. His interests include information-centric, 
opportunistic, and green networking. For example, his group 
in Finland has been working on sustainable ways of cooling 
data centers, which, because they comprise large numbers of 
machines in enclosed spaces, get very warm. Rather than using 
air conditioners and pumping out the hot air, the group designed 
and built a greenhouse. Servers are placed in a separate structure 
and cool air is pumped from outside; the warm air is pumped into 
the greenhouse, where tomatoes and chili peppers grow. He's 
also interested in opportunistic networks, particularly floating 
content and, more generally, how we can take advantage of the 
huge amounts of information each person carries with him or her 
through smartphones and other devices. While at ICSI, he worked 
with Research Initiatives Director Scott Shenker on information-
centric networks and new network architectures.

Andrei gUrtoV – networking And SeCUrity

Andrei first visited ICSI while 
working on his PhD with 
Networking researcher Sally Floyd. 
He received his degree from the 
University of Helsinki in 2004. His 
PhD thesis on transport protocols 
and wireless networks contributed 
to IETF protocols, Linux kernel 
development, and ns-2 simulator. 
Since 2004, he has been a postdoc, 
group leader, and principal 
scientist at the Helsinki Institute 
for Information Technology. There his research has focused on 
network security, the Internet of things, and mobile and sensor 
network protocols. In 2009, he was appointed a professor 
in the area of wireless networks in the Centre for Wireless 
Communications, University of Oulu in Finland. He is an author 
of more than 130 research publications, including two books 
on Securing Mobile Internet with Host Identity Protocol and 
on Security and Scalability aspects of Structured P2P Systems. 
He has supervised seven PhD and twenty master theses. His 
work at ICSI was on fair bandwidth allocations in data center 
networks together with Scott Shenker.

INTERNATIONAL PROGRAMS

Finnish support is provided by the Finnish Funding Agency for 
Technology and Innovation through Aalto University and the 
Helsinki Institute for Information Technology. 

VISITORS FROM FINLAND



dMitriy kUptSoV – networking And SeCUrity 

Dmitriy is originally from Uzbekistan. 
After graduating high school (one 
year of which he spent in Hamilton, 
Ohio on an exchange program), he 
attended Tashkent University for 
Information Technology in Uzbekistan, 
receiving a bachelor’s diploma. He 
went on to receive a master's degree 
in computer science at the University 
of Kuopio in Finland. After working in 
industry for a year, he began his PhD 
studies at the Helsinki University of 
Technology in telecommunications 
software. He is interested in security and fairness issues in 
computer networks, and to some extent in network measure-
ments. While here, he worked with Scott Shenker on content 
centric networks.

Andrey lUkyAnenko – networking And SeCUrity 

Andrey Lukyanenko was born in 
Russia and received master's degrees 
from the University of Petrozavodsk 
in Russia and the University Kuopio 
in Finland. In 2010, he received his 
PhD from the University of Helsinki. 
His thesis was on protocols for 
resource sharing in Internet/wireless 
environments. He also worked on 
problems related to backoff protocols 
and reputations in peer-to-peer 
networks. He stayed in Helsinki for a 
postdoctoral fellowship at the Aalto 
University on information-centric networking. In traditional 
networking, a request for information is sent from one person 
— or host — to another. In information-centric networking, 
pieces of data are assigned identifiers and the host asks for 
information with its identifier; it doesn't matter which end-host 
provides the data. While at ICSI, he worked with Scott Shenker 
on developing and implementing protocols to promote fairness 
of resource sharing in data centers. In addition to this, he is also 
interested in mathematical modeling.

ilyA nikolAeVSkiy - networking And SeCUrity

Ilya Nikolaevskiy received his 
bachelor's and master's degrees 
from Petrozavodsk State University 
in Russia. He moved to Finland for 
doctoral studies at the Helsinki 
Institute for Information Technology 
in 2011. His research is in securing 
implantable medical devices. He is 
studying ways to wirelessly transmit 
information from devices such as 
pacemakers and blood sugar sensors 
while ensuring that private infor-
mation cannot be eavesdropped on. While at ICSI, Ilya worked 
with Scott Shenker on fault-tolerant routing. He is also interested 
in algorithm design analysis. 

André SChUMACher – networking And SeCUrity 

André Schumacher attended Darmstadt 
Technical University, where he received 
his undergraduate degree, and went 
on to Aalto University in Finland. His 
doctoral thesis focused on distributed 
optimization algorithms, which work 
through messages passed along a 
series of nodes, each of which has a 
limited view of the entire problem. 
He worked on algorithm analysis and 
simulations for various problems, such as multipath routing with 
congestion control, transmission power assignment for network 
lifetime maximization, and sensor network sleep scheduling. 
Unrelated to that work, he also collaborated with colleagues at 
Aalto University on online algorithms for lot sizing, bin packing, 
and data aggregation problems. After receiving his doctorate in 
2010, he began a postdoc in Aalto's distributed computation 
group, where he worked on designing methods for handling large 
amounts of data resulting from genome sequencing, which are 
based on the MapReduce computing framework. Since the rate 
at which current technologies are producing sequencing data is 
outpacing conventional processing methods, parallelism is needed 
in order to make sense of the available data. He continued this 
work while at ICSI.
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MArCo ChieSA – networking And SeCUrity

While here, Marco Chiesa worked with Scott 
Shenker on resilient routing tables. Marco received 
his undergraduate and master's degrees at the 
University of Roma Tre. He began his PhD studies 
there in January 2011. His research focuses mainly 
on theoretical analysis of routing protocols. He 
studied the problem of routing oscillations of the 
Border Gateway Protocol (BGP), which arises when 
routers cannot agree on a single path along which 
a message should be forwarded. He studied this 
problem both in a static context, in which a route 

oscillation may arise because of conflicting 
routerconfigurations, and in evolving networks, 
in which routing oscillations may arise during 
a migration from an oscillation-free network 
configuration to another oscillation-free 
network configuration. From October 2012 
through April 2013, he collaborated with Dr. 
Michael Schapira, working on traffic engineering 
problems with Equal-Cost-Multi-Path 
(ECMP), a load-balancing mechanism in the 
Open-Shortest-Path-First protocol (OSPF).

INTERNATIONAL PROGRAMS

hAihUA xU – SpeeCh

Haihua received his PhD from Shanghai 
Jiaotong University in China and is now a 
researcher at Temasek Laboratories at the 
Nanyang Technological University. There, he 
works on acoustic modeling, the statistical 
representation of sounds that is used by 
automatic speech recognizers. His focus is on 
detection of spoken terms, which can be words 
or strings of words. He's also interested in 
large-vocabulary speech recognition, subspace 
Gaussian mixture modeling, and system compi-
lation, or the fusion of multiple systems used 
to recognize speech. His data is mainly drawn 
from Malaysian-language news broadcasts. At 

Temasek, he was a key member of a group 
that came in fourth in the 2013 NIST 
Keyword Spotting Competition.  Here at ICSI, 
he worked on unsupervised and multilingual 
acoustic model training, in which very 
limited human-annontated data is used to 
train the target model. Unsupervised models 
use either a subspace Gaussian mixture 
model training recipe or an unsupervised 
deep neural network pretraining recipe. 
In the case of multilingual training, 
source language transcription is needed 
and a multilingual-based deep neural 
network training technique is employed.

OTHER VISITORS

In addition to these programs, the Institute often hosts visiting researchers who are affiliated with specific research projects at ICSI. 

Singaporian support is provided by Nanyang Technological 
University (NTU).

VISITOR FROM SINGAPORE



JiAShi feng – ViSion 

Jiashi received his 
bachelor's degree from 
the University of Science 
and Technology in China. 
He is a PhD student at 
the National University of 
Singapore, with a focus on 
computer vision, machine 
learning research, and 
its applications to multi-
media. His research is on 
object classification — the 
ability for a machine to 
understand the content of 
images. He works mostly 
on feature learning. Features are low-level descriptions of 
visual objects, such as their shape, color, or texture. The 
task is to recognize these features and extract meaningful 
information from them. Jiashi works with robust structure 
mining to do this. He has worked with the Vision and 
Machine Learning (VML) group at the National University of 
Singapore on applications of these techniques such as a music 
recommender, which recognizes the type of event occurring 
in a video and recommends appropriate background music, 
and a clothing recommender, which takes into account 
both what you're wearing and what kind of situations you 
will be in during the day in order to recommend clothes 
that would complement both. In addition to this, he's also 
generally interested in machine learning and optimization, 
particularly robust and online optimization. At ICSI, he 
worked with Vision on object classification through the use 
of attributes, which, in contrast to features, are mid-level 
descriptions of objects. For example, while features of a car 
might be that it is red and smooth, an attribute is that it has 
the shape and texture of a car.

AlexAndroS kAprAVeloS – networking And SeCUrity

Alexandros worked with 
Chris Grier and Vern Paxson, 
the director of the group, 
over the summer. Originally 
from Greece, Alexandros 
received his bachelor's and 
master's degrees at the 
University of Crete. He is 
now a PhD student at UC 
Santa Barbara. His research 
focuses on making the web 
safer. He has done some work 
on browser fingerprinting, 
which allows a web page 
to uniquely identify visitors. 
This can be a privacy problem when a user, for example, is targeted 
by ads on one site personalized based on the purchases made on 
another site. His main interests are in, broadly, Internet security 
and, specifically, drive-by downloads. In a drive-by download, 
someone visits a web page that downloads software onto her 
machine without her knowledge. This software, often malicious, 
can then try to take control of the machine. Alexandros works on 
ways to detect pages that perform these tactics; his group at UC 
Santa Barbara has developed a service, Wepawet, that can do just 
that. Wepawet analyzes web pages submitted by users to detect 
drive-by downloads. At ICSI, he worked with Chris Grier and Vern 
Paxson on methods of detecting malicious extensions for the 
web browser Chrome. Malicious extensions interfere with the 
user's browsing experience. They can, for example, control what 
ads are displayed where or allow online accounts to be hacked. 
Malicious Chrome extensions are similar to drive-by downloads in 
that they are both written in JavaScript, but different techniques  
are needed to detect them since the malware is already installed. 
Alexandros and Chris worked on a detection system similar to 
Wepawet but to be used on extensions.
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giAng ngUyen – networking And SeCUrity

Giang Nguyen worked for the summer 
with Vern Paxson, the director of 
networking and security research, on 
a censorship measurement system. 
He received his undergraduate 
degree at UC Berkeley in 2005 and 
after an industry stint entered 
graduate school at the University 
of Illinois at Urbana-Champaign, 
where he is a PhD student. He has 
broad interests in networks and security, with a current focus 
on Internet censorship circumvention. This requires measuring 
the degree to which countries censor Internet traffic and what 
kinds of censorship they practice – for example, what web sites 
are blocked in countries that censor Internet traffic. There are 
several ways of measuring this, such as relying on reports from 
affected users, or automatically generating traffic with charac-
teristics suspected of triggering censorship and then detecting 
interference.

philipp riChter – networking And SeCUrity

Philipp is a PhD student at Technische 
Universität Berlin. In the past, he has 
done Internet exchange point (IXP) 
traffic classification. Here at ICSI, 
his research focused on the effects 
of Internet protocol version 4 (IPv4) 
address exhaustion. Devices that 
connect to the Internet are assigned 
IP addresses. IPv4, the most widely 
used protocol for addressing in the 
Internet, is finally running out of unassigned addresses, so another 
IP standard, IPv6, is being deployed more and more. However, 
this deployment is going slowly, and some people question how 

long the transition from IPv4 to IPv6 will take. Switching over 
to IPv6 imposes some burdens, and there are also methods that 
have been suggested as alternatives to the new standard, such 
as technologies that can share a small number of IP addresses 
among many computers (CGN). Philipp is interested in assessing 
the transition to IPv6 as well as the effects of address scarcity 
on currrent IPv4 address usage patterns. Here at ICSI, and in 
Berlin, he's been looking at routing information and traffic traces 
captured at various locations in order to learn more about the 
effects of IP exhaustion and how Internet services providers are 
coping with it.

weiBin ZhAng – SpeeCh 

Weibin is a PhD candidate at the 
Hong Kong University of Science and 
Technology, where he has studied 
on a Hong Kong PhD Fellowship 
since 2010. Before that, he worked 
for Datang Mobile, first as a 
researcher and later as team leader 
of the multimedia group, on speech 
enhancement algorithms such as 
acoustic echo cancellation and also 
on a multimedia system, Eden. His 
thesis work focuses on speech recognition for  languages 
— like Cantonese — that have limited data to train speech 
recognition systems. His work focuses on acoustic models with 
Gaussian mixture models as the output distribution of feature 
vectors. To deal with the over-fitting problem associated with 
low-resource acoustic modeling, Weibin has been exploring 
regularization methods, especially lasso regularization that 
leads to acoustic models with sparse inverse covariance 
matrices. At ICSI, he explored the use of deep neural networks 
in speech recognition while working on the IARPA-funded 
Swordfish project. He is more generally interested in machine 
learning, and he has also worked on image processing. 

INTERNATIONAL PROGRAMS
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The last decade has seen dramatic transformations in both 
the capability and the use of malicious software. Among the 
scourges now routinely inflicted by Internet attackers are 
distributed denial-of-service attacks, widespread information 
theft, click fraud, spamming, and phishing. ICSI pursues 
research spanning many dimensions of this important problem 
space, ranging from technologies to detect attacks and analyze 
their aftermath to approaches for measuring, understanding, 
and disrupting attacker operations and goals.

ICSI’s Bro technology (http://bro.org) provides a powerful, high-
performance platform for analyzing network activity in rich 
semantic depth. Bro provides the user with a domain-specific 
scripting language used to define real-time analysis of network 
traffic in terms of events that reflect different elements of the 
traffic’s activity. While we use Bro heavily to support different 
research projects, it also provides operational 24/7 monitoring 
at many large sites, some of which have deployed racks housing 
scores of servers in order to deeply analyze near-10 Gbps 
traffic streams in real time. Bro-related research includes new 
detection and analysis algorithms; capabilities for integrating 
disparate information sources and exporting Bro analysis 
results to other systems; assessment of the fidelity and stability 
of the TLS Public Key Infrastructure that underlies modern web 
security; compiler and hardware architectures for achieving 
very high performance; concurrency models for scaling analyses 
on modern many-core platforms; semantic security models for 
protecting industrial control systems; and database technology 
to support efficient archive and forensic searches over vast 
volumes of activity information. In addition to these research 
directions, and in collaboration with the National Center for 
Supercomputing Applications, ICSI also operates a “Bro Center of 
Expertise” for the National Science Foundation, which provides 
a central point of contact for the NSF community to help them 
leverage Bro technology and expertise. Finally, in 2013 ICSI 
was instrumental in the creation of a startup company, Broala 
(http://broala.com), that provides commercial-grade support 
and development for Bro.

One of the essential aspects of modern attacks is the ability 
of attackers to wield large numbers of compromised Internet 
systems (“bots”) as a single coordinated instrument (a “botnet”). 
Indeed, it would be fair to say that the emergence of modern 
cybercrime is largely dependent on the economies of scale 

provided by botnets and the ease with which this technology 
can be distributed, specialized, bought, and sold. To this end, 
ICSI researchers work with colleagues to undertake botnet 
infiltration efforts, developing and deploying technology that 
allows systems under researcher control to act as bots and 
join into a botnet’s command-and-control infrastructure. This 
enables monitoring of botnet operations and, in particular, 
carefully controlled situations, perturbation of the botnet’s 
functioning. These experiments provide unprecedented visibility 
into the employment of botnet technology. 

The work on botnets in turn led to research efforts focusing 
more deeply on cybercrime. With the UC San Diego and George 
Mason University, ICSI recently formed CESR, the Center for 
Evidence-Based Security Research (http://evidencebasedse-
curity.org/). This interdisciplinary effort takes the view that while 
security is a phenomenon mediated by the technical workings 
of computers and networks, it is ultimately a conflict driven by 
economic and social issues that merit a commensurate level of 
scrutiny.  Begun in 2012 and supported in part by a five-year 
grant from the NSF, CESR has a primary goal of tackling key 
social and economic elements of security: how the motivations 
and interactions of attackers, defenders, and users shape the 
threats we face, how they evolve over time, and how they can 
best be addressed. Some of the initial work in this area has 
focused on assessing the business of cybercrime by infiltrating it 
as purported customers, making carefully considered purchases 
of goods and services available on underground marketplaces.  
We then analyze both the purchasing process (infrastructure 
required to support it) and the results (what light the provided 
goods shed on the process used by the attacker to acquire/create 
them). Some of the analysis has led to opportunities to disrupt 
these marketplaces. In 2013, for example, ICSI researchers 
working with Twitter identified and facilitated the suspension 
of millions of Twitter accounts that had been created to support 
abusive activities. Finally, CESR’s research on online criminality 
has included the use of Bitcoin in various underground contexts. 
We evaluate how bots use stolen resources to “mine” Bitcoin 
and other crypto-currencies, turning stolen computing cycles 
into a direct monetary resource, and investigate the flow of 
activity through the Bitcoin network, including events such as 
the demise of the Mt. Gox exchange. For this latter we draw 
upon techniques we previously developed for understanding 
how fraudulent online marketplaces operate.

Internet Security
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Over the past decade or two, computer security research has 
advanced by leaps and bounds by largely focusing on technical 
solutions. However, the computer security community has 
recently come to understand that many of today’s privacy and 
security problems stem from human factors, and therefore 
can only be solved by designing user-centered systems and 
mitigations. The area of usable security combines techniques 
from human-computer interaction (HCI), psychology, and 
behavioral economics to solve privacy and security problems. 
ICSI researchers focusing on usable security are working 
to better understand in situ security behaviors, privacy and 
security issues surrounding wearable computing systems, how 
to personalize security and privacy mitigations, and how to 
educate the general public on privacy issues.

To better understand real-world security behaviors, we have 
created a hybrid experimental environment: the realism of the 
field with the degree of control that the laboratory offers. In 
a joint project with researchers at Carnegie Mellon University, 
we are building infrastructure to gather a panel of 100 or more 
home computer users who have opted to participate in usable 
security experiments. In this project, the “Security Behavior 
Observatory,” we create a software package for home computers 
to collect usage metrics as well as deploy experimental treat-
ments. One recently-begun experiment, in cooperation with 
Google, aims to better understand user behavior in response to 
various web browser security warnings (e.g., suspected malware 
web sites, certificate errors, etc.). Using this platform, we can 
perform experience sampling: we push surveys to users immedi-
ately after they react to the warnings that they encounter 
under normal circumstances. The purpose of these surveys is 
to understand what they were doing when they encountered 
the warnings, what they believed they meant, and why they 
chose to respond in a particular way (e.g., by either obeying or 
ignoring the warning). We aim to use this data to improve the 
warnings.

We foresee several technology trends contributing to the growth 
in wearable devices. Based on new use cases and technology 
trends, we predict that wearable computing devices will increas-
ingly rely on audio and video as their primary forms of input. 
This means that devices will need to constantly capture audio 

and video, which poses serious privacy risks. Likewise, these 
input channels open up the devices and their applications to 
new attack vectors. We are in the process of designing a series 
of experiments to examine the privacy and security implications 
of wearable computing devices. We are specifically concerned 
with how to design trustworthy wearable computing platforms 
to prevent applications from receiving unwanted data from the 
user’s environment, while empowering the user to understand 
and control what that data is.

Psychology researchers have studied how personality influ-
ences risk-taking, as well as how personality differences affect 
decision-making. Until now, however, none of this research 
has been applied to computer security and privacy decisions. 
As a first step in exploring this research area, we and our 
colleagues are performing empirical studies on human subjects 
in an attempt to correlate specific individual differences (e.g., 
personality traits) with observed security and privacy behaviors. 
Some of these experiments focus on optimizing security 
mitigations, whereas other experiments focus on predicting 
privacy preferences and automatically acting in accordance 
with those preferences. If we are successful, we firmly believe 
that mechanisms to personalize security and privacy systems 
can be designed to use existing data so as to infer preferences 
and perceptions without actively needing to question the 
user. Indeed, one of our goals is to minimize the number of 
unnecessary security and privacy interactions so as to prevent 
habituation.

Finally, in a joint project with ICSI’s Multimedia group, we 
are developing classroom-ready teaching modules to teach 
young people why and how to protect their privacy online. This 
project includes developing a teachers’ guide with background 
information, suggested lesson plans, and guidance on how to 
employ the modules in the classroom. The goal of the modules 
will be to provide students with an understanding of some 
basic technical and social principles underlying how online 
privacy works, knowledge of effective techniques they can 
use to protect their privacy, and the motivation to use those 
techniques when they go online. Some preliminary modules can 
be found at: http://www.teachingprivacy.com/.

Usable Security
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ICSI researchers have a long history of pursuing empirical studies 
of how the Internet functions. Currently, the group undertakes 
a number of efforts in this regard, spanning a range of different 
measurement perspectives and network performance concerns.

First, what users perceive as the Internet is often dominated 
by the “last mile,” and, increasingly, the “last meter”: the 
performance provided by their home network, local network 
equipment, and Internet Service Provider. Failures, outages, 
and limitations may arise from a variety of sources, including 
incorrect NATs, broken firewalls, deliberate ISP manipula-
tions, and overbuffered access equipment. These concerns are 
better assessed from a user-centric vantage point, that is, the 
perspective that users themselves have when they interact with 
the network. Our network troubleshooting service, Netalyzr, 
allows users with a Java-enabled web browser to evaluate their 
Internet connectivity’s current status, contributing in turn to a 
wide-ranging effort to measure the Internet’s health (see http://
netalyzr.icsi. berkeley.edu). To date, it has been run more than 
a million times by three quarters of a million Internet systems, 
providing a wealth of data from an otherwise rarely explored 
perspective. Recently, we developed an Android version of 
Netalyzr that provides similar measurement functionality for 
mobile devices, enabling us also to study the configuration and 
behavior of cellular digital networks. Using data produced by 
15,000 installations of the app, we currently explore how mobile 
service providers arrange key aspects of their infrastructure 
both in technical terms (including, e.g., DNS, HTTP proxies, and 
access to the backbone) as well as in business relationships 
(when “virtual” providers effectively re-use another provider’s 
infrastructure). In a related project, we also pursue the devel-
opment of Fathom (http://fathom.icsi.berkeley.edu/), a general 
approach for turning web browsers into powerful measurement 
platforms by adding measurement capabilities to Javascript, 
the ubiquitous web programming language.

A second area of focus concerns understanding the behavior 
of enterprise networks. Despite their widespread use and major 
roles in facilitating modern economic productivity, the networks 
used internally by modern enterprises have received at best 
fleeting examination in the research literature. This project 
seeks to enhance the understanding of enterprise networks by 

extensively studying a 2 TB collection of packet traces gathered 
from within an enterprise with tens of thousands of hosts. The 
efforts include assuring the data’s quality via calibration (which 
turns out to be technically quite challenging), characterizing 
and modeling application usage within the enterprise, and 
assessing the degree to which enterprise networks effectively 
deliver their full potential performance.

A third effort concerns measuring and modeling the dynamics 
of IPv4 address exhaustion. The Internet is now on the verge 
of its first fundamentally disruptive modification: essentially 
a phase transition imposing extensive changes throughout 
the network’s vast set of components. The network is very 
close to having no additional IPv4 address blocks available for 
allocation. This scarcity of addresses and the accompanying 
solutions (e.g., transition to IPv6 or ubiquitous use of network 
address translation) will have major effects on many of the 
Internet’s properties. In this domain, we focus on identifying 
evidence indicating grey or black market transfers of addresses 
and the ramifications of such changes occurring without official 
sanction.

A fourth aspect of studying today’s Internet centers on privacy: 
how third parties can collect, analyze, and employ information 
collected about individuals. Efforts in this area include 
both multimedia analysis and textual analysis to detect and 
categorize information leakage and its magnitude, developing 
browser extensions that better protect privacy, purchasing 
data from data brokers and analyzing the resulting data, and 
mining network traffic traces to identify surreptitious and 
latent trackers. The first area explores how a user’s account 
names, images, tweets, and other posted content can enable 
third parties to deanonymize users, as well as the privacy 
implications of multimedia image analysis and the “reach” of 
widespread web services such as Google Analytics. Our work 
on browser extensions demonstrates the viability of providing a 
browser cookie policy that prevents social media elements from 
tracking users without incurring any significant degradation 
to the functionality these elements provide. The third effort is 
currently in an exploratory stage, with results to be developed 
primarily during the coming year.

Internet Analysis
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Over the past decade there have been many attempts at 
clean-slate redesigns of the Internet architecture. These 
efforts have usually focused on addressing one or more of the 
current architecture’s functional shortcomings, such as its poor 
security or its host-centric rather than content-centric design. 
These clean-slate activities, the most recent of which is NSF’s 
Future Internet Architecture program, have produced, and will 
continue to produce, a wealth of insight into how one might 
build an Internet that better realizes these various features.

The recent architectural work at ICSI takes a radically different 
but wholly complementary approach, focusing not on specific 
functional improvements but on the broader issue of fostering 
architectural innovation. The reasoning behind this choice is 
simple: in most areas where the Internet architecture is known 
to be deficient, such as reliability and security, the literature 
is replete with proposals for how the architecture might be 
dramatically improved. However, almost none of these proposals 
has been realized in the current infrastructure because they face 
insurmountable deployment barriers — barriers that are largely 
due to the current Internet’s lack of architectural modularity 
— and the literature on how to overcome this architectural 
impasse is comparatively barren. This suggests that the biggest 
intellectual challenge facing the current architecture is not a 
particular functional deficiency, but its inability to gracefully 
accommodate innovation.

Moreover, the need to support architectural innovation is of 
fundamental importance because any architecture, if it is unable 

to evolve, will eventually be found wanting in one respect or 
another. And yet, despite this need, we know more about how 
to build a more secure and reliable Internet than we do about 
how to build a more evolvable Internet. In short, while we know 
how to improve many of the Internet’s features, we know far 
less about how to improve its overall future.

Our architectural efforts focus on architecting for innovation, 
with the goal of allowing the Internet to evolve over time and 
adapt to future requirements. The key design challenge is to 
identify the absolutely minimal portion of the design that needs 
to be universally agreed upon (and therefore fixed for long 
periods of time) and use this core as a foundational framework 
that allows the rest of the architecture to evolve more freely.

Our work here involves three major thrusts:

•  How can host software be re-architected so that new archi-
tectures can be more easily used by hosts?

•  How can the basic interdomain protocols be re-architected 
so that several can coexist simultaneously?

•  How can SDN be leveraged to ease the deployment of new 
architectures?

The results of our investigations suggest that a highly 
evolvable Internet could be easily obtained with a few minor 
modifications.

Future Internet Architectures

Software-defined networking is a new approach to network 
control planes that was co-invented at ICSI (jointly with 
colleagues at Stanford and later Nicira). While a relatively 
recent development, with the first full-blown realization in 
2008 (comprising the NOX network operating system and the 
OpenFlow forwarding model), SDN has already gathered wide 
support from industry: the standards body for SDN—in the form 
of the Open Networking Foundation (ONF)—now has more than 

120 member companies, including most of the major players 
in networking. SDN has also garnered broad interest from 
academia, with many workshops devoted to the topic and an 
increasing number of SDN submissions to major conferences.

Why the fuss over SDN? Networking is a notoriously slow moving 
field when it comes to basic infrastructure, so why is there such 
intense interest in SDN commercially and academically? The 

Software-Defined Networking (SDN)
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reason lies in the three separate ways SDN would change the 
status quo:

•  Better modularity: For the first time, SDN would introduce 
layers into the control plane, much the same way layering has 
guided the development of the data plane. These basic layers 
are the network operating system (NOS), network management 
applications written on top of the NOS, and the forwarding 
model that provides the interface through which the NOS 
can control the physical switches and routers. This modularity 
enables greater code reuse, so new network functionality can 
be deployed through new network management applications, 
without having to rewrite the complicated distributed protocols 
used in the NOS nor the detailed forwarding behavior of the 
switches.

•  New deployment models: SDN enables new functionality 
to be deployed through software running on top of the NOS. 

Moreover, acceptance of a common forwarding model (such 
as OpenFlow) means that this functionality can be deployed 
regardless of which brand of switches are being used. Thus, new 
functionality need not be tied to the providers of networking 
hardware and can evolve at the speed of software.

•  New abstractions for operators: Once this clean modularity 
is in place, one can build further abstractions on top of it to 
ease the job of network operators. One abstraction in particular, 
network virtualization, simplifies network management by 
allowing network operators to configure a logical network. The 
network virtualization solution then “compiles” these logical 
networks into configurations of the physical hardware.

ICSI has a broad and vibrant research program in SDN, covering 
areas such as how to scale SDN to global networks, how to 
troubleshoot SDN networks, and how to improve the basic SDN 
architecture.

Software-Defined Networking (SDN), cont.

ICSI maintains an active research program in more traditional 
networking topics such as routing, congestion control, and 
the like. Recent advances here include (i) the development of 
Recursive Cautious Congestion Control, which uses a lower-
priority bit to enable rapid increases in TCP flow rates while 
protecting other flows, (ii) the application to networks of the 

CAP theorem, which describes what kinds of isolation guarantees 
can be enforced even in the presence of partitions, and (iii) the 
investigation of alternative approaches to Information-Centric 
Networking, in which we find that roughly similar performance 
can be achieved with no architectural modifications.

Other Topics in Networking

Several projects at ICSI examine censorship: the suppression 
or manipulation of Internet connectivity to control what infor-
mation users can access. Around the world, Internet censorship 
is growing in scale, scope, and sophistication. National deploy-
ments affect millions of people, stifling the spread of ideas and 
the free flow of information. Aggressive censorship systems 
undermine the infrastructure and foundational protocols of the 

Internet, employing techniques such as DNS poisoning and TCP 
RST injection to block access to content—essentially launching 
“spoofing” attacks to interfere with otherwise legitimate 
communication. In mechanistic terms, government-controlled 
censorship systems arguably “attack” many more people 
than any other malicious actors. To this end, ICSI researchers 
study Internet censorship as practiced at scale, including its 

Internet Freedom
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Computer Security Applications Conference (ACSAC 
2013), New Orleans, Louisiana, December 2013

g. AnAnthAnArAyAnAn, A. ghodSi, S. Shenker, And i. 
StoiCA. Effective Straggler Mitigation: Attack of the 
Clones. Proceedings of the 10th USENIX Symposium 
on Networked Systems Design and Implementation 
(NSDI ’13), Lombard, Illinois, pp. 185-198, April 
2013

r. BeVerly And M. AllMAn. Findings and Implications 
from Data Mining the IMC Review Process. ACM 
SIGCOMM Computer Communication Review, Vol. 
3, No. 1, pp. 23-29, January 2013

t. CAllAhAn, M. AllMAn, And M. rABinoViCh. On Modern 
DNS Behavior and Properties. ACM SIGCOMM 
Computer Communication Review, Vol. 43, No. 3, 
pp. 8-15, July 2013

J. CZyZ, M. AllMAn, J. ZhAng, S. iekel-JohnSon, e. 
oSterweil, And M. BAiley. Measuring IPv6 Adoption. 
ICSI Technical Report TR-13-004, August 2013

S. fAyAZBAkhSh, y. lin, A. tootonChiAn, A. ghodSi, t. 
koponen, B. MAggS, kC ng, V. SekAr, And S. Shenker. Less 
Pain, Most of the Gain: Incrementally Deployable 
ICN. Proceedings of the Annual Conference of the 
ACM Special Interest Group on Data Communication 
(SIGCOMM 2013), pp. 147-158, Hong Kong, China, 
August 2013

A. ghodSi, M. ZAhAriA, S. Shenker, And i. StoiCA. Choosy: 
Max-Min Fair Sharing for Datacenter Jobs with 
Constraints. Proceedings of the 2013 EuroSys 
Conference, pp. 365-378, Prague, Czech Republic, 
April 2013

Publications

vulnerabilities. That is, our efforts seek to understand the 
workings of such systems when operationally deployed on 
very large networks, such as by nation-states, including the 
degree to which network users can leverage weaknesses in 
the functioning of the systems in order to directly evade the 
imposition of censorship. We also look for ways to assess the 
costs that censorship imposes, including inadvertent “collateral 
damage” (such as Pakistan’s blocking of YouTube leading to 
disruption of other Google services). Finally, we are exploring the 
development of a “theory of censorship” that seeks to capture 
and illuminate the fundamental interplay between network-
based censorship approaches versus the countermeasures that 
evaders might employ.

Another dimension of Internet freedom that we address concerns 
surveillance: in particular, the actors and technologies involved 

in government targeting of individual opponents. Repressive 
nation-states have long monitored telecommunications to 
keep tabs on political dissent. The Internet and online social 
networks, however, pose novel technical challenges to this 
practice, even as they open up new domains for surveillance. 
We analyze this problem space based in part on an extensive 
collection of suspicious files and links targeting activists, 
opposition members, and non-governmental organizations in 
the Middle East over the past several years. We have charac-
terized attack campaigns in Bahrain, Syria, and the United Arab 
Emirates, investigating both the conduct of such attacks and 
the underlying technology. Scans we have conducted for the 
“command-and-control” servers used for some of the spyware 
reveals a significantly broader scope, implicating to date 11 
additional countries governed by what are considered “authori-
tarian regimes.”

Internet Freedom, cont.
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o. gogA, h. lei, S. h. k. pArthASArAthi, g. friedlAnd, r. 
SoMMer, And r. teixeirA. Exploiting Innocuous Activity 
for Correlating Users Across Sites. Proceedings of 
the World Wide Web Conference (WWW), Rio de 
Janeiro, Brazil, May 2013

o. gogA, d. perito, h. lei, r. teixeirA, And r. SoMMer. 
Large-scale Correlation of Accounts Across Social 
Networks. ICSI Technical Report TR-13-002, 
Berkeley, California, April 2013

d. hAdZioSMAnoViC, r. SoMMer, e. ZAMBon, And p. hArtel. 
Through the Eye of the PLC: Towards Semantic 
Security Monitoring for Industrial Control Systems. 
ICSI Technical Report TR-13-003, Berkeley, 
California, August 2013

B. heller, C. SCott, n. MCkeown, S. Shenker, A. wUndSAM, 
h. Zeng, S. whitloCk, V. JeyAkUMAr, n. hAndigol, M. 
MCCAUley, k. ZArifiS, And p. kAZeMiAn. Leveraging SDN 
Layering to Systematically Troubleshoot Networks. 
Proceedings of ACM SIGCOMM Workshop on Hot 
Topics in Software Defined Networking (HotSDN 
'13), Hong Kong, China, August 2013

h. lei, J. Choi, And g. friedlAnd. Nowhere to Hide: 
Exploring User-Verification Across Flickr Accounts. 
Proceedings of the IEEE International Conference on 
Acoustics, Speech, and Signal Processing (ICASSP 
2013), Vancouver, Canada, May 2013

J. liU, A. pAndA, A. SinglA, B. godfrey, M. SChApirA, And 
S. Shenker. Ensuring Connectivity via Data Plane 
Mechanisms. Proceedings of the 10th USENIX 
Symposium on Networked Systems Design and 
Implementation (NSDI '13), pp. 113-126, Lombard, 
Illinois, April 2013

B. neChAeV, V. pAxSon, M. AllMAn, M. Bennett, And A. 
gUrtoV. Towards Methodical Calibration: A Case 
Study of Enterprise Switch Measurements. ICSI 
Technical Report TR-13-005, September 2013

k. oUSterhoUt, A. pAndA, J. roSen, S. VenkAtArAMAn, r. 
xin, S. rAtnASAMy, S. Shenker, And i. StoiCA. The Case for 
Tiny Tasks in Compute Clusters. Proceedings of the 
14th USENIX Workshop on Hot Topics in Operating 
Systems, pp. 1-6, Santa Ana Pueblo, New Mexico, 
May 2013

A. pAndA, C. SCott, A. ghodSi, t. koponen, And S. Shenker. 
CAP for Networks. Proceedings of ACM SIGCOMM 
Workshop on Hot Topics in Software Defined 
Networking (HotSDN '13), pp.91-96, Hong Kong, 
China, August 2013

V. pAxSon, M. ChriStodoreSCU, M. JAVed, J. rAo, r. 
SAiler, d. l. SChAleS, M. ph. StoeCklin, k. thoMAS, w. 
VeneMA, And n. weAVer. Practical Comprehensive 
Bounds on Surreptitious Communication over 
DNS. Proceedings of the 22nd USENIX Security 
Symposium, Washington, D.C., August 2013

C. SCott, A. wUndSAM, S. whitloCk, A. or, e. hUAng, 
k. ZArifiS, And S. Shenker. How Did We Get Into This 
Mess? Isolating Fault-Inducing Inputs to SDN 
Control Software. EECS Department, University 
of California, Berkeley, Technical Report UCB/
EECS-2013-8, February 2013

k. thoMAS, d. MCCoy, C. grier, A. kolCZ, And V. 
pAxSon. Trafficking Fraudulent Accounts: The Role 
of the Underground Market in Twitter Spam and 
Abuse. Proceedings of the 22nd USENIX Security 
Symposium, Washington, D.C., August 2013

n. VAllinA-rodrigUeZ, A. AUCinAS, M. AlMeidA, y. 
grUnenBerger, d. pApAgiAnnAki, And J. CrowCroft. 
RILAnalyzer: A Comprehensive 3G Monitor on Your 
Phone. Proceedings of the Internet Measurement 
Conference 2013 (IMC 2013), Barcelona, Spain, 
October 2013

S. whitloCk, C. SCott, And S. Shenker. Brief 
Announcement: Techniques for Programmatically 
Troubleshooting Distributed Systems. Proceedings 
of the ACM Symposium on Principles of Distributed 
Computing (PODC '13), pp. 1-3, Montréal, Québec, 
Canada, July 2013

r. xin, J. roSen, M. ZAhAriA, M. frAnklin, S. Shenker, 
And i. StoiCA. Shark: SQL and Rich Analytics at 
Scale. Proceedings of 2013 ACM SIGMOD/PODS 
Conference, New York, New York, pp. 13-24, June 
2013
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MLP feature generation & selection including convolutional 
nets + gabor filters

ICSI has collaborated with Microsoft researchers and ICSI 
external fellows Andreas Stolcke and Liz Shriberg on novel 
methods for extracting both verbal and nonverbal information 
from speech.

Under their direction, undergraduate researchers from UC 
Berkeley developed software tools for computing and visual-
izing prosodic features, as well as labeling speech data to enable 
machine learning algorithms to learn how to detect utterance 
boundaries, incomplete utterances, and other events that are 
significant for speech understanding. Of particular interest 
was the problem of addressee detection, so as to enable dialog 
systems to know when they are spoken to in the presence of 
other-directed speech.  Shriberg and Stolcke's approach to this 
problem models both what people say, as well as how they say 
it. ICSI graduate researcher Suman Ravuri helped develop new 
acoustic features for characterizing speaking style differences 
associated with talking to computers versus to humans.  Most 
recently, Suman also worked on neural network language 
models to better discriminate the lexical content of utterances 
for the addressee detection task.

Information Extraction from Speech

Speaker Recognition

Our speaker recognition effort was focused on investigating 
the utility of phonetic structure for improving accuracy and 
robustness. Phonetic units, broad phonetic classes (PBC), and 
di-PBCs were explored for traditional Universal Background 
Model-Gaussian Mixture Model (UBM-GMM) architecture, as 
well as state-of-the-art i-vector based systems, using both 
small and large NIST SRE corpora. Our investigation suggested 
that capturing phonetic structure can more readily lead to 
error rate improvements for traditional UBM-GMM systems.  
However, for the more accurate and statistically sophisticated 
i-vector systems, significantly more amounts of training data, 
which were partly generated with added artificial noise in our 
experiments, were needed for very small gains in performance.  
These observations suggest that the utility of phonetic structure 
for i-vector systems is questionable.

ICSI has collaborated with Microsoft researchers and ICSI 
external fellows Andreas Stolcke and Liz Shriberg on novel 
methods for extracting both verbal and nonverbal information 
from speech.

Under their direction, undergraduate researchers from UC 
Berkeley developed software tools for computing and visual-
izing prosodic features, as well as labeling speech data to enable 
machine learning algorithms to learn how to detect utterance 
boundaries, incomplete utterances, and other events that are 
significant for speech understanding. Of particular interest 
was the problem of addressee detection, so as to enable dialog 
systems to know when they are spoken to in the presence of 
other-directed speech.  Shriberg and Stolcke's approach to this 
problem models both what people say, as well as how they say 
it. ICSI graduate researcher Suman Ravuri helped develop new 
acoustic features for characterizing speaking style differences 
associated with talking to computers versus to humans.  Most 
recently, Suman also worked on neural network language 
models to better discriminate the lexical content of utterances 
for the addressee detection task.

Feature Development for Multiple Speech 
Tasks
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Major components of workflow for source separation project.

We have been focused on learning how to port our ASR and 
keyword search methods to a new language quickly, given 
limited resources and time. To this end, we built a complete 
ASR training and recognition system using HTK and Kaldi as 
the core recognition software toolkits, but also using many 
other modules, such as neural network training and evaluation. 
The system takes a standard IARPA language pack for any 
language, which includes audio, transcriptions, and a lexicon, 
and runs on it to produce or run a recognition system. In 2013 
we completed work on systems for five languages (Cantonese, 
Pashto, Tagalog, Turkish, and Vietnamese) and began work on 
five others (Assamese, Bengali, Haitian Creole, Lao, and Zulu).

Rapid Development and Porting of ASR  
Systems for New Languages

This one-year project's goal was to plan for the collection of a 
corpus of natural meetings (ones that would have taken place 
regardless of the corpus collection task), record them using 
the participants' own laptops and smartphones, and establish 
protocols for annotating the meeting (e.g., what was said, 

Resources for Research into Recognition of 
Noisy but Natural Speech

who said it, events, etc.). A key outcome of the project is that 
the traditional methods of collecting a meeting corpus have 
been eclipsed due to the popularity of sites such as YouTube. 
To analyze almost any human activity involving audio or video 
(including meetings), it is far more fruitful to search YouTube 
than to collect it. We ended up with a diverse set of 100 videos 
of meetings suitable for later transcription and use in training 
systems. The methods scale easily to vastly larger collections.

In the fall of 2013, we began a joint project with Dr. Edward Chang 
of UCSF that uses the analysis of electrocortigram (ECog) signals 
to drive the design of systems to separate voices in a mixed signal, 
such as what one would find in a crowded room (e.g., a cocktail 
party). Two key factors provide a unique opportunity for this work: 
the availability of neuroelectric responses measured directly from 
the surface of the human cortex with a 256-electrode array; 
and the partnership of personnel with strong experience in the 
two required areas (cortical neurophysiology and speech signal 
processing by machine). We are beginning to apply to these neural 
signals many of the methods we have developed over many years 
for the processing and classification of speech signals.

Source Separation via Brain-Inspired 
Algorithms
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ICSI has collaborated with Microsoft researchers and ICSI 
external fellows Andreas Stolcke and Liz Shriberg on novel 
methods for extracting both verbal and nonverbal information 
from speech.

Under their direction, undergraduate researchers from UC 
Berkeley developed software tools for computing and visual-
izing prosodic features, as well as labeling speech data to enable 
machine learning algorithms to learn how to detect utterance 
boundaries, incomplete utterances, and other events that are 
significant for speech understanding. Of particular interest 
was the problem of addressee detection, so as to enable dialog 
systems to know when they are spoken to in the presence of 
other-directed speech.  Shriberg and Stolcke's approach to this 
problem models both what people say, as well as how they say 
it. ICSI graduate researcher Suman Ravuri helped develop new 
acoustic features for characterizing speaking style differences 
associated with talking to computers versus to humans.  Most 
recently, Suman also worked on neural network language 
models to better discriminate the lexical content of utterances 
for the addressee detection task.

clean average acc. average corr.

slow 67.2 0.806

fast 70.3 0.833

Table 1: CVC accuracy and correlation with perceptual results for recognition using MFCC + Gabor-filtered 

Gammatone spectra, with temporal modulation frequencies between 9.9 and 25 Hz

clean average acc. average corr.

slow 63.3 0.807

fast 51.1 0.683

Table 2: CVC accuracy and correlation with perceptual results for recognition using MFCC + Gabor-
filtered Gammatone spectra, with temporal modulation frequencies between 0 and 6.2 Hz

Exploring the Utility of Modulation Models in 
Matching Perceptual Performance for Spoken 
Syllables

In 2013, we completed a project in which we quantitatively 
determined the ways in which  basic statistical model assump-
tions hurt automatic speech recognition (ASR) results, as well 
as the lack of front end invariance to environmental conditions. 
For the specific issue of the acoustic model, by exploiting 
the method of resampling, we constructed a series of pseudo 
datasets from near-field and far-field meeting room datasets. 
The most artificial of these satisfied the HMM model assump-
tions, while at the other extreme, the resampled data deviated 
from the model in the way real data did. Using these datasets 
we probed the standard HMM/GMM framework for automatic 
speech recognition. Our results showed that when the condi-
tions are matched (even if they are far-field), the model 
errors (i.e., errors due the incorrect assumption of conditional 
independence) dominate; however, in mismatched conditions, 
the standard ASR features computed from far-field data are 
neither invariant nor separable with near-field models, and 
contribute significantly to the total errors. This portion of the 
study led to methodologies that we can adapt to other problems 
in the future. 

We backed up our experimental studies with community 
surveys to determine others’ experiences with the shortcomings 
in the state of the art. Our interviewees believed that they were 
working with an emerging technology. In fact, there was a note 
of cynicism from many as they felt that the core recognition 
models were so old, that the technology had been an emerging 
technology for 30 years. It was described as immature in essen-
tially all of the technical aspects of recognition. While there was 
minor dissatisfaction with recognition performance per se, the 
major complaint was that the speech recognition systems that 
are deployed today are not robust to conditions other than the 
training conditions. They degrade rapidly and not gracefully in 
noise, for novel speakers, in far-field or other unusual acoustic 
conditions, in accented speech, and for speech in which other 
signals or noises share the acoustic channel. 

Our respondents identified essentially every element of the 
current ASR technology as the focus of experiments to attempt 
to improve the technology. Failures were abundant, and perfor-
mance continues to lag that of people in similar situations.

Methods to Determine Specific Weaknesses 
in ASR Systems
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S.-y. ChAng And n. MorgAn. Informative Spectro-Temporal Bottleneck 
Features for Noise-Robust Speech Recognition. Proceedings of the 14th 
Annual Conference of the International Speech Communication Association 
(Interspeech 2013), Lyon, France, August 2013

S.-y. ChAng, B. Meyer, And n. MorgAn. Spectro-Temporal Features for Robust 
Speech Recognition Using Power-Law Nonlinearity and Power-Bias 
Subtraction. Proceedings of the IEEE International Conference on Acoustics, 
Speech, and Signal Processing (ICASSP 2013), Vancouver, Canada, May 2013

M. grACiArenA, A. AlwAn, d. elliS, h. frAnCo, l. ferrer, J. h. l. hAnSen, A. JAnin, 
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International Speech Communication Association (Interspeech 2013), Lyon, 
France, August 2013

M. knox, n. MirghAfori, And g. friedlAnd. Exploring Methods of Improving Speaker 
Accuracy for Speaker Diarization. Proceedings of the 14th Annual Conference 
of the International Speech Communication Association (Interspeech 2013), 
Lyon, France, August 2013

S. h. k. pArthASArAthi, S.-y. ChAng, J. Cohen, n. MorgAn, And S. wegMAnn. The 
Blame Game in Meeting Room ASR: An Analysis of Feature versus Model Errors 
in Noisy and Mismatched Conditions. Proceedings of the IEEE International 
Conference on Acoustics, Speech, and Signal Processing (ICASSP 2013), 
Vancouver, Canada, May 2013

x. liU, J. l. hieronyMUS, M. J. f. gAleS, And p. C. woodlAnd. Syllable Models 
for Mandarin Speech Recognition: Exploiting Character Language Models. 
Journal of the Acoustical Society of America, Vol. 133, No. 1, pp. 519-528, 
January 2013

n. MorgAn, J. Cohen, S. h. k. pArthASArAthi, S.-y. ChAng, And S. wegMAnn. Final 
Report: OUCH Project (Outing Unfortunate Characteristics of HMMs). ICSI 
Technical Report TR-13-006, September 2013

e. ShriBerg, A. StolCke, And S. rAVUri. Addressee Detection for Dialog Systems 
Using Temporal and Spectral Dimensions of Speaking Style. Proceedings of 
the 14th Annual Conference of the International Speech Communication 
Association (Interspeech 2013), Lyon, France, August 2013

t. J. tSAi And A. JAnin. Confidence-Based Scoring: A Useful Diagnostic Tool 
for Detection Tasks. Proceedings of the 14th Annual Conference of the 
International Speech Communication Association (Interspeech 2013), Lyon, 
France, August 2013
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Proceedings of the IEEE International Conference on Acoustics, Speech, and 
Signal Processing (ICASSP 2013), Vancouver, Canada, May 2013
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Recognition. Proceedings of the 14th Annual Conference of the International 
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2013

S. wegMAnn, A. fAriA, A. JAnin, k. riedhAMMer, And n. MorgAn. The Tao of ATWV: 
Probing the Mysteries of Keyword Search Performance. Proceedings of the 
Automatic Speech Recognition and Understanding Workshop (ASRU 2013), 
Olomouc, Czech Republic, December 2013

Publications

Our industry poll suggests that a critical issue with the current 
speech technology is that it is not robust to variability that is 
transparent to human listeners. That is, our artificial systems 
degrade much more quickly than human listeners for acoustic 
situations unlike those in the training material, accents or 
non-standard use of grammatical constructions, noise or rever-
beration, and all types of interfering signals. One other common 
thread is that performance of current systems is difficult to 
predict for any particular acoustic signal.

Methods to Determine Specific Weaknesses 
in ASR Systems, cont.
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The goal of IARPA’s Metaphor Program is to build a system 
that extracts linguistic manifestations of metaphor (words and 
phrases that are based on metaphor) from text and interprets 
them automatically in four languages. Researchers in ICSI’s 
MetaNet project are doing this by building a multi-lingual 
metaphor repository that represents the network of conceptual 
metaphors and includes links to linguistic realizations. Users 
will be able to browse, navigate, annotate, and modify the 
repository, which will also provide programmatic access for 
metaphor extraction, analysis, and inference. The work is being 
done in American English, Iranian Persian, Russian as spoken in 
Russia, and Mexican Spanish. 

The MetaNet project spans five institutions (ICSI, UC Berkeley, 
University of Southern California, UC San Diego, UC Merced) and 
five disciplines (computer science, cognitive science, linguistics, 
psychology, and neuroscience) and currently has more than 35 
students, postdocs, researchers, and faculty. 

MetaNet relies on the long and productive history within the 
AI Group of combining computational modeling with cognitive 
linguistic theories of metaphor. Over the last two decades, 
researchers from the Neural Theory of Language (NTL) project, 
including Professors Jerry Feldman, George Lakoff,  and Srini 
Narayanan, and several students, have combined biologically 
based computational models with cognitive linguistic analyses 
and experimental techniques (both behavioral and imaging) to 
demonstrate the ubiquity of metaphor, its connection to funda-
mental cognitive processes, and its use in everyday reasoning 
and in specialized discourse.

In 2013, the second year of the MetaNet project, the ICSI team 
made significant improvements over the existing baseline 
system (see the 2012 report) for extracting metaphors and 
designed and implemented the first system capable of mapping 
linguistic mentions of metaphors to deeper conceptual frames 

and metaphoric relations. Prof. Lera Boroditsky has moved from 
Stanford to UC San Diego, but remains active in MetaNet. 

The team developed new systems that were able to extract 
metaphors automatically from large textual corpora in multiple 
languages with high precision (>.7). These augmented previ-
ously reported semi-supervised machine learning-based natural 
language processing systems. One major extension was to design, 
implement, and test a hierarchical factorized graph clustering 
algorithm that uses an unsupervised framework in place of the 
semi-supervised approach, which requires good example seeds 
(described in the 2012 report). The new algorithm was evaluated 
with English data from the Metaphor program and the perfor-
mance is comparable to the semi-supervised approach. Results 
were reported in a paper by MetaNet researcher Dr. Ekaterina 
Shutova at NAACL 2013 (ref.). In addition, the team built a 
construction-based system for semantic analysis of metaphoric 
text that boosted both recall and precision of the overall system. 
The IARPA evaluations were conducted in June and November, 
and the system performed better than the target accuracy of 
.7. We are still awaiting the overall official results from IARPA, 
but our internal evaluations suggest an f-score of around .8 for 
metaphor recognition. 

The second year also witnessed a threefold increase in the fully 
functional repository with a hierarchical relational network of 
conceptual metaphors that now includes conceptual mappings 
and their associated frames, metaphors, role bindings, and 
relations. The conceptual metaphors span basic embodied 
metaphors that are hypothesized to be cross-linguistic as well 
as language- and culture-specific mappings related to the 
IARPA-established target domains of Governance, in the first 
year, and Economic Inequality, in the second year. The repos-
itory is available in a variety of formats, including an RDF/OWL 
triple store and in MySQL. The team also developed a seamless 
interface for editing and annotation based on extensions to the 

MetaNet: A Multilingual Metaphor Extraction, Representation, and Reasoning System
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Semantic MediaWiki. The repository is programmatically acces-
sible through a JAVA API. The team built a visualization tool that 
can be used as a standalone JAVA application or as a plugin to 
Protégé, a standard open source ontology editing tool. Results 
were reported in several papers at the International Cognitive 
Linguistics Conference. In addition, the team built a new 
construction-based system that maps the extracted metaphor 
to source and target frames and mappings in the repository. 
This is the first connection between the distributional (using 
statistical NLP techniques) and conceptual (from cognitive 
linguistic theory) semantics. Initial results are encouraging, and 
extending this work will be a central focus of the coming years 
of the project.

There were also significant advances in the analysis of the 
affective and inferential effects of metaphoric language. The 
strong connection between metaphor and bodily experience 
has implications for political and social discourse. ICSI, 
Professor Lisa-Aziz-Zadeh’s group at the University of Southern 
California, and Professor Ben Bergen’s group at UC San Diego 

continued to collaborate closely to analyze the first year’s 
results. The team also conducted a new MRI imaging study on 
the ability of metaphoric discourse on governance to evoke 
strong emotional reactions such as fear and disgust. The results 
of the first experiment were positive, and the initial report was 
presented at the Society for Neuroscience Conference in 2013. 
Initial results on the 2013 experiments are also encouraging, 
and if the analysis holds up, it should result in major publi-
cations in the coming years on the role of metaphoric affect 
in decision-making. A Stanford team led by Professor Lera 
Boroditsky, working with students and postdoc Paul Thibodeau, 
continued to show how different metaphors can lead people to 
completely different attitudes and decisions concerning major 
policy issues like crime. The initial work was reported in PLoS 
One in 2012. This work is being continued at UC San Diego.

The MetaNet project is supported by the Intelligence 
Advanced Research Projects Activity (IARPA) via Department 
of Defense US Army Research Laboratory contract number 
W911NF-12-C-0022. 

FrameNet

The FrameNet project is building a knowledge base of core 
English vocabulary based on the principles of frame semantics 
derived from the work of Professor Charles J. Fillmore. This 
lexical knowledge base is supported by more than 190,000 
manually annotated examples from corpora of contemporary 
English. Similar projects are underway for more than eight 
other languages, and researchers around the world are using 
the freely available FrameNet data for a variety of natural 
language processing tasks. The FrameNet team is collaborating 
with the MetaNet team to define frames and frame elements 

that can be used as source domains for metaphorical mappings. 
The connection between frames and metaphors was further 
explored in a workshop organized by FrameNet group member 
Miriam Petruck that was held at the International Cognitive 
Linguistics Conference in 2013, with presentations from 
researchers at ICSI and on FrameNets in other languages.

In 2013, FrameNet continued its collaboration with Decisive 
Analytics Corporation, a defense contractor in the Washington 
D.C. area. DAC builds systems for analyzing texts about military 

AI
MetaNet, cont.

continued on next page
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operations, and the FrameNet group has been creating new 
semantic frames and lexical units for these domains. This 
collaboration has been funded by a series of SBIR grants to 
DAC, with FrameNet as a subcontractor. Two such contracts are 
currently in progress. One is aimed at analyzing video images 
paired with texts describing the images and representing the 
meaning of both using FrameNet semantic frames; success at 
this task will make it easier to find video and text reports that 
derive from the same event and, ultimately, to produce textual 
descriptions automatically from video images.  The other 
current FrameNet-DAC collaboration is building an event model 
for disasters, such as wildfires, floods, and earthquakes, using a 
combination of X-nets (Narayanan 1999) and Frame Semantic 
analysis of texts about these events.  The X-nets will represent 
prior knowledge about the various ways in which disasters can 
unfold, and the information derived from analysis of texts will 
parameterize the X-net models to represent specific situations, 
thus enabling reasoning about possible outcomes and decisions 
about the appropriate response. 

On April 3, Dr. Baker gave an invited talk at Google in Mountain 
View, California to members of the Knowledge Group and 
some interested parties, outlining the state of FrameNet and 
various ways that it might be of interest to people at Google.  
The talk was arranged by members of the Knowledge  Group at 
Google, including former ICSI doctoral student Nancy Chang, 
Praveen Paritosh, Eric Altendorf, Colin Evans, and the creator of 
the SEMAFOR automatic role labeling software, Dipanjan Das.  
The rest of the day was spent in meetings with various ICSI 
staff members answering specific questions about aspects of 
FrameNet.

On August 8, Dr. Baker received a Google Research Award, 
“Scaling Up FrameNet for NLP,” that will be used to develop 
more efficient ways of training FrameNet staff and to test 
crowdsourcing approaches to collecting some parts of the 

FrameNet data.  Several Google staff members have been 
actively working with Dr. Baker on these goals.

There were two conferences on FrameNet in Berkeley during 
2013.  The first was planned and financed by the Swedish 
FrameNet team, seven of whom traveled to Berkeley to meet 
with the FrameNet staff and held a one-day conference on 
cross-linguistic aspects of frame semantics.  Researchers from 
FrameNet Brasil, Japanese FrameNet, and other institutions 
presented papers and other attendees included Charles Fillmore, 
the founder of FrameNet.

The second meeting took place in September; FrameNet 
team members Collin Baker and Miriam Petruck organized a 
week-long workshop on FrameNet, with funding from NSF 
and support from Google. In addition to an extended tutorial 
by FrameNet staff, invited speakers discussed the practical 
use of FrameNet for text understanding, training automatic 
semantic role labelers on FrameNet data, and using FrameNet 
to improve sentiment analysis. The workshop was also the 
occasion for introducing the new FrameNet API, a Python 
library distributed with the Natural Language Toolkit.  Roughly 
20 attendees participated, from industry (including Google and 
DAC), academia, and government; the largest group were from 
the Bay Area, but some came from as far away as Europe and 
Japan.  

In addition to these meetings, FrameNet had two international 
visitors in 2013. Alexander Ziem of the University of Düsseldorf, 
visited FrameNet on a one-year DAAD-funded postdoctoral 
fellowship.  Dr. Ziem is studying the frame semantic annotation 
of dialog in German, beginning with a transcript of a broadcast 
of a panel discussing German politics.  The second visitor was 
a staff member of FrameNet Brasil, Eli Matos, who came for 
the Swedish FrameNet meeting in April and stayed at ICSI for 
a week to learn more about the structure of the FrameNet 
database as part of his dissertation research.  

FrameNet, cont.
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Funded by the Templeton Foundation and by the Office of 
Naval Research, a group led by Professors Jerry Feldman and 
Srini Narayanan continued work on building systems capable 
of natural language interaction with computers. The project 
currently employs a professional linguist, two students, one 
software engineer, and a postdoctoral fellow funded by the 
DAAD through ICSI’s German visiting agreement. In 2013, the 
group had the following accomplishments.

1. Further development of expressive language analysis 
(embodied construction grammar) and inference (coordinated 
probabilistic relational models) framework combining cognitive 
linguistics, construction grammar, first order probabilistic 
inference, and coordinated (concurrent and discrete/continuous 
state) event and process models.  Refinement and improvement 
of our X-net simulator (joint work with UC Irvine)

2. Extensive development of our Embodied Construction 
Grammar, Analyzer and Workbench. The group designed and 
implemented a major improvement to the ECG English grammar, 
making it cleaner and more general. We also produced new 
documentation and a simple starter grammar for additional 
applications. This has already been used by UC Berkeley students 
and outside groups, including a new effort in Spanish.

3. System design for a general platform for linking and 
ECG-based deep semantic analyzer to any of a wide range of 
applications. A published paper describing this system also 
included a novel semantics-based module for word sense 
disambiguation, a key problem in NLU.

4. First natural language analysis algorithm for deep 
semantic analysis and inference

a. Event frames
b. Scales and polarity
c. Causatives and counterfactuals
d. Linguistic aspect
e. Figurative language (partly funded by the IARPA Metaphor 

Program)

5. Demonstration of language analysis and inference in 
various domains including game playing, metaphor analysis,  
and  robot action synthesis with natural language instruction 
(joint work with Bielefeld University).

We made considerable progress in making the group’s work 
available to other research projects. There were extended 
collaboration visits from Andrew Gargett (University of 
Birmingham) and Steven Doubleday (UC Irvine).  The systems 
based on these efforts are continuing into 2014 and are having 
beneficial effects on ICSI projects. Elisabeth Wehling was 
awarded a DAAD post-doctoral fellowship and will join ICSI in 
2014.

We continued our research for the John Templeton Foundation, 
which in 2010 awarded us a competitive grant to explore the basic 
assumptions of artificial intelligence (AI) and cognitive science. 
Based on our long-standing effort in embodied semantics, 
we were able to formulate a sharp and precise definition of 
“actionability,” the expected utility of an action, and produced 
arguments that this is much better than the traditional notion 
of “truth” as the core concept for cognitive science. This led to 
the organization of a successful interdisciplinary Actionability 
Workshop, also sponsored by the Templeton Foundation, in 
April 2013. This effort is partially supported by the Office of 
Naval Research and is continuing into 2014.

Meaningful Natural Language-Based Human-Computer Interaction

Actionability Conference, April 2013. Credit: Blanca Gordo.

AI



Building on previous work on the Berkeley Foundation for 
Information Technology (BFOIT) and the Hesperian Global 
Primary Health Guides efforts (previously reported on), the 
group completed a research evaluation project that asks a 
public policy relevant question: “What is the best way to 
provide underserved populations with the necessary knowledge 
to use computers and the Internet in a way that is valuable and 
beneficial for them?

In 2013, a team led by Dr. Blanca Gordo finished a compre-
hensive evaluation report with detailed appendixes (807 
pages), “California Connects: Improving Digital Opportunities 
in Underserved California Communities” for the Foundation for 
California Community Colleges (FCCC). California Connects (CC) 
is one of 44 Sustainable Broadband Adoption Programs (SBA) 
funded by the Recovery Act of 2009 (ARRA) administered by the 
U.S. Department of Commerce’s National Telecommunications 
and Information Administration (NTIA). The evaluation was 
selected for review by the BTOP External Evaluation team for 
Congress and will be registered at the NTIA. 

The underserved are defined as those who do not understand 
how to use the Internet and do not possess the necessary 
technology devices and broadband subscription to do so. 
Using quantitative and qualitative data, the report presents 
a framework for understanding the deeper institutional-level 
challenges that direct service providers must overcome to 
spur productive use of the Internet for the civic participation 
and development of the disadvantaged. Detailed and reliable 
county-by-county data about rates of broadband subscription 
and computer ownership are not available for California. To fill 
in the gaps in the actual Current Population Survey by the U.S. 
Census, the report gives tables and GIS maps of the demographic 
makeup of California by county, according to data from the U.S. 
Census American Community Survey (ACS; 2007-2011 5-year 
cumulative estimates). The report also provides estimates of the 
likely rates of broadband subscription and computer ownership 
(connectedness) in those counties by combining statistical infor-
mation about rates of connectedness for different demographic 

groups with the demographic information about each county. 
While broadband subscription is not an indicator of benefit or 
returns on investment from broadband, the lack of broadband 
connection is a strong indicator of digital destitution.

As the ability to use the Internet becomes more crucial in 
daily life, those who are excluded find themselves in a state 
of deprivation from the productive functions of society based 
on technology. This is called digital destitution, a dynamic 
social and institutional process of alienation resulting in social 
and economic disadvantages. Without having computers and 
knowing how to interact with institutions and people via the 
Internet, the underserved and disadvantaged pay more to do 
less. Indicators of benefit (and loss) from online activity are tied 
to the ways technology facilitates functioning in everyday life. 
A particularly important indicator is what individuals are able 
to do in society via the Internet. Without digital functionality, 
the already disadvantaged will experience a negative multiplier 
effect on their already poor living conditions, reducing the 
potential for upward mobility. 

The structure and effectiveness of CC was examined in the 
context of California’s social situation and needs of the target 
population. California Connects shows that crucial to reaching 
and engaging underserved and disadvantaged populations are 
community-level strategies that support community members 
during the learning process, are sensitive to their schedules, 
and flexible in their training approach based on the particular 
learning interest, literacy base, and language of the trainees. 
Small improvements in digital functionality have big benefits 
for new learners.

The conclusion is that the key to preparing and supporting the 
disadvantaged in the process of broadband adoption lies in the 
transfer of knowledge. There is still much to learn about the 
ways in which the disconnected, especially the low income and 
those with low literacy, receive and process information offline 
and online. Even less understood are strategic and effective ways 
to introduce and relate the meaning of complex technology 

AI
Digital Functioning in Underserved Populations
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g. de Melo And g. weikUM. Taxonomic Data Integration 
from Multilingual Wikipedia Editions. Knowledge 
and Information Systems, pp. 1-39, January 2013

g. de Melo And M. BAnSAl. Good, Great, Excellent: 
Global Inference of Lexical Intensities. Transactions 
of the Association for Computational Linguistics, ed. 
L. Lee, pp. 279-290. Also presented at the Annual 
Meeting of the Association for Computational 
Linguistics (ACL 2013), Sofia, Bulgaria, August 
2013, July 2013

g. de Melo And k. hoSe. Tutorial: Searching the Web 
of Data. Presented at the European Conference on 
Information Retrieval (ECIR 2013), Moscow, Russia, 
March 2013

J. feldMAn. The Neural Binding Problem(s). Cognitive 
Neurodynamics, Vol. 7, Issue 1, pp. 1-11, February 
2013

J. MAkin And S. nArAyAnAn. A Hybrid-System Model 
of the Coagulation Cascade. Proceedings of the 5th 
International Conference on Bioinformatics and 
Computational Biology (BICoB2013), pp. 206-212, 
Honolulu, Hawaii, March 2013

S. nArAyAnAn. A Cognitive Model of Scales. 
Proceedings of the 12th International Cognitive 
Linguistics Conference (ICLC-12), Edmonton, 
Canada, June 2013

S. nArAyAnAn. MetaNet: A Multilingual Metaphor 
Repository. Proceedings of the 12th International 
Cognitive Linguistics Conference (ICLC-12), 
Edmonton, Canada, June 2013

M. r. l. petrUCk. Ambitions for FrameNet. Veredas, 
Vol. 17, No. 1, pp. 5-10, 2013

M. r. l. petrUCk. Advances in Frame Semantics. 
In Advances in Frame Semantics, M. Fried and 
K. Nikiforidou, eds., pp. 1-12, John Benjamins 
Publishing Co., 2013. Also appeared in Advances 
in Frame Semantics. Constructions and Frames, 
Special Issue on Advances in Frame Semantics, Vol. 
3, Issue 1, pp. 1-8, August 2011

M. SChilling And S. nArAyAnAn. Communicating with 
Executable Action Representations. Proceedings of 
the AAAI Spring Symposium (Designing Intelligent 
Robots), Stanford University, California, March 
2013

r. SCholZ And A. ZieM. Lexikometrie Meets FrameNet. 
In Sprachliche Konstruktionen von Krisen: 
Interdisziplinäre Perspektiven auf ein fortwährend 
aktuelles Phänomen, M. Wengeler and A. Ziem, eds., 
pp. 155-184, Hempen, 2013

t. t. torrent And M. ellSworth. Behind the Labels: 
Criteria for Defining Analytical Categories in 
FrameNet Brazil. Veredas, Vol. 17, No. 1, pp. 44-65, 
2013

A. ZieM. Von der Kasusgrammatik zum FrameNet: 
Frames, Konstruktionen und die Idee eines 
Konstruktikons. To appear in Grammatik als Inventar 
von Konstruktionen? Sprachwissen im Fokus in der 
Konstruktionsgrammatik, A. Ziem and A. Lasch, eds., 
de Gruyter, 2013

A. ZieM, h. C. BoAS, And J. rUppenhofer. Semantische 
Frames und grammatische Konstruktionen für die 
Textanalyse. In Syntaxtheorien. Vergleichende 
Analysen, J. Hagemann and S. Staffeldt, eds., 
Stauffenburg, 2013

A. ZieM. Beyond the Sentence: Towards a Cognitive-
Linguistic Approach to Textual Reference. In 
Yearbook of the Cognitive Linguistic Association, 
Mouton de Gruyter, pp. 39-58, 2013

functions to the digitally destitute population. Understanding 
of how the disconnected conceptualize technology and process 
information would be useful to structure learning systems for 
training new entrants, since such concepts structure what 
people perceive, how they perceive others, and how they move 
through the world. The final results will be made public via the 
digitalequality.net web site

The cross-disciplinary conceptual framework developed and 
applied results from recent cognitive science research on 
framing and metaphor within the ICSI AI Group along with 
other results in social science that illustrate the interrelation 
of technology, innovations, and society.

Publications

AI
Digital Functioning in Underserved Populations, cont.



Most successful object classification and detection methods 
rely on classifiers trained on large labeled datasets. For domains 
with limited labels, however, simply borrowing labeled data from 
existing datasets can hurt performance, a phenomenon known 
as “dataset bias.” We proposed a general framework for adapting 
classifiers from “borrowed” data to the target domain using 
a combination of available labeled and unlabeled examples. 
We showed that imposing smoothness constraints on the 
classifier scores over the unlabeled data can lead to improved 
adaptation results. Such constraints are often available in the 
form of instance correspondences, e.g., when the same object 
or individual is observed simultaneously from multiple views 
or tracked between video frames. In these cases, the object 
labels are unknown but can be constrained to be the same or 
similar. We proposed techniques that built on existing domain 
adaptation methods by explicitly modeling these relationships, 
and demonstrate empirically that they improved recognition 
accuracy in two scenarios: multi-category image classification 
and object detection in video.

Although object recognition has made significant advances 
in recent years, algorithm over-fitting continues to degrade 

performance when training and test data are mismatched. 
Domain adaptation offers both supervised and unsupervised 
solutions to the data mismatch problem by adapting a trained 
classifier to the target (test) data. The classic domain adaptation 
paradigm considers the world of images to be separated into 
discrete domains where adaptation can be learned between any 
pair of domains. This definition of domain adaptation is particu-
larly applicable to the discretized settings of natural language 
processing and speech recognition; in vision, however, our input 
space cannot be naturally separated into discrete domains. A 
more realistic view of the visual world is to realize that images 
are drawn from a continuous manifold of domains. Recent 
work has introduced the idea of placing discrete domains onto 
a manifold. We extended the notion of domains as points on a 
manifold to consider each image as potentially being drawn from 
a different domain and hence a different point on the manifold. 
We used a rank constraint on the manifold subspaces to restrict 
the possible space and used class and instance constraints to 
provide smoothness (locality) constraints on the subspace 
positions. Using our algorithm, we were able to learn a domain 
manifold that provides a domain invariant representation, which 
is used for classification of a test point. 

VISION
Domain Adaptation

Together with collaborators from Professor Dawn Song’s group 
at UC Berkeley, we investigated new models for cybersecurity 
that draw on models for human and machine perception.  We 
revisited user interface (UI) security attacks (such as click-
jacking) from a perceptual perspective, developed an innovative 
defense, and identified novel attacks. We developed a computer 
vision-based defense against common clickjacking attacks on 
a perceptual level.  Our system is open source and ensures 
contextual integrity by analyzing OS screenshots, cursor 
movements, and clicking actions. Our perceptual view of UI 
security attacks also helps identify new attacks on UI security.  
We developed five attacks that bypass current defenses. Our 
attacks were powerful, with a 100% success rate in some cases.  
However, they only scratch the surface of possible perceptual 
attacks on UI integrity, and we posit that a number of attacks 
are possible with a comprehensive study of human perception. 
Due to the complex nature of human perception, defending 

against such attacks is challenging and requires further research 
that takes user perception and new computer vision techniques 
into account.  

In further work, we investigated visual phishing defenses. 
Phishing attacks are an increasingly pervasive threat to the 
privacy and security of web users. Such attacks commonly rely 
on fooling victims into perceiving an attacker-controlled web 
page as content from a legitimate source.  Existing automated 
phishing detection systems will fail to detect phishing pages 
that have high visual similarity to the source pages. We showed 
how computer vision can be used to detect exact copies or 
modified versions of logos and other trademarks of popular, 
high-value phishing targets.  Some of our vision-based phishing 
detection methods are suitable for use in a local browser 
extension, in addition to the possibility of enhancing existing 
cloud blacklists. 

Perceptual Security



International Computer Science Institute - Annual Report 2013 67International Computer Science Institute - Annual Report 2013 67

TECHNICAL CONTENT

Representation Learning

Our group has focused on core visual representation learning 
problems, including efficient learning of “deep” models, sharing 
sparse part descriptors, fine-scale segmentation models, and 
time-optimized recognition.  Linear Support Vector Machines 
(SVMs) have become very popular in vision as part of state-
of-the-art object recognition and other classification tasks but 
require high-dimensional feature spaces for good performance. 
Deep learning methods can find more compact representa-
tions but current methods employ multilayer perceptrons that 
require solving a difficult, non-convex optimization problem. 
We propose a deep non-linear classifier whose layers are 
SVMs and which incorporates random projection as its core 
stacking element. Our method learns layers of linear SVMs 
recursively, transforming the original data manifold through a 
random projection of the weak prediction computed from each 
layer. Our method scales as linear SVMs, does not rely on any 
kernel computations or non-convex optimization, and can be 
better generalized than kernel-based SVMs. This is especially 
true when the number of training samples is smaller than the 
dimensionality of data, a common scenario in many real-world 
applications. The use of random projections is key to our 
method, which consistently performed better than previous — 
often more complicated —methods on several vision and speech 
benchmarks. 

Shared representations are highly appealing due to their 
potential for gains in computational and statistical efficiency.  
Compressing a shared representation leads to greater computa-
tional savings, but at the same time can severely decrease perfor-
mance on a target task. Recently, sparselets were introduced as 
a new shared intermediate representation for multiclass object 
detection with deformable part models, showing significant 
speedup factors, but with a large decrease in task performance.  
We described a new training framework that learns which 
sparselets to activate in order to optimize a discriminative 
objective, leading to larger speedup factors with no decrease in 
task performance.  We first reformulated sparselets in a general 
structured output prediction framework, then analyzed when 
sparselets lead to computational efficiency gains, and lastly 
showed experimental results on object detection and image 
classification tasks.  Our experimental results demonstrated 
that discriminative activation substantially outperformed the 

previous reconstructive approach, which, together with our 
structured output prediction formulation, make sparselets 
broadly applicable and significantly more effective. 

Many object categories have rich fine-grained image struc-
tures, yet contemporary methods to discover categories from 
weakly labeled image sets have great difficulty segmenting 
such structures.  While several methods offer precise segmen-
tation of individual images, methods that learn an object 
model from several images have heretofore been insensitive to 
fine structures in an image, limiting the applicability of those 
methods. We have recently introduced a new method, which 
we call communal cuts, that provides a scalable, distributed, 
and integrable method for fine-grained co-segmentation of 
images. This method introduces higher-order coupling between 
pixel labels not only via joint foreground clustering, but also by 
explicitly coupling segmentation boundaries across images. This 
method is theoretically well motivated and empirically outper-
forms state-of-the-art methods. In addition, we introduced a 
new dataset for co-segmentation whose labelings are more 
detailed than those of existing ones, enabling benchmarking 
and learning for high-quality segmentation methods. 

In a large visual multi-class detection framework, the timeliness 
of results can be crucial. Our method for timely multi-class 
detection aims to give the best possible performance at any 
single point after a start time; it is terminated at a deadline 
time. Toward this goal, we formulated a dynamic, closed-loop 
policy that infers the contents of the image in order to decide 
which detector to deploy next. In contrast to previous work, 
our method significantly diverges from the predominant greedy 
strategies and can learn to take actions with deferred values. 
We evaluated our method with a novel timeliness measure, 
computed as the area under an Average Precision (AP) vs. Time 
curve. We conducted experiments on the PASCAL VOC object 
detection dataset. If execution is stopped when only half the 
detectors have been run, our method achieved 66% better AP 
than a random ordering, and 14% better performance than an 
intelligent baseline. On the timeliness measure, our method 
achieved at least 11% better performance. Our method is easily 
extensible, as it treats detectors and classifiers as black boxes 
and learns from execution traces using reinforcement learning.

VISION



VISION

To perform useful tasks in everyday human environments, 
robots must be able to both understand and communicate the 
sensations they experience during haptic interactions with 
objects. Toward this goal, we augmented the Willow Garage 
PR2 robot with a pair of SynTouch BioTac sensors to capture 
rich tactile signals during the execution of four exploratory 
procedures on 60 household objects. In a parallel experiment, 
human subjects blindly touched the same objects and selected 
binary haptic adjectives from a predetermined set of 25 labels. 
We developed several machine learning algorithms to discover 
the meaning of each adjective from the robot’s sensory 
data. The most successful algorithms were those that intel-
ligently combine static and dynamic components of the data 
recorded during all four exploratory procedures. The best of 
our approaches produced an average adjective classification 
F1 score of 0.77, a score higher than that of an average 
human subject. We are extending this work to perform visual 
assessment of haptic properties, using a joint visuo-haptic 
database.

We are developing a grasp affordance approach that combines 
image-based category-level detection methods with 3D point 
cloud data. Purely 3D data-based grasp methods have been 
widely used for robotics tasks, but most 3D grasp approaches 
lack the ability to grasp an object at a certain part, e.g., a cup 
on a handle only and not from inside. They are also hard to 
apply to flat objects on a table plane. Methods based only on 
images, such as the deformable parts model, showed promising 
results for object classification and pose estimation but are 
often too inaccurate to be applied to real-world objects. 
Using a combination of both 3D data with a 2D grasp point 

estimation pipeline enables robots to grasp flat objects, to 
grasp certain parts of a 3D point cloud, and to generalize over 
object instances. We performed experiments using a set of 
household objects and will compare our combined method to 
a 2D and 3D base line approach. A testbed within our experi-
ments served a PR2 robot from Willow Garage, equipped with 
arms, grippers, and 2D and 3D sensors.

Further, we have investigated grounding of spatial relations 
for human-robot interaction. Robots must be equipped with 
natural language understanding technology in order to interact 
naturally with humans. In order to understand language, a 
robot needs to create the appropriate grounding between 
symbols in a sentence and the physical world as perceived by 
its sensors. Previous works highlight the relevance of spatial 
relations in human-robot interactions and the idea that models 
learned automatically can lead to better performance, greater 
flexibility, and adaptation capability. Based on this, we have 
developed a system that learns models for spatial prepositions 
and object recognition in order to understand statements that 
refer to objects (nouns) and their spatial relationship (prepo-
sitions), and to execute different commands (verbs) upon 
request.  The proposed method is inherently compositional, 
and allows the robot to understand statements such as “Move 
the cup close to the robot to the area in front of the plate and 
behind the tea box.” To test the feasibility of our proposed 
method, it has been deployed and tested on a PR2 robot. In 
this setting, the robot is capable of interpreting sentences 
that include references to objects, solving complex spatial 
queries, and showing the results of grounding by executing 
the appropriate action. 

Robotic Vision
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VISION
Fine-Grained Recognition

Recognizing objects in fine-grained domains can be extremely 
challenging due to the subtle differences between subcat-
egories.  Discriminative markings are not only subtle but 
often highly localized, with which traditional object recog-
nition approaches struggle when dealing with the large pose 
variation often present in these domains.

The ability to normalize pose based on super-category landmarks 
can significantly improve models of individual categories when 
training data is limited. Previous methods have considered 
the use of volumetric or morphable models for faces and for 
certain classes of articulated objects. We considered methods 
that impose fewer representational assumptions on categories 
of interest, and exploited contemporary detection schemes 
that consider the ensemble of responses of detectors trained 
for specific pose-keypoint configurations. We developed 
representations for poselet-based pose normalization using 
both explicit warping and implicit pooling as mechanisms. 
Our method defines a pose-normalized similarity or kernel 

function that is suitable for nearest-neighbor or kernel-based 
learning methods. This work was at CVPR 2012; recently, we 
considered how to extend this method to rely on faster, more 
robust pose detectors.

Pose-normalization seeks to align training exemplars, either 
by part or for the whole object, effectively factoring out 
differences in pose and in viewing angle.  Our effort factorizes 
the problem of pose-normalization into (i) localizing semantic 
parts and (ii) learning an optimal description.  For localization, 
we proposed a part detector based on a strongly supervised 
variant of the state-of-the-art deformable part model.  To 
describe the appearance of these parts, or semantic “pooling 
regions,” we utilized multiple kernel learning to select the 
best features for each subcategory.  These methods were 
considered alongside previously proposed models for both the 
localization and the description stages and rigorously studied 
in a comprehensive evaluation across multiple fine-grained 
datasets.

J. BergBAUer, C. nieUwenhUiS, M. SoUiAi, And d. 
CreMerS. Proximity Priors for Variational Semantic 
Segmentation and Recognition. Proceedings of 
the Workshop on Graphical Models for Scene 
Understanding at the International Conference 
on Computer Vision 2013 (ICCV 2013), Sydney, 
Australia, December 2013

V. ChU, i. MCMAhon, l. riAno, C. g. MCdonAld, Q. 
he, J. MArtineZ pereZ-teJAdA, M. Arrigo, n. fitter, J. 
C. nAppo, t. dArrell, And k. J. kUChenBeCker. Using 
Robotic Exploratory Procedures to Learn the 
Meaning of Haptic Adjectives. Proceedings of the 
2013 IEEE International Conference on Robotics 
and Automation (ICRA 2013), Karlsruhe, Germany, 
May 2013

J. donAhUe, J. hoffMAn, e. rodner, k. SAenko, And 
t. dArrell. Semi-Supervised Domain Adaptation 
with Instance Constraints. Proceedings of the 
IEEE Conference on Computer Vision and Pattern 
Recognition, Portland, Oregon, June 2013

r. girShiCk, h. o. Song, And t. dArrell. diSCriMinAtiVely 
ACtiVAted SpArSeletS. Proceedings of the International 
Conference on Machine Learning (ICML 2013), 
Atlanta, Georgia, June 2013

S. gUAdArrAMA, l. riAno, d. gollAnd, d. goehring, y. JiA, 
d. klein, p. ABBeel, And t. dArrell. Grounding Spatial 
Relations for Human-Robot Interaction. Proceedings 
of the IEEE/RSJ International Conference on 
Intelligent Robots and Systems, (IROS 2013), Tokyo 
Big Sight, Japan, November 2013

S. gUAdArrAMA, n. kriShnAMoorthy, g. MAlkArnenkAr, 
r. Mooney, t. dArrell, And k. SAenko. YouTube2Text: 
Recognizing and Describing Arbitrary Activities 
Using Semantic Hierarchies and Zero-Shoot 
Recognition. Proceedings of the International 
Conference on Computer Vision 2013 (ICCV 2013), 
Sydney, Australia, December 2013

J. hoffMAn, e. rodner, J. donAhUe, t. dArrell, And k. 
SAenko. Efficient Learning of Domain-Invariant 
Image Representations. Proceedings of International 
Conference on Learning Representations (ICLR 
2013), Scottsdale, Arizona, May 2013

Publications
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r. iyer, S. JegelkA, And J. BilMeS. Fast Semidifferential-
based Submodular Function Optimization. Journal 
of Machine Learning Research: Workshop and 
Conference Proceedings (JMLR W&CP), eds. 
S. Dasgupta and D. McAllester, Vol. 28, No. 3, 
pp. 855-863. Winner of the 30th International 
Conference on Machine Learning (ICML) Best Paper 
Award, June 2013

r. iyer, S. JegelkA, And J. BilMeS. Curvature and 
Optimal Algorithms for Learning and Minimizing 
Submodular Functions. Proceedings of the 
27th Annual Conference on Neural Information 
Processing Systems (NIPS), Lake Tahoe, Nevada, 
December 2013

S. JegelkA, A. kApoor, And e. horVitZ. An Interactive 
Approach to Solving Correspondence Problems. 
International Journal of Computer Vision, Springer, 
September 2013

S. JegelkA, f. BACh, And S. SrA. Reflection methods 
for User-Friendly Submodular Optimization. 
Proceedings of the 27th Annual Conference on 
Neural Information Processing Systems (NIPS), Lake 
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Hierarchies. Proceedings of the Annual Conference 
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2013), Lake Tahoe, Nevada, December 2013
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AUDIO & MULTIMEDIA

One of the major current challenges in multimedia research 
is that of quickly and accurately finding events of interest in 
very large video collections. This requires efficient automated 
analysis of massive amounts of video that may vary dramati-
cally in quality and composition: similar activities of interest 
may appear very different, while very different events may 
share many common elements.

AURORA: Content-Guided Search of Diverse Videos is a 
prototype system that includes components for analyzing, 
representing, and searching video content. ICSI is working on 
AURORA in collaboration with multiple institutions, led by 
SRI-Sarnoff. AURORA is funded by IARPA’s ALADDIN program 
(Automated Low-level Analysis and Description of Diverse 
INtelligence video), which aims to combine expertise in video 
extraction, audio extraction, knowledge representation, and 
search technologies in a revolutionary way, to create fast, 
accurate, robust, and extensible technology that supports the 
multimedia analytic needs of the future.

The AURORA team at ICSI focuses on the audio extraction 
aspect of the project; researchers at ICSI have been developing 
state-of-the-art techniques for using audio analysis to detect 
the occurrence of specified events in videos. Training a system 
to identify a particular event, such as a birthday party or a bike 
trick, that is defined semantically — i.e., training it to pick out 
something that would be conceptualized by a human being as a 
single, identifiable event that can be given a particular label — 
from a recording can be quite a difficult task, as the sounds (and 
visible objects) that make up recordings of different birthday 

parties may be quite different. In other words, there is a great 
deal of variability in the data.

To cope with this variability, we first train a system to recognize 
lower-level audio concepts, such as singing or clapping, by 
classifying them according to their acoustic features. We then 
train another neural network to identify the clusters of audio 
concepts that are associated with the events annotated on the 
videos in the training set, so the system can then in turn pick 
out those events in unannotated videos.

In 2013, AURORA participated for the third year in a row in the 
NIST TRECVID Multimedia Event Detection evaluation. The team 
came in first on one of the three evaluated tasks (0Ex). 

Publications:

B. eliZAlde, g. friedlAnd, h. lei, And A. diVAkArAn. There Is No Data Like Less 
Data: Percepts for Video Concept Detection on Consumer-Produced Media. 
In Proceedings of the ACM International Workshop on Audio and Multimedia 
Methods for Large-Scale Video Analysis (AMVA) at ACM Multimedia 2012 
(MM’12), Nara, Japan, October 2012, pp. 27-32.

B. eliZAlde, M. rAVAnelli, And g. friedlAnd. Audio Concept Ranking for Video Event 
Detection on User-Generated Content. In Proceedings of the InterSpeech First 
Workshop on Speech, Language and Audio in Multimedia (SLAM ’13), Marseille, 
France, August 2013.

B. eliZAlde, h. lei, And g. friedlAnd. An i-Vector Representation of Acoustic 
Environments for Audio-Based Video Event Detection on User Generated 
Content. In Proceedings of the IEEE International Symposium on Multimedia 
(ISM 2013), Anaheim, California, December 2013, pp. 114-117.

Video Content Analysis: AURORA



AUDIO & MULTIMEDIA

Location estimation is the task of estimating the geo-coordinates 
of the content recorded in digital media. The Berkeley Multimodal 
Location Estimation Project (MMLE) uses GPS-tagged media 
available on the web as a training set for an automatic location 
estimator that identifies the probable recording location of 
user-generated media content that lacks geolocation metadata. 
In collaborative work with researchers from the Technical 
University of Berlin, we conducted a human-subjects in order 
to learn what evidence in the video humans recognize to infer 
location. Subjects estimated the origin of 11,900 clips. From the 
results of this study, we established a human baseline that will 
be used to further improve the algorithm. 

The algorithm effectively integrates visual and textual data 
with an external geographical knowledge base by building a 
hierarchical model that combines data-driven and semantic 
methods to group visual and textual features together within 
geographical regions. The new system outperforms other 
state-of-the-art systems featured in MediaEval Placing Task 
benchmark, successfully locating about 40% of the videos to 
within a radius of 100m. 

Multimodal Location Estimation Project

Selected publication:

J. Choi, h. lei, V. ekAMBArAM, p. kelM, l. gottlieB, t. SikorA, k. rAMChAndrAn, g. 
friedlAnd. Human vs Machine: Establishing a Human Baseline for Multimodal 
Location Estimation. Proceedings of the ACM SIGMM International 
Conference on Multimedia 2013.

Accuracy plot against geographical margin of error, compar-
ing the new algorithm with MediaEval 2010 Placing Task 
participants.

Privacy-Preserving Media Recognition

To an increasing extent, user-facing applications search 
databases by providing examples of the desired result. This 
occurs in face recognition, handwriting recognition, speech 
transcription,  and Google’s “Search by Image" tool is another 
example. These tools are very useful, but they can also leak 
sensitive information about the client. For instance, if a client 
uploads a photograph of her son on his first day of school, the 
server can analyze that image to infer information about the 
client (e.g., how old her son is, where he goes to school, what 
school district she lives in, etc.). To improve client privacy, we 
are building query-by-example tools that leak no information to 
the server about an uploaded query. In effect, this is like getting 
an answer from a person without clearly asking the question in 
the first place. To solve this counterintuitive problem, we rely 
on tools from the cryptography community.

In particular, we are interested in private queries-by-example 
over publicly available databases like Google Images, YouTube, 
or Flickr; we call this one-way privacy, because only the client’s 
privacy is protected. Almost all existing research in this area 
focuses on the harder problem of two-way privacy, which 

protects the privacy of both the client and the server. With the 
recent growth of public media databases, we contend that both 
problems are important, and they should be studied separately. 
In other words, there are significant efficiency gains to be had 
through one-way privacy.

In fact, we found roughly an order of magnitude speedup in 
our one-way private scheme compared to a state-of-the-art 
two-way private scheme by Huang et. al. This is an important 
step in the direction of efficient, privacy-preserving search 
algorithms. 

Publications:

g. fAnti, M. finiASZ, And kAnnAn rAMChAndrAn. One-Way Private Media Search on 
Public Databases: The Role of Signal Processing. Signal Processing Magazine, 
IEEE 30.2 (2013): 53-61.

g. fAnti, M. finiASZ, g. friedlAnd, And k. rAMChAndrAn. Toward Efficient, Privacy-
Aware Media Classification on Public Databases." To appear in proceedings 
of ACM International Conference on Multimedia Retrieval (ICMR), Glasgow, 
Scotland, April 2014.
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This NSF-sponsored project aims to empower K-12 students 
and college undergraduates in making informed choices about 
privacy, by building a set of educational tools and hands-on 
exercises to help teachers demonstrate what happens to 
personal information on the Internet—and what the effects of 
sharing information can be.

For example, our reAdy or not? app illustrates the principle 
“Your information footprint is larger than you think.” When 
you post on the Internet, you're often sharing not only the 
content of your posts, but metadata like geolocation (GPS 
tags) and the time stamps associated with those posts. Your 
information footprint includes all these metadata, as well as 
the inferences drawn by putting all the information together.

reAdy or not? is an educational tool that was designed to help 
people visualize how part of their footprint—the geolocation 

information and time stamps associated with posts on social 
media like Twitter, Instagram, and Facebook—can be used to 
find them in the physical world. If you have location services 
turned on when you post to a social networking web site 
from a smartphone or other device with GPS technology, 
that location information can be extracted from your post 
using a standard web site application interface (an API) to 
pinpoint where you were. If you post frequently from the same 
location, someone could use that data to predict when you're 
likely to be there. 

reAdy or not? has gained attention internationally and was 
featured in various major news outlet including Wired UK, 
FastCompany, and CBS (San Francisco, Philly), among others. 

Ready or Not? is at  teachingprivacy.icsi.berkeley.edu/ready-
or-not.

AUDIO & MULTIMEDIA
Teaching Privacy

ICorps

In order to pursue our work on understanding consumer-
produced videos, we necessarily work with companies such as 
Yahoo! and Google, as they are the largest holders of this type 
of data.  To ensure that our work is relevant, it is useful for us 
to understand what these companies need and are interested in 
and how our research could help them.  

With this dynamic in mind, we applied for and obtained a grant 
from the NSF's  I-Corps program.  The I-Corps program provides 
funding to researchers who are interested in commercial-
izing their work and offers an intensive three-month training 
period to learn the basics of business development and explore 
methods for determining the commercial viability of potential 
products. For this program, we suggested further development 
of a hybrid approach to multimedia content analysis that 

combines artificial intelligence systems with low-cost crowd-
sourced labor, enabling a potential customer to analyze a wide 
variety of events with a high accuracy while still achieving the 
time and cost savings of AI-based systems.

While ultimately we chose not to pursue a spin-off company, 
Gerald Friedland and Luke Gottlieb participated in the intensive 
training course and gained significant insight into how 
commercialization works in our field, how we can approach 
companies for information and insights, and how collaborative 
and helpful these companies are in providing information about 
what they need.  More importantly, however, we learned how to 
apply business savvy to project management, which will allow 
us to better collaborate with the corporate stakeholders in the 
multimedia domain.
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October 2013
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IEEE International Conference on Multimedia and 
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of the Second ACM International Workshop on 
Geotagging and Its Application in Multimedia, 
Barcelona, Spain, pp. 7-12, October 2013
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Rationality is the basis of game theory and economic theory 
more generally. This research is about certain recent challenges 
to rationality of a computational or cognitive nature, and 
the development of an algorithmic theory of rationality for 
dealing with them. Two important parts of this research are 
the formulation of algorithmically inspired solution concepts 
that are alternatives to the Nash equilibrium, and a novel view 
of a population’s evolution as a repeated coordination game 
between loci played through the so-called multiplicative 
weight update algorithm. This project is supported by the 
Templeton Foundation through grant ID 39966 and led by 
Professor Christos Papadimitriou.

The Algorithmic Foundations of Rationality

The Big Data Computing Paradigms effort represents joint 
work with Berkeley's AMP Lab, of which Scott Shenker and 
Michael Mahoney are members. The work involves designing 
new methods of organizing computation in the large clusters 
used to process Big Data. Areas of interest include new 
methods of resource allocation (e.g., Mesos), new programming 
abstractions (e.g., RDDs), realizations of those abstractions 
(e.g., Spark), higher-level functionality (e.g., Streaming, SQL 
queries), debugging infrastructure, and various performance 
issues (particularly as they relate to caching). The resulting 
artifact is the Berkeley Data Analytic Stack (BDAS), parts of 
which are now gaining wide adoption.

Big Data

This project focuses on the study of brain networks, which 
provide a new window into understanding disorders of the brain. 
With currently available data and the data expected in the near 
future from the Human Connectome Project, the development 
of tools and skills for its analysis will have significant impact 
in both clinical and research settings. The primary aim of this 
project is to develop tools for the study of brain networks. We 
study a variety of brain networks arising from multiple imaging 
modalities (MEG, fMRI and DTI/HARDI) and develop tools to 
both understand pathologies and make predictions. Current 
projects focus on agenesis of the corpus callosum (a birth 
defect), multiple sclerosis, Alzheimer's disease, and traumatic 
brain injury.

Most brain network studies to date have focused on global 
measures, which can miss network connectivity issues in 
specific regions of the brain that lead to disorders and specific 
conditions caused by those disorders. We aim to develop robust 
localized network measures to provide valuable diagnostic 
tools for neural disorders of the brain. These measures include 
localized versions of many well-known global measures such 
as assortativity, efficiency, degree distributions, modularity, 
and small-worldness, obtained by restricting to localized 
sub-networks of the brain network. The project is analyzing 
localized versions of other less well known robust measures, 
such as flow-based measures and expansion coefficients. Also, 
it is developing localized versions of robust Bayesian methods 
by modifying priors to include positional information.

To develop these measures and create a baseline for future work, 
it is rigorously testing these methods on a suite of functional 
and structural brain networks measured on young adults, using 
a variety of statistical techniques. In addition, it is developing 
fast and accurate algorithms for creating “reference networks,” 
using extensions of the bootstrap and Bayesian methods. The 
outcome of this project will be a publicly available suite of 
robust localized network analysis tools that will be available to 
researchers and clinicians. 

This project is in collaboration with Roland Henry, Pratik 
Mukherjee, Srikantan Nagarajan, experts in the area of brain 
imaging and brain network reconstruction in the joint UC 
Berkeley-UC San Francisco Bioengineering group, and Karl 
Young and Norbert Shuff of the San Francisco VA Medical 
Center.

Selected publications:

e. friedMAn And A. lAndSBerg. Hierarchical Networks, Power Laws, and Neuronal 
Avalanches. Chaos Vol. 23, No. 1, March 2013.

J. p. owen, e. ZiV, p. BUkShpUn, n. poJMAn, M. wAkAhiro, J. BerMAn, t. p. roBertS, e. J. 
friedMAn, e. h. Sherr, And p. MUkherJee. Test-Retest Reliability of Computational 
Network Measurements Derived from the Structural Connectome of the Human 

Brain. Brain Connectivity Vol. 3, No. 2, pp. 160-176, 2013.

Brain Network Image Analysis and Computation (BNIAC) Research Group at ICSI 

RESEARCH INITIATIVES



RESEARCH INITIATIVES
Computational Genetics

Discovering Disease Genetics

One of our main efforts is to characterize the genetic landscape 
of human diseases. A better understanding of the genetic 
factors contributing to disease will lead to better diagnosis 
and treatment of these diseases. The discovery of these genetic 
factors involves a multidisciplinary effort in which mining the 
vast amounts of genetic data is key. To that end, our group 
is developing computational methods for the analysis of 
high-throughput genomic data in order to facilitate efficient 
and statistically powerful analysis of genetic studies of human 
disease. Our efforts are not only theoretical — we apply our 
methods and directly analyze data from genetic studies. 
Specifically, our group has been interested over the last 
decade in the discovery of genetic architecture of non-Hodgkin 
lymphoma and cardiovascular diseases.

Population Genetics Analysis

In recent years, there has been a dramatic improvement in 
technologies that “read” the genome, that is, in genotyping 
and sequencing technologies. It is now possible to genotype 
hundreds of thousands of individuals and have a better 
understanding of their history and relation to each other. To 
this end, our group develops computational methods that help 
geneticists analyze and investigate population genetics data. 
Specifically, we developed methods for the reconstruction of 
family relations from genotype data, in order to discover the 
geographic origin of individuals based on their genetics and 
the genomic regions under natural selection. We applied these 
methods to real data, shedding light on historical migration 
movements (for instance, on the origins of Ashkenazi Jews) and 
on the utility of these methods under challenging scenarios, 
particularly when studying recently admixed populations such 
as Latinos in the United States.

Privacy and Genomics

The availability of cheap sequencing technologies is both a 
blessing and a curse. It is not clear whether the genetic infor-
mation of an individual participating in a genetic study can 

be revealed, and if it is revealed, whether anyone can use it 
to identify or harm the individual. The issue is gaining wide 
interest, since it will not be long before we are sequenced 
for medical or other reasons. Our group studies the risks of 
identification from genomic data. In a recent publication, we 
were able to show that the last names of men can be identified 
by looking at the Y-chromosome alone. We were also able to 
show that by cross-referencing this information with other 
information such as age and state that is usually available in 
genetic studies, we can identify the people in the study. Such 
identification schemes are critical for our understanding of the 
risks in publishing genomic data and sharing it for research or 
other use. 
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This work is based on applying tools from economics and game 
theory to develop algorithms and protocol that are robust to 
manipulations and that prevent users from gaming the system. 
It also studies the economic aspects of these systems and the 
future trajectory of their development.

Selected publications:
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RESEARCH INITIATIVES
Algorithm Design for Datacenters
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External Fellow and Board Member Are Named 
ISCA Fellows
Board member Hervé Bourlard and external fellow Andreas 
Stolcke have been named fellows of the International Speech 
Communication Association. Fellows were announced at this year's 
Interspeech Conference, held this week in Lyon, France.

Bourlard, director of the Idiap 
Research Institute and an ICSI 
alum, is recognized for contribu-
tions to research and leadership in 
the fields of statistical and neural 
network-based speech recognition. 
He was one of ICSI's firs`t visiting 
researchers in the late 1980s and 
has been a member of the board 
since 2001.

Stolcke, a principal researcher 
in the Conversational Systems 
Research Center at Microsoft 
Research, is recognized for contri-
butions to research and leadership 
in speech and speaker recognition, 
understanding, and statistical 
modeling of spoken languages. He 
performed his doctoral research at 
ICSI and also held a postdoctoral 
appointment here after receiving 
his PhD in 1994.

The ISCA Fellow Program was established in 2007 to recognize 
association members for outstanding technical contributions and 
service to the association. Other ISCA fellows include Director 
Roberto Pieraccini, Deputy Director Nelson Morgan, and ICSI 
external fellow Elizabeth Shriberg.

AI Director Srini Narayanan and Alum Joseph 
Makin Win Best Paper Award at BICoB
ICSI Alum Joseph Makin and 
Artificial Intelligence Director 
Srini Narayanan won the best 
paper award at the International 
Conference on Bioinformatics 
and Computational Biology, 
held in March. Their conference 
paper presents a model of the 
complete human blood clotting 
cascade along with a sensitivity 
analysis covering both discrete 
and continuous dynamics of the 
blood-clotting process.

Jerome Feldman Appointed to UOC Scientific 
Commission
Professor Jerome Feldman, a 
senior artificial intelligence 
researcher and the former 
director of ICSI, has been 
appointed to be a member of 
the Scientific Commission of 
the Open University of Catalonia 
(UOC) in Barcelona, Spain. 
The UOC is one of the leading 
virtual universities in the world, 
with about 60,000 students. 
The university also has a research institute, the Internet 
Interdisciplinary Institute, of about 100 researchers. The 
Scientific Commission, an independent oversight body that 
comprises around 12 scholars from leading universities 
and research institutes around the world, is responsible for 
guiding and evaluating university research and doctoral 
programs. Members of the commission are appointed to 
seven-year terms.
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Board Member Receives IJCAI Donald E. 
Walker Distinguished Service Award
Professor Wolfgang Wahlster, 
a member of the ICSI Board of 
Trustees, is the recipient of the 
2013 IJCAI Donald E. Walker 
Distinguished Service Award for 
his substantial contributions and 
his extensive service to the field of 
artificial intelligence throughout 
his career. The award was presented 
during the opening ceremony 
of the 23rd International Joint 
Conference on Artificial Intelligence in Beijing, China in August. 
"I feel deeply honored and very privileged to be recognized by 
IJCAI," Wahlster said. "I was greatly touched by the message 
from the IJCAI president." Wolfgang Wahlster is the director and 
CEO of the German Research Center for Artificial Intelligence 
(DFKI GmbH) and a professor of computer science at Saarland 
University.

Networking and Security Director Vern Paxson 
Receives EECS Teaching Award
Networking and Security Director 
Vern Paxson received the Diane 
S. McEntyre Award for Excellence 
in Teaching from UC Berkeley's 
Computer Science Division. The 
purpose of the award, which is 
given annually to a member of 
the computer science faculty, 
is to recognize commitment 
to and respect for students. It 
was presented as part of the 
Computer Science commencement 
ceremonies on May 20.

Gerald Friedland Appointed to IEEE MultiMedia 
Editorial Board
Gerald Friedland, who directs Audio 
and Multimedia Research, has been 
appointed to the editorial board 
of IEEE MultiMedia Magazine. 
Friedland joins Professor Dan Ellis 
of Columbia University and ICSI's 
Speech Group, who also sits on 
the board. The appointment will be 
announced in the next issue of the 
magazine, which publishes research 
articles and reviews related to 
multiple media types. Friedland also sits on the editorial boards 
of the International Journal of Multimedia Data Engineering and 
Management, the International Journal of Advanced Intelligence, 
and ACM Transactions on Multimedia Computing, Communications, 
and Applications, of which he was named associate editor of the 
year in 2011. 

Chief Scientist Scott Shenker Wins UC 
Berkeley Undergraduate Teaching Award
Professor Scott Shenker, ICSI's 
chief scientist and the director of 
research initiatives, has won the 
2013-2014 Jim and Donna Gray 
Faculty Award for Excellence in 
Undergraduate Teaching from 
UC Berkeley's Computer Science 
Division. The award is given 
annually to faculty who demon-
strate excellence in undergraduate 
teaching. In the past ten years, 
five members, alumni, or affiliates of ICSI have won the award, 
including former architecture research director Krste Asanovic 
in 2009-2010 and networking and security research director 
Vern Paxson in 2010-2011.
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