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can technOlOgy 
save Our electiOns?

Michele Stecca visited ICSI under the 
terms of a new visiting agreement to 
pursue research related to big data and the 
Internet of things.

Professor Nelson Morgan and a team of 
computer scientists, linguists, political 
consultants, and entrepreneurs are working 
on ways to make campaigns less expensive.
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LETTER FROM DIRECTOR DEBORAH CRAWFORD

In a career that has spanned almost three decades - goodness, 
has it really been that long - I’ve had the great fortune of 
working with really smart people on many inspiring projects 
in computing. With each passing year, I’ve only come to enjoy 
more the rewards that stem from seeing new ideas come to 
life enabled by the creative contributions and insights of 
computing’s best and brightest. Needless to say, I’m delighted 
to continue this fine tradition at ICSI, having joined the organi-
zation as director in the early fall of 2014.

At ICSI, great minds from around the world come together 
to engage with significant opportunities and challenges in 
computing. ICSI is a place where open inquiry and creative 
thinking are the norm, and where new ideas and disruptive 
innovations promise to make the world a better place. 

With research groups working on the most challenging scien-
tific and socio-technical computing problems of our time - from 
well-established emphases in networking, artificial intelligence, 
speech, vision, and multimedia to emerging areas of strength in 
data science and analytics, brain science, cybermanufacturing, 
and security and privacy – ICSI and its researchers-in-residence 
host visiting researchers from all corners of the globe, from 
the junior undergraduate researcher to the most senior faculty 
fellow. It is at ICSI that inspiring research visions and ambitious 
innovation goals are crystallized, enabled by the diversity of 
computing resources that the greater San Francisco area 
provides. 

ICSI prospers through great partnerships, partnerships 
that include individuals and institutions in the academic 

community, both here and abroad, companies both large and 
small, foreign and domestic, public schools, federal, state and 
local governments, and other nations and international bodies. 
These partnerships work best when we and our partners bring 
complementary capabilities and expertise to the table, so that 
together we get done what we cannot accomplish alone. 

Our 2014 report describes the work of ICSI’s diverse research 
community and highlights some of the research outcomes that 
have been reported in the media, the contributions of a number 
of our international visitors, and the awards and accolades 
earned by our researchers. 

As we, members of the ICSI community, continue to chart our 
paths into the future, we are committed to staying true to our 
past —computing the future in partnership with colleagues the 
world over is in our DNA. We will continue to generate advances 
in computing that rock the world, delight our partners, and 
make our researchers, from the most junior to the quite senior, 
incredibly proud of what they do.

Deborah Crawford 
Director 
ICSI
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The International Computer Science Institute (ICSI) is a leading 
center for research in computer science. As one of the few 
independent, nonprofit research institutes in the United States, 
the Institute provides a venue in which academic, industrial, 
and government interests inspire world-class research and 
ground-breaking developments.

The Institute defined five major areas of research in 2014: 
artificial intelligence, networking and security, speech, audio 
and multimedia, and vision. A sixth category, “research initia-
tives,” covers a range of topics of potential future interest. 
Overall, though, research directions are largely determined 
by the interests of the principal investigators, who span the 
spectrum of academic disciplines from linguistics to mathe-
matics. Researchers bring the latest developments in psychology 
to bear on computer interfaces, use algorithms to map our 
biological processes, and work toward multi-modal computer 
understanding in an environment that encourages close 
collaboration between divergent academic areas. The common 
threads are originality, depth of experience, and excellence.

The international program has been an integral part of ICSI since 
its inception. ICSI was founded in 1986 and officially inaugu-
rated in 1988 as a joint project of the Electrical Engineering 
and Computer Science Department (and particularly of the 
Computer Science Division) of UC Berkeley and the GMD, the 
Research Center for Information Technology GmbH in Germany. 
Today, visitors travel to ICSI, both through its active sponsored 
visitor agreements and in order to work on specific projects.

There are approximately eighty scientists in residence at ICSI 
including principal investigators, postdoctoral Fellows, visiting 
researchers, and students.

AFFiliAtion with uC Berkeley

Since its founding, the Institute has maintained an affiliation 
with UC Berkeley. Several of its scientists hold joint faculty 
appointments at UC Berkeley, teaching graduate and 
undergraduate courses and supervising students who pursue 
their doctoral thesis research at the Institute. Its offices are 

located in downtown Berkeley, adjacent to the UC Berkeley 
campus and in close proximity to San Francisco and the Silicon 
Valley.

iCsi FundinG

ICSI is sponsored by a range of U.S. federal, international,  
industrial, and foundation sources. The figure below gives 
the relative distribution of funding among these different 
sponsoring mechanisms.

U.S. federal funding in 2014 came from a range of grants to 
support research institute-wide. Most of this funding came 
from the National Science Foundation, IARPA, and DARPA, 
with other funding coming from a number of other government 
agencies such as AFRL, ARL, ONR, DOE, and California Connects.

International support of our visitor program came from the  
German Federal Ministry of Education and Research through 
the FITweltweit program, administered by the German Academic 
Exchange Service; the Computer Platform Research Center 
(CIPI), a joint effort of the University Padua and the University 
of Genoa in Italy; and Nanyang Technical University (NTU) in 
Singapore. Industrial support was provided by Cisco, Google, 
Honda, Intel, Microsoft, and Toyota. Foundation support was 
provided by the John Templeton Foundation.

ABOUT ICSI

US Federal
90%

Industry
8%

International
2%

Other
<1%



ICSI MANAGEMENT

Deborah Crawford
Director (Aug 2014 - )

Nelson Morgan
Director (- Aug 2014)

Scott Shenker
Chief Scientist

Theresa Hogg
Chief Financial Officer

Maria Eugenia Quintana
Operations & Grants Manager

Albert Park 
Systems Manager
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BOARD OF TRUSTEES

Greg Badros, 2012-
Prepared Mind Innovation

Hervé Bourlard, 2001-
IDIAP and EPFL, Switzerland

Deborah Crawford, 2012-
ICSI

David Culler, ex officio
UC Berkeley

Graham Fleming, ex officio
UC Berkeley

Barbara Grosz, 2012-
Harvard University

Eric Horvitz, 2012-
Microsoft Research

Martti Mäntylä, 2012-
Aalto University

Nelson Morgan, 1999-
ICSI

David Nagel, 2003-
Ascona Group

Prabhakar Raghavan, 2007-
Google

Scott Shenker, 2003-
UC Berkeley and ICSI

Wolfgang Wahlster, 2001-
DFKI, Germany

Mazin Gilbert, 2012-
AT&T Labs

Michael Franklin, ex officio
UC Berkeley

Mike Gupta, 2013-
Twitter



2014 IN NUMBERS

  26lectures

  2workshops

29
 8

conference program and 
steering committees

journal editorial boards

researchers served on

researchers published  69 papers

19 by guests

17 institutionsfrom

6 countriesin

including

icsi hosted

1984+30: Navigating Privacy Threats and 
Protections in the Digital Age, October 6

Movie Viewing and Discussion: “Terms and 
Conditions May Apply,” March 20

including
Best PAPer at the Internet Measurement Conferenct (“The Matter of Heartbleed”)
Best short PAPer at the ACM Conference on emerging Networking EXPeriments and Technologies (“A Tangled Mass”) 
Best oPen sourCe soFtwAre at the ACM Conference on Multimedia (“Caffe”)
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AWARDS

The award is given annually to recognize exceptional contributions to the advancement of Internet 
technology for network architecture, mobility, or end-use applications. Paxson and KC Claffy of the 
Cooperative Association for Internet Data Analysis in San Diego, California, were recognized for their 
contributions to the field of Internet measurement, including security and network data analysis, 
and for distinguished leadership in and service to the Internet community by providing open-access 
data and tools. Since the Internet Award was first given in 2000, three ICSI networking researchers 
in addition to Paxson have received it: Scott Shenker, now the director of Research Initiatives and 
ICSI’s chief scientist; Sally Floyd, now retired; and Mark Handley, now a professor at the University 
of Cambridge. All four were founding members of the AT&T Center for Internet Research at ICSI, the 
predecessor of the Networking and Security Group.

ieee internet AwArd to vern PAxson, direCtor oF networkinG And seCurity reseArCh

test-oF-time AwArd, networked systems desiGn And imPlementAtion 
symPosium (nsdi) 
Chief Scientist Scott Shenker and Professor David Culler, a 
member of ICSI’s board of trustees, are co-authors of a paper 
that has received NSDI’s Test-of-Time Award. Their paper, 
“Trickle: A Self-Regulating Algorithm for Code Propagation 
and Maintenance in Wireless Sensor Networks,” won the best 
paper award when it appeared in 2004 and was also written 
by Philip Levis and Neil Patel. This is the first year NSDI has 
given the Test-of-Time Award, which was presented during the 
symposium April 2-4, 2014 in Seattle, Washington. The award 
recognizes papers that have had a lasting impact on their field. 
In addition to being ICSI’s chief scientist, Shenker leads research 
initiatives and is a UC Berkeley professor. Culler is the chair of 
UC Berkeley’s Electrical Engineering and Computer Sciences 
Department.

Jim And donnA GrAy FACulty AwArd For exCellenCe in underGrAduAte teAChinG to 
sCott shenker, ChieF sCientist And direCtor oF reseArCh initiAtives GrouP

Given annually by UC Berkeley’s Computer 
Science Division, the award recognizes 
faculty who demonstrate excellence in under-
graduate teaching. In the past ten years, five 
members, alumni, or affiliates of ICSI have 
won the award, including former Architecture 
Group director Krste Asanovic in 2009-2010 

and Networking and Security Group director Vern Paxson in 
2010-2011.

diAne s. mCentyre AwArd For exCellenCe in teAChinG to

krste AsAnoviC, Former ArChiteCture GrouP direCtor

Given annually by UC Berkeley’s Computer 
Science Division, the award recognizes 
members of the computer science faculty 
who demonstrate commitment to and respect 
for students. Past winners of the McEntyre 
Award include Vern Paxson, director of the 
Networking and Security Group, and Christos 

Papadimitriou, an ICSI faculty associate in the Research 
Initiatives group.

Bossie AwArd, idG’s inFoworld

Bro, ICSI’s open-source network monitoring platform, is a 
recipient of a Bossie Award, given annually by the online tech 
magazine InfoWorld to recognize the year’s best business-ori-
ented open-source software. Bro is one of nine networking and 
security tools recognized this year and 130 tools recognized in 
all categories.

Bro was originally developed by Professor Vern Paxson, who 
now directs networking and security research at ICSI. It 
continues to be developed at ICSI and the National Center for 
Supercomputing Applications at the University of Illinois at 
Urban-Champaign. Today, Bro is used to monitor and secure 
the network infrastructure at major universities, research 
labs, supercomputing centers, open-science communities, and 
Fortune 50 companies.



Can Technology Help Save Our 
Elect ions?

According to one political fundraiser, it could cost as much as $5 
billion to elect our next president.  With that amount of money, 
you could pay the combined payroll of all 30 Major League 
Baseball teams and have enough left over to launch two NASA 
space shuttles.  ,   

And that’s just the presidential race. By some estimates, members 
of Congress spend more than half their time fundraising – five 
hours of a nine-hour day.  The geometric growth in the price 
of campaigns has politicians scrambling for money and voters 
worrying that the system is beyond repair. And thanks in part to 
federal court rulings over the last five years, legal and political 
solutions are limited.

Time for technological innovation to enter the game.

A team of  researchers at the International Computer Science 
Institute (ICSI) in Berkeley, Calif. is working on technological tools 
to make grassroots campaigns less expensive and more effective. 
In particular, the team, led by Nelson Morgan, is using machine 
learning to help reduce influence money has on politics. 

The idea is this: If campaigns were less expensive, members of 
Congress wouldn’t need to spend those five hours a day on the 
phone, giving them time to work on policy.

Morgan has assembled a team that works on rethinking the structure 
of campaigns with support from technology – online portals, apps, 
and other tools – to make politicians less dependent on donors 
by making campaigns less expensive. The team includes computer 
scientists, linguists, political consultants, and entrepreneurs. Its 

advisers include the cognitive linguist George Lakoff, whose book 
Moral Politics was used as a guide by the Howard Dean campaign 
in the 2004 Democratic presidential primary race; and Scott 
Shenker, the most cited researcher in computer science according 
to Microsoft Academic Search.

The goal is to build tools that support an effective, grassroots 
approach to communicating a candidate’s values to the electorate. 
In a video  introducing the project, Morgan compares it to Airbnb, 
which connects travelers with homeowners who rent their homes 
for short terms. The question is, can a political campaign follow the 
sharing economy model, in which unused resources are efficiently 
reallocated to fill needs? And generally, how can campaigners use 
computational technology to make their work more efficient?

To help fund this timely project, Morgan is one of several ICSI 
researchers seeking funding through Benefunder, a community 
foundation for innovation.  Benefunder was founded in 2014 to 
fill the nation’s “innovation deficit,” a stagnation in public funding 
for research. Using Benefunder’s platform, philanthropists build 
portfolios of research they want to support, which are adminis-
tered by Benefunder’s wealth management experts.

Blanca Gordo, a researcher in the Artificial Intelligence Group, 
works to increase Internet access among populations that are 
disconnected, including the elderly and those living in poverty. 
Steven Wegmann , the director of the Speech Group, is using 
statistical models to make speech recognition more accessible to 
the general public. And Serge Egelman of Networking and Security, 
who is creating better computer security by studying user behavior.

NEW RESEARCH
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FEATURE

What Can You Do With
100 Mil l ion Photos and Videos?

Part of the YLI-MED Corpus, released September 1

On July 3, 2014, ICSI announced a collaboration with Yahoo Labs 
and Lawrence Livermore National Laboratory to process and 
analyze the recently released Yahoo Flickr Creative Commons 
100 Million (YFCC100M) dataset, a publicly available corpus 
of user-generated content comprising more than 100 million 
images and videos. At more than 50 terabytes, the collection is 
believed to be the largest corpus of user-generated multimedia 
publicly available for research.

“The media that people choose to upload with a Creative 
Commons License are full of information: they tell us about 
the people in them, where they are and what is happening, 
even if none of that is explicitly laid out,” said Gerald Friedland, 
director of the Audio and Multimedia Group. “ICSI’s sophis-
ticated computing tools help us make sense of that data at 
scale. There is so much we can learn by fully leveraging the 
rich Creative Commons dataset that Flickr has amassed over 
the past decade.”

ICSI is collaborating with Lawrence Livermore Lab to process 
the dataset using the lab’s supercomputer, the Cray Catalyst.

On September 1, the ICSI team released full sets of three audio 
features for the nearly 800,00 videos in the corpus, computed 
on LLNL’s Cray Catalyst supercomputer. Audio features, or 
statistical representations of sound, are commonly used 
in speech and audio recognition. The features released on 
September 1 were Mel frequency cepstral coefficients, Kaldi 
pitch, and subband autocorrelation classification. These can be 
used to build and train systems that automatically analyze the 
content of media with audio, such as videos.

The team also released an annotated index, the YLI-MED index, 
of more than 50,000 videos selected from the corpus. The index 
categorizes videos by a list of 10 “events” identified in the 2011 
Multimedia Event Detection task of the National Institute of 
Standards and Technology’s (NIST) TRECVID Evaluation. That 
task challenged participants to build systems that could find 
videos of the events. One of the events, for example, is “getting 
a vehicle unstuck.” The YLI-MED index released by the ICSI-LLNL 
team lists 2,000 videos that each depict a NIST-identified 
event, along with the audio features and two visual features for 
most of them. Accompanying these annotations are those for 
48,000 videos that do not depict any events and that serve as 
counter-examples with which to train systems.

Also on September 1, the team released a demo of audioCaffe, 
the first version of the framework being built for the SMASH 
project. The goal of the project is to create a media-analysis 
tool that can be run on parallel machines, significantly speeding 
up the time it takes to analyze media, and that can serve as a 
single framework for a variety of tasks like speech recognition, 
audio analysis, and video event detection. SMASH is funded by 
a National Science Foundation grant.

The set of features and the annotated indices are being held 
in the Yahoo-Lawrence-ICSI (YLI - read “wily”) Corpus. Later 
releases included visual features for the images and keyframes 
from the videos.

The dataset can be requested through Yahoo’s Webscope 
program, and ICSI’s research analytics tools are hosted on 
Google Drive.



At the tail end of 2014, the Centre for International Governance 
Innovation published a survey on Internet security and trust 
that it had conducted in 24 countries. It found that large 
majorities were concerned about private companies monetizing 
their personal information and about their own governments 
monitoring their online activities. It also found that nearly 
two-thirds of those surveyed were more concerned about 
online privacy compared to a year earlier. But what exactly is 
privacy, and why is it important?

“It depends on who you ask and what they know,” says Blanca 
Gordo, a researcher in the Artificial Intelligence Group. Among 
other things, she’s been working with members of the Teaching 
Privacy team, who have built a web site and several apps that 
demonstrate what happens to personal information when it 
goes online. The team comprises researchers from three ICSI 
groups and from UC Berkeley. “This is the kind of work you 
can’t do alone. It’s complex, but that doesn’t mean it can’t be 
articulated.”

A Pedagogy of Privacy

Teaching Privacy was first funded through a supplementary 
grant to the NSF-funded Geo-Tube Project, which is led by 
Gerald Friedland, director of Audio and Multimedia research, 
and Robin Sommer of the Networking and Security Group. In 
this project, researchers study the ways in which an attacker 
can aggregate public and seemingly innocuous information 
from different media and web sites to harm users. The project 
seeks to help users, particularly younger ones, understand the 

risks of sharing information online and the control – or lack 
thereof – they have over it.

Friedland and Sommer began studying this topic in 2010, when 
they coined the word “cybercasing” to describe the use of 
geo-tagged information available online to mount attacks in 
the real world. In an ICSI technical report published in May 
that year, and a subsequent paper presented at the USENIX 
Workshop on Hot Topics in Security, they showed that it was 
easy to discover where many photos and videos posted online 
were taken. They were able to extract metadata with highly 
precise location information, known as geo-tags, that are 
automatically embedded by many higher-end digital cameras 
and smartphones. They then cross-referenced these with 
other information such as the text accompanying a photo in a 

In June 2013, the Guardian published its first 
report based on documents from former National 
Security Agency contractor Edward Snowden. 

Two years later, privacy’s on everybody’s mind.

Encrypt Everything

64 percent of respondents
worried about privacy more than a year prior

74 percent
worried about companies monitoring online 
activities and then selling that information for 
commercial purposes

61 percent
worried about police or other government 
agencies from their own country secretly 
monitoring their online activities

according to the 2014 CIGI-Ipsos Global Survey
on Internet Security and Trust ...

FEATURE



Privacy research at ICSI is carried out by a diverse group of researchers 
from three groups.

“This is the kind of work you can’t do 
alone. It’s complex, but that doesn’t 
mean it can’t be articulated.”

- Blanca Gordo of AI

“Our expertise is to answer the 
question, What can you do technically 
to protect privacy?”

- Gerald Friedland of Audio & Multimedia

“I bring a certain type of research which 
is so often missing from activism.”

- Bill Marczak of Networking & Security

“The Internet economy relies upon 1) 
the trust of customers and 2) data about 
them that they may not want revealed.”

- Ekin Akkus of Networking & Security

“There’s a spectrum of privacy preferences. 
It’s a very nuanced issue.”

- Serge Egelman of Networking & Security

“Encrypt everything.”

- Nick Weaver of Networking & Security



Craigslist ad to find users who might be away from the house 
during the day. In one search of YouTube videos, the researchers 
found users with homes near downtown Berkeley by searching 
the embedded geo-location data. They then searched for videos 
posted by the same users that had been filmed over 1,000 miles 
away. Within fifteen minutes, the researchers found a dozen 
users who were vulnerable to burglary, such as a resident of 
Albany, California, who was on vacation in the Caribbean.

Friedland says that the interest sparked by this research 
motivated him to seek funding for the Geo-Tube project. “In 
2010, people weren’t aware that this could be done,” he said. 
“We wanted to simply raise awareness.”

Much of Audio and Multimedia’s work over the last four years 
has been to show what can be inferred about users from 
relatively little information. In ongoing research, for example, 
they show how it is increasingly possible to estimate where 
videos were shot, even if they are not geo-tagged, by looking 
at text data such as titles and tags, visual cues such as textures 
and colors, and sounds such as bird songs and ambulance 
sirens. They’ve found that comparing the audio tracks of 
different videos can show whether they were uploaded by the 
same person, meaning that online accounts can be linked even 
if they are created under different names.

The NSF grant for this work was awarded in 2013, and the 
Teaching Privacy team, released a first draft of ten principles 
for online privacy that year. The Teaching Privacy team works to 
give students the knowledge and tools to protect their privacy 
online. The effort, which continues under another NSF grant, 
Teaching Resources for Online Privacy Education (TROPE), led 
by Friedland and Networking and Security researcher Serge 
Egelman, has refined its ten principles for privacy. They include 
real-life examples and technical expressions written for a lay 
audience. The team has also built several apps that show users 

exactly what their social media accounts are sharing. The Ready 
or Not? app, released in August 2013, takes GPS data embedded 
in Twitter and Instagram posts to create a heat map showing 
where users have been posting from and when. 

The team comprises not only computer scientists, who design 
the apps and ground the principles in technical research, but 
also educators and social scientists like Gordo. In separate work, 
she’s been evaluating the California Connects program, which 
sought to spread broadband adoption among disconnected 
populations. “My role, and that of other artificial intelligence 
researchers, in Teaching Privacy,” she says, “is to ground the 
work in an understanding of the ways people think.”

“There is no pedagogy for digital functioning,” she said. “This is 
why I’m interested in building a language to teach technology.”

Few data exist showing how new users understand technology. 
“We have a responsibility to ground a baseline of understanding 
by paying attention to how they’re processing information,” she 
said. “We have to understand how they think.” 

In 2013, the same year that Teaching Privacy released its draft 
principles for privacy, Edward Snowden began releasing NSA 
documents. Two years and several hundred released documents 
later, the issue is no longer just informing people that there 
are privacy risks, Friedland says, but also providing mitigations 
that help manage risk. If, for example, you take a photograph of 
yourself but you don’t want anyone to be able to tell where you 
are or whom you’re with: “How much do you need to change 
your face or the background to maintain privacy?,” he said. 
“You interview Snowden and you blur the background; can you 
use background noise to identify the city he’s in?”

“Our role is to answer the question, What can you do technically 
to protect privacy?” he added. 

The Ready or Not? app
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A Very Nuanced Issue

Like Gordo, Egelman, who joined the Networking and Security 
Group in 2013, has been working on human factors in privacy, 
while also developing methods of protecting privacy that 
respond to individual users’ needs. In one project, he is inves-
tigating how certain individual differences such as personality 
traits correlate with privacy preferences and security behaviors. 
The goal is to build systems that automatically adapt to 
user preferences, such as an operating system that analyzes 
behaviors on the computer and the web, learns a user’s privacy 
preferences, and then automatically chooses web site privacy 
preferences based on those inferred preferences. 

He points to default privacy settings on web sites like Facebook, 
which are the same for all people who sign up at the same 
time. “Obviously, everyone doesn’t have the same privacy 
preferences,” he said. “So, can we look at other behaviors to 
infer an individual’s default preferences?” 

Of course, these individualized preferences would require 
human intervention – you may need to adjust the settings for 
who sees posts you’re tagged in, for example – but they would 
be a “vast improvement over the default.” 

Egelman works with cognitive psychologist Eyal Pe’er of Bar-Ilan 
University, Israel, to conduct online surveys that measure classic 
psychometrics, such as extraversion, neuroticism, and risk 
aversion. They also ask about privacy and security behaviors. 
In some surveys, participants are asked about increasingly 
sensitive information, a technique borrowed from behavioral 
economics. The point at which participants begin refusing to 
answer gives some insight into how open they are.

“There’s a spectrum of privacy preferences,” he said. “It’s a very 
nuanced issue.”

In addition to his position at ICSI, Egelman is a researcher 
in UC Berkeley’s Electrical Engineer and Computer Sciences 
Department. There, he is working on a project that investigates 
how third-party mobile apps use data, with the ultimate goal 
of giving users the ability to make more fine-grained decisions. 
He and his colleagues are investigating privacy alerts for apps 
that chart a middle course between two prevailing practices, 

one that provides too much information and one that provides 
too little. On Android phones, for example, every time users 
download an app, the phone provides a list of the personal data 
that the app may collect, along with the option to cancel the 
installation if they do not agree to granting the application 
access. This is given without information about how the app 
will use the information. Take GPS, for example. How does an 
app use the phone’s GPS data? Is it for a legitimate and helpful 
location-based service, or is it simply to monetize the data? 
With this approach, the user becomes habituated to accepting 
the warnings and clicks through the list automatically. “It’s the 
boy-who-cried-wolf syndrome,” Egelman said.

On the other hand, apps for the Apple iOS platform provide 
very little information, and because the approval process for 
iOS apps is so opaque, it’s difficult to understand how collected 
data are used at all.

He and his colleagues are investigating what aspects of privacy 
users actually care about and comparing that with situations 
where those aspects are implicated. The goal is to infer when 
data use will concern users and then only show privacy 
warnings during those situations. “We’ve done experiments, 
and we’ve found that given a practice, some people view this as 
an encroachment on privacy, while others view it as a desirable 
feature of an app.”

The Paradox of the Internet

Istemi Ekin Akkus, a fourth-year PhD student at the Max Planck 
Institute for Software Systems in Kaiserslautern, Germany, who 
visited with the Networking and Security Group in the spring 
and summer of 2014, points out that there is a paradox at 
the heart of the web: in order to draw customers, the Internet 
economy must appear to be trustworthy, but in order to make 
money, it must collect data that the customers may not want 
to reveal. 

Analytics, or information about how users browse the web and 
use mobile apps, provides companies with important customer 
data that enable ads to be targeted at customer interests. The 
advertising industry says these ads are much more effective than 



traditional advertising. One study by the Network Advertising 
Initiative found that behaviorally targeted advertising brought 
in more than twice the revenue that certain forms of non-tar-
geted ads did. Akkus says their high revenue allows web sites 
that display them to provide content for free.

Akkus is interested in developing technologies that both 
prevent the tracking of users and sustain the online economy. 
At ICSI, Akkus worked on the Priv3 Firefox extension, which 
was initially released in 2011. The extension stops certain 
social media sites from knowing when you’ve visited a page. 
You’ve probably noticed, while browsing the web, the social 
widgets that let you post an article to Facebook or Twitter – 
and perhaps failed to notice, since it’s done invisibly, that those 
sites are tracking your activity when you’re logged in. This is 
done through cookies, small text files that sites store on your 
web browser. Say you log into Twitter and then go to a news 
site that allows you to tweet the article directly from the page. 
Your browser downloads the social widget from Twitter’s web 
site. While doing so, it also sends the cookie Twitter has stored 
on your computer when you logged in to Twitter. Upon receiving 
this cookie, Twitter knows you’ve visited the page even if you 
choose not to tweet the article. 

Priv3 stops Twitter, along with Facebook, LinkedIn, and Google+, 
from receiving such cookies right away. Instead, cookies are sent 
only when you interact with the widget (by liking the article on 
Facebook, for example, or sharing it on your LinkedIn profile). In 

this way, the user gets to enjoy the benefits of social widgets as 
well as protection from third parties silently tracking browsing.

While useful, Priv3 depends on a blacklist of specific social 
media sites that must be updated as new social media sites 
gain popularity. In addition, cookies are used by more than just 
social media sites. In October 2012, the Berkeley Center for 
Law and Technology found that all of the most popular 100 
web sites used cookies, more than 80 percent of which came 
from third parties. These cookies follow users from site to site, 

of the 100
most popular sites

21
have 100 or more cookies

84.7 percent
were set by a third party

according to the October 2012 Web Privacty Census,

of the 6,485 cookies found 

Chris Jay Hoofnagle & Nathan Good, The Web Privacy Census , 
October 2012 

100
have cookies

COOKIES ON THE WEB

Privacy @ ICSI: An Abbreviated History

mAy 2010: Gerald Friedland and Robin Sommer  show 
that it is easy to cross-reference geo-tags embedded 
in photos and videos with other information to 
target users. The New York Times, MIT Tech Review, 
and the Atlantic publish articles on the topic.

July 2011: The National Science Foundation funds 
“Geotube,” a project to show how it is possible 
to aggregate public and seemingly innocuous 
information from media and web sites to attack 
the privacy of users.

July 2012: Jaeyoung Choi, Friedland, and their 
collaborators present an algorithm that estimates 
where Internet videos were shot by training itself 
on both videos for which locations have already 
been identified and those for which they haven’t.

oCtoBer 2012: A team led by Luke Gottlieb 
presents a method of using Amazon’s 
Mechanical Turk crowdsourcing platform to 
complete skilled tasks, which is later used to 
support work on privacy.
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allowing companies to keep track of their interests (at least, as 
inferred from their web browsing history) and place ads that are 
most relevant to potential customers. 

Akkus, with other members of the group, extended Priv3 to all 
third-party tracking without the need of a blacklist. With this 
generalization, the tracking by these third parties using cookies 
are mostly ineffective: although they will be able to set new 
cookie values, they will not be able to receive them unless 
the user wants them to. Priv3+ is now available as a FireFox 
Extension.

Nicholas Weaver, a senior researcher in the Networking and 
Security Group and a self-described paranoid, disputes that 
the Internet economy necessarily depends on the collection of 
browsing data. “There’s tons of proof that you can do adver-
tising without using tracking and still make money at it,” he 
said, pointing to television and print ads as examples. “They 
don’t actually need to know that I visited site A when I visit 
site B. All they need to know is that I’m the kind of person who 
would visit site B.”

“In some ways, it’s a failure of the Internet ecosystem that it 
relies on such aggressive tracking because of the pushback,” he 
said. For example, many people use ad-blocking technologies, 
like AdBlock, not because they dislike the ads but because they 
are worried about tracking.

Switching off the Record

Weaver says ads, particularly ad banks used by smartphone 
apps, present another concern: according to documents leaked 
by Snowden, the U.S. government “piggybacks” on the tracking 
information sent by ads, such as the phone’s location. This 
information can be correlated with, say, an Instagram account 
that includes the user’s name.

Weaver has been focusing some of his paranoia on the Snowden 
revelations. He sees three major concerns with the scope and 
depth of NSA surveillance. First, it carries the potential for 
abuse. “Look at what J. Edgar Hoover did,” he said. “What would 
Hoover have been able to accomplish with the NSA’s level of 
surveillance?”

The first Snowden disclosure, on June 5, 2013, showed that the 
NSA had been collecting the phone records of Verizon customers, 
regardless of whether they were suspected of wrongdoing. “It is 
vastly dangerous to have that data in raw form,” said Weaver. 
“Give me that data and I will have a blackmail target in every 
Senate office.”

Fortunately, he says, the NSA has used this data “remarkably” 
responsibly. But the revelations raise a second concern: many 

2013: ICSI establishes the Audio and 
Multimedia Group to focus on problems 
related to multimedia analysis and retrieval. 
A major focus is the privacy implications of 
information available online.

2013: The Teaching Privacy Team, a cross-dis-
ciplinary group working to educate the public 
about online privacy and supported by the 
Geotube project, publishes ten principles for 
online privacy.

AuGust 2013: The Teaching Privacy Team 
releases Ready or Not?, which takes publicly 
available GPS data attached to your Twitter 
and Instagram posts to create a map of where 
you’ve been posting from and when you’re 
posting there.

2014: ICSI hosts two events sponsored by Teaching Privacy 
and the team’s colleagues: a viewing of a documentary that 
exposes what can be learned about people from Internet 
and cell phone usage, and a workshop featuring panel 
discussions with journalists, business leaders, and scientists 
who are working on privacy and security concerns.



techniques used by the NSA can be done with small, off-the-
shelf hardware. 

“This is what really worries me, that the replicability is so 
easy that you can do it almost anywhere,” he said. “The only 
limitation on adversaries is vantage point.”

Russia already uses a system similar to one NSA program 
revealed by Snowden; in 2013, the U.S. State Department 
warned travelers to the Winter Olympics in Sochi about surveil-
lance, recommending that “essential devices should have all 
personal identifying information and sensitive files removed or 
‘sanitized.’” Weaver also said that the Great Firewall of China, 
which is now used to censor the country’s Internet access, 
could easily be used for surveillance.

Not only is this level of surveillance easy, but it now carries the 
imprimatur of the U.S. Weaver pointed to reports last year that 
the NSA had spied on German Chancellor Angela Merkel’s cell 
phone as well as the phones of European Union members. “The 
NSA has given the permission to do this,” he said. “This acts as 
an open invitation.”

But even if the technology is not abused either by the U.S. or 
by foreign adversaries, Weaver says, the knowledge that this 
information is being collected has a chilling effect on Internet 
use. “It affects us through self-censorship,” he said. “If there 
is a possibility, however remote, that a disclosure may cause 
you damage, and there’s a worry about that, it changes your 
behavior, often to your detriment.”

Friedland, the Audio and Multimedia director, says the chilling 
effect, and the potential for abuse, are particularly problematic 
in a free country. “That’s why secrets are a fundamental part of 
our democracy,” he said. “There needs to be a point where you 
can switch off the record.”

Technology to Repress

Bill Marczak, a PhD student at UC Berkeley and a researcher in The 
Networking and Security Group, has been studying how govern-
ments in some countries use technology to repress activists, 
journalists, and other critics of their governments. Marczak, 
Networking and Security Director Vern Paxson, and members 

of the Citizen Lab at the University of Toronto’s Munk School of 
Global Affairs have found that the governments in Bahrain, Syria, 
and the United Arab Emirates use malware to identify and attack 
activists. A paper describing the research was presented at the 
USENIX Security Symposium in August 2014. 

Marczak wants to bring international media attention to this 
practice and develop technical solutions and training to give 
activists the ability to protect themselves against cyber-attacks 
from political regimes.

He noted that activist research often lacks rigorous evidentiary 
standards. “I bring a certain type of research which is so often 
missing from activism,” he said.

During the Arab Spring uprisings, which came to a head in 
Bahrain on February 14, 2011, the country’s government turned to 
Western PR firms to burnish its reputation abroad. Marczak, who 
at the time was interested in cloud computing and programming 
languages, began studying political surveillance and electronic 
attacks.

He got to know several activists working in the Middle East on 
Twitter, and in February 2012, they founded Bahrain Watch. The 
organization, which is independent and works on research and 
advocacy, operates “without any sort of structure, as an Internet 

The ecosystem of Bahrain’s IP Spy attacks
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collective.” Marczak says this helps them defend against attacks 
from repressive governments: “Their minds are calibrated to look 
for activists as people who are organizing.”

Marczak also works with several human rights groups, including 
Privacy International, a charity based in London, and the Citizen 
Lab. Marczak says the Citizen Lab in Toronto has been a strong 
partner in identifying spyware. The lab, which primarily focuses 
on government surveillance and censorship systems, has a global 
network with connections to people in countries around the world.

In April and May 2012, several activists interested in Bahrain 
were sent suspicious email attachments, which, when Bill 
analyzed them, turned out to contain spyware developed by 
Gamma International, a company based in Germany. The spyware, 
FinFisher, can record passwords, log keystrokes, and take screen-
shots of the infected computer. Marczak and his colleagues 
traced the spyware’s command and control server to an address 
in Bahrain.

In order to identify other activity, they sent probes to servers 
and watched their behavior. They then scanned the Internet, 
searching for similar behavior. In addition to the server in Bahrain, 
they’ve found similar spyware associated with servers in six other 
countries with regimes considered described as authoritarian by 
the Economist Intelligence Unit.

At the USENIX Security Symposium in August, Marczak, Paxson, 
and Marczak’s colleagues at Citizen Lab and UC Los Angeles, 
presented a paper about their research on FinFisher, as well as 
the use, in Syria, of off-the-shelf remote access trojans and, in the 
United Arab Emirates, of Hacking Team’s Remote Control System. 
Like Gamma, Hacking Team markets its software exclusively to 
governments. The team concluded that the attacks were probably 
a factor in the year-long imprisonment of one activist and the 
public release of embarrassing videos of another.

The paper describes the “careful social engineering” used by 
attackers – in Bahrain, for example, several activists received 
email messages with attachments that were claimed to be reports 
of torture or pictures of jailed citizens. The paper also notes that 
the research is the first step in a broader, more rigorous study of 
attacks targeted at individuals by governments.

Marczak said, “It’s difficult because researchers have little 
visibility into what activists are doing. I suspect more’s going on 
than we can see. Part of the goal is to gain better visibility and 
engagement with activists.”

What’s to Be Done

Even without the risk of abuse on the level seen by Marczak and 
his colleagues, online privacy remains an important issue for most 
users of the Internet. Gordo says, “In different fields and different 
discourses, you’re finding this question: What is privacy?”

In October 2014, ICSI hosted a workshop, “1984+30: Navigating 
Privacy Threats and Protections in the Digital Age,” at which 
industry leaders, academics, and journalists discussed both 
current attacks to privacy and ways that technology might offer 
mitigations. The workshop attracted nearly 70 participants.

Gordo says Europeans and Americans differ in their approach to 
privacy. In Europe, privacy is a human right: “In the United States, 
it’s a contract. But if it’s a contract, people need to know what 
they’re signing on to.”

Egelman points out that Europeans and Americans also differ 
in how they view the government: Europeans believe that the 
government serves to protect them from corporations, while 
Americans tend to worry more about the intrusion of government 
into the private sector.

He says, “It ultimately comes down to exerting control over 
your information: preventing its dissemination, controlling its 
dissemination, or simply being aware of how your information 
is disseminated.” For his work, in which he tries to make security 
warnings and privacy defaults responsive to individual users, 
“there is no universal truth. It’s about informed consent.” 

Gordo says, “For me, it’s urgent because policy is being formu-
lated, and the end user isn’t being taken into account.”

And after informing users and policy-makers, researchers will 
have a role in developing mitigations. Egelman is interested in 
the future of wearable computing – think Google Glass. “We must 
think now about the issues likely to arise when these devices are 
pervasive, and what we can do to mitigate those issues,” he said. 
“We should be thinking about these challenges now to prevent 
problems down the road when the devices are pervasive.”

And you can always just heed Weaver’s simple advice:

“Encrypt everything.”



INTERNATIONAL PROGRAMS
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visitors At iCsi in 2014

INTERNATIONAL PROGRAMS

ICSI was founded upon the principles of international 
partnership and cooperation. The Institute was established as 
a joint project of UC Berkeley and Germany’s Research Center 
for Informational Technology GmbH in 1986. Since then, the 
Institute has hosted visitors from Spain, Switzerland, Finland, 
Italy, the U.K., the Philippines, Israel, China, Japan, Brazil, 
Belgium, Canada, and Holland. In 2014, the Institute had formal 
international programs with Germany, Italy, and Singapore, but 
visitors travel from all over the world to pursue research at ICSI 
funded by academic, industrial, or government sponsors. 

The Institute hosts a variety of international visitors at different 
stages in their careers. Many visitors come to the Institute on 
post-doctoral fellowships. Graduate students, visitors from 
industry, and senior academic researchers also contribute 
to the world-class research accomplished here. Through its 
international program, the Institute has earned a reputation for 
having a culture of inclusion and diversity.

In addition to bringing to Berkeley the best research from across 
the world, the Institute’s international program sends back to 
sponsor countries the newest techniques and innovations in 
computer science. Visitors return to their home countries with 
a network of contacts from academia and industry in the Bay 

Area, the United States, and other sponsor countries, and they 
return with an understanding of new and groundbreaking 
research.

Funds for the international visitor program are primarily 
provided by government agencies, but sometimes come through 
a combination of direct government funding, indirect funding 
through specific government research projects or institutions, 
or the support of industrial partners. Agreements in place in 
2014 included:

• German support is provided through the FITweltweit 
program, sponsored by the Federal Ministry of Education 
and Research (BMBF) and administered by the German 
Academic Exchange Service (DAAD).

• Italian support is provided by the Computer Platform 
Research Center (CIPI), a joint effort of the University 
Padua and the University of Genoa.

• Singaporean support is provided through Nanyang 
Technological University.

In the following section, we highlight some of the researchers 
who arrived in 2014.



10
areas of research currently 

but we’re open to more

of 34
icsi mentors

6 among the 30 most cited authors 
 in their respective areas

45 average h-index

5 IEEE Fellows

2 ACM Fellows
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German alumni since 1988

GERMAN VISITING AGREEMENT AT 25

In 1989, ICSI welcomed its first visiting scholars supported by the German government. In the 25 years since, 
DAAD-funded scholars have proved the value of international and interdisciplinary collaboration facilitated 
by the open environment at ICSI. Since the program started, ICSI has hosted more than 400 German-funded 
scientists at all stages of their career.

ICSI’s visitors work with mentors who guide their research throughout their stay.
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ICSI has hosted more than 400 scientists at all stages of their career 
through our agreement with the DAAD. Here, we highlight some of 
them.

oliver Günther, one of our first DAAD postdoctoral fellows, has been 
the president of the University of Potsdam since 2012. After his 
fellowship, he accepted a position as an assistant professor at UC 
Santa Barbara. He returned to Germany, where he was a professor 
and later Business and Economics School dean at Humboldt-
Universität zu Berlin. Among other accomplishments, he has served 
as president of the German Informatics Society and as the chief 
technology officer of Teamtoolz Inc., a San Francisco-based cloud 
service provider.

wolFGAnG wAhlster, another early alumnus, is now the director and 
CEO of DFKI, the German Research Center for Artificial Intelligence, 
the leading German research institute for software technology. He 
is a fellow of the German Informatics Society, an honor he shares 
with 10 other alumni of ICSI DAAD program. He is also a fellow of 
AAAI and ECCAI. In addition to ICSI’s Board of Trustees, he sits on the 
executive board of EIT ICT Labs.

ChristoPh GoeBel began his postdoctoral fellowship in 2010 working 
on RFID and supply chains. While at ICSI, he collaborated with 
Professors Randy Katz and David Culler, both of whom are former 
ICSI board members, and through that collaboration began working 
on sustainable energy. He continues in that line of research today, 
in the TU München lab of Alexander Von Humboldt Professor 
Hans-Arno Jacobsen, another ICSI alumnus. In a report to the DAAD, 
Goebel wrote, 

My experience so far has shown that collaboration not 
only with researchers directly located at ICSI but also on 
the nearby UC campus is absolutely feasible provided 
common research interests. I am very glad to have 
the chance to cooperate with some of the brightest 
researchers in my field.

ICSI postdocs also work with UC Berkeley labs such as the Rad Lab, 
Lawrence Livermore National Laboratory, and ParLab. nils Peters, 
a postdoc from 2010 to 2012, collaborated with the Center for 
New Music and Audio Technologies as well as a number of ICSI 
researchers. In 2012, Peters won the best paper award at the Sound 
and Music Computing Conference and published seven others during 
his fellowship. Peters is now a research engineer at Qualcomm in 
San Diego California.

Some DAAD alumni stay at ICSI. GerAld FriedlAnd is now the director 
of Audio and Multimedia research. roBin sommer leads the devel-
opment of the intrusion detection system Bro and was the general 
chair of the 2013 IEEE Security and Privacy Symposium. JohAnnA 
AmAnn, a more recent alumna, works on Bro as well. Her work on 
the Certificate Notary, which aggregates X.509 certificates, was 
featured on Slashdot.

Other alumni have gone on to work at local companies like Big 
Switch Networks and major U.S. companies like Microsoft. korBiniAn 
riedhAmmer, a postdoc in 2012 and 2013, co-founded a company, 
ReMeeting, which won the 2014 UC Berkeley Startup Competition.

rAiner Böhme, who joined ICSI in 2009, now leads the University of 
Münster’s IT Security Group. While at ICSI, he wrote and co-wrote 
six conference and two journal papers and gave invited talks at UC 
Berkeley, Harvard, MIT, Princeton, and UC Davis. He co-chaired the 
program committee of the Information Hiding Conference (another 
DAAD alumnus, mAtthiAs kirChner, chaired the program committee of 
the same conference while at ICSI). Böhme’s postdoctoral work was 
profiled in the journal it-inFormAtion teChnoloGy. After his fellowship, 
he accepted a position as an assistant professor at the University of 
Münster. In his report to the DAAD, Böhme wrote,

My stay at ICSI decisively facilitated meeting experts in 
my fields and to engage in professional activities. I think 
it is unlikely that I could have reached the same inter-
national visibility from my former position in Germany.

Five others returned to Germany to take positions in companies 
like Amazon. Joos-hendrik Böse, who is now at Bosch, wrote that the 
collaborations he participated in while at ICSI  

allowed me to discuss and access my ideas with some of 
the leading scholars in that areas, which made my time 
in Berkeley a great and inspiring experience.

Others have gone on to positions around the world, from the U.K. to 
China. ChristoF lenG, whose postdoctoral fellowship ended in 2014, is 
now an SRE software engineer at Google in Ireland. He also serves as 
the vice president of the German Informatics Society. GerArd de melo, 
who collaborated with FrameNet during his postdoctoral fellowship, 
is now the head of the Web Mining and Language Technology Group 
at Tsinghua University in China. While at ICSI, he published seven 
papers, one of which received a Best Long Paper Honorable Mention 
at the 2014 flagship meeting of the Association for Computational 
Linguistics.

DAAD ALUMNI



Xiayong Wei

FEATURED VISITORS

xiAoyonG wei, an 
associate professor at 
Sichuan University in 
China, joined Audio 
and Multimedia for a 
year.

Xiaoyong’s research 
focuses on building 
systems that can 
analyze visual infor-
mation in videos and 
respond to search 
queries about their 
content. His group’s 

goal is to build reasoning systems that parallel the ways humans 
think about the world in order to take a query submitted by a 
user, understand it by matching it to a keyword that the video 
search system recognizes, and respond to the query with videos 
that match.

His group is interested in two kinds of reasoning that humans 
use to analyze the world: semantic and contextual reasoning. 
Semantic reasoning relies upon the hierarchical relationships 
among concepts. For example, we know that a car is a kind 
of ground vehicle, and a ground vehicle is a kind of transpor-
tation; this helps us understand what a car is. With contextual 
reasoning, we use the context of an object to help us under-
stand what it is. For example, we know cars are usually on the 
ground, so if we see an object in the air, we know it is unlikely 
to be a car. Machines typically can’t do this sort of reasoning 
– they can only do what we train them to do. In other words, a 
machine can recognize a face if we train it to recognize faces, 
but its ability to perform reasoning about why a face is a face 
is limited.

Xiaoyong and his group build computable models to mimic 
these kinds of reasoning. In one project, they use ontological 
models, which are normally expressed in a hierarchy. These 
hierarchies are not easily understandable by computers, but 
transferring the hierarchy to a linear space produces vectors 
that computers can read. Xiaoyong’s group is in the early stages 
of this kind of work.

Another model uses ideas from computational linguistics and 
again starts with a hierarchical graph, which is used to compute 
the distance – or number of stops – between concepts. The 
fewer the intervening nodes between two concepts, the more 
likely they are to be related. These distances, however, are not 
very reliable. For example, imagine trying to figure out whether 
a user is asking for videos about a person or an obscure kind 
of animal, about which little is known. Because there is less 
information about the animal, fewer concepts exist to describe 
it; the distance between concepts will be short, while the 
distances between concepts related to humans will be much 
longer (because there are more concepts). To cope with this 
unreliability, Xiaoyong and his group build models that rely on 
many reference nodes surrounding the target concept, similar 
to geographical triangulation.

Xiaoyong has worked mainly with computer vision systems. 
While a professor at the University of Sichuan, he began to take 
attendance by photographing the class and running the photos 
through a facial recognizer. In a later data mining course, he 
used the photos and cross referenced them with grade records 
to test the hypothesis that those who sit closer to the front of 
the class perform better. (The data showed that it was true up 
to a point.)

Xiaoyong received his PhD from the City University of Hong 
Kong in computer science and multimedia content analysis in 
2009, after which he returned to Sichuan, where he grew up. 
He enjoys the martial arts and, for 20 years, practiced kung 
fu. He now practices (and teaches) tai chi. In his Practices in 
Scientific Projects class at the University of Sichuan, he teaches 
about the application of scientific principles in an unusual but 
effective manner: he uses physics to teach how one can chop a 
brick with a bare hand – and then proceeds to do exactly that.
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Damian Borth

FEATURED VISITORS

dAmiAn Borth visited ICSI’s Audio and Multimedia team on 
a postdoctoral fellowship within ICSI’s German visiting 
agreement, which is funded through the FITweltweit program, 
sponsored by the BMBF, and administered by the DAAD, the 
German Academic Exchange Program.

He first visited California during a student exchange stay at UC 
Santa Barbara while working toward his degree in engineering, 
which he received in Germany in 2003. After working in 
Taiwan for a couple of years, he returned to Germany to study 
computer science. He received a master’s degree in 2010 and 
was also a visiting scholar at Columbia University in New York 
before receiving his PhD from the University of Kaiserlautern, 
Germany. While working toward his PhD, he worked at the 
German Research Center for Artificial Intelligence (DFKI) under 

Professor Thomas Breuel. His thesis work and his research for 
the DFKI were on visual learning using data from the web, 
specifically video from social media sites like YouTube and 
Flickr. In his visual learning research, he worked toward bridging 
the semantic gap as well as tr`ending topic detection and visual 
sentiment analysis. This is useful for content-based retrieval: 
being able to search a database not just for video titles or tags 
but also for video content.

(Damian points out that his brother, who works at the visual 
effects company that, among other things, worked on “Star 
Trek Into Darkness,” creates video content, whereas Damian 
analyzes video content – so it runs in the family.)

Sentiment analysis, a related area of research, has in the past 
been applied to text and attempts to find the sentiment, or 
emotional meaning, of the message. But as social networks more 
and more frequently incorporate different media – for example, 
pictures embedded in Twitter messages – it’s important to 
understand text in relation to images, and to understand the 
sentiment of the image itself. Damian points to the example 
of the re-election image of President Obama posted to Twitter 
with the tweet, “Four more years.” The text in itself doesn’t 
convey the sentiment of the tweet; by incorporating visual 
analysis, it becomes clear that the tweet is conveying a positive 
sentiment.

While here, he helped created the Yahoo-Livermore-ICSI multi-
media datasets, one of the largest multimedia datasets publicly 
available, providing metadata for around 100 million Creative 
Commons images and videos (see 9). He published three 
papers. He also gave invited talks at Facebook’s Data Science 
Group and at UC Berkeley’s Vision and Learning Center. He was 
invited to participate in an event, the Research, Innovation, 
and Stewardship, at Bloomberg New York hosted by the United 
Nations-backed Principles of Responsible Investment Initiative. 
He also served on the program committee of the 2014 
International Workshop on Crowdsourcing for Multimedia, 
held in conjunction with the ACM International Conference on 
Multimedia.



Björn Fr itsche

BJörn FritsChe visited FrameNet for six months on a fellowship 
through the DAAD FITworldwide program. He is a PhD candidate 
at the Heinrich-Heine University in Dusseldorf.

He began his university career at Trier University, intending 
to get his degree in legal studies, but in 2006 switched to 
Heinrich-Heine University, where he took Germanic studies 
and English. In his second year of studies, he heard Elizabeth 
Wehling, now an ICSI postdoc, give a talk on the work of George 
Lakoff, a UC Berkeley professor of linguistics and an affiliated 
ICSI researcher, and Lakoff’s theories about metaphor and its 
role in how we think about the world. Björn’s studies have been 
in this area ever since.

In 2008, he applied for and received a fellowship as a visiting 
scholar at UC Davis; in 2009, he received his bachelor’s degree 
from Heinrich-Heine University. His bachelor’s thesis focused 
on metaphor’s influence on thought. He went on to receive 
his master’s degree in German linguistics and literature and, 
in 2011, began doctoral studies at the University of Indiana at 
Bloomington on a Max Kade fellowship. Quickly realizing his 
interests in German political metaphor would be better served 
at a German university, he returned to Heinrich-Heine and 
continued his research.

ICSI was recommended to Björn since the work of the MetaNet 
project is so closely aligned with his own interests in framing 
and metaphor. MetaNet, a project within the IARPA-funded 
Metaphor Program, is building a system that can automatically 
extract and understand metaphors in four languages; in related 
work, team members such as Lera Boroditsky and Ben Bergen 
study metaphor’s influence on how people think about things.

For his thesis, Björn is interested in the similarities and differences 
between German and American English political metaphors, 
and how different political parties use metaphor differently. 
He’s particularly interested in adapting for this purpose an 
experiment performed by Lera Boroditsky, a professor at UC 

San Diego, in which she used different metaphors to describe 
a crime wave in a community; subjects were then asked to say 
how they thought crime should be fought. Those who read 
a passage describing crime as a “beast” were more likely to 
suggest stronger enforcement as a solution than those who 
read a passage describing crime as a “virus.” Björn is interested 
in designing experiments that use this basic structure but are 
applied to political discourse.

FEATURED VISITORS
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This year, ICSI began collaborating with the Research Center on 
Computer Platform Engineering (known as CIPI), a joint project of the 
Universities of Genoa and Padua, on the service composition paradigm 
for distributed applications. This paradigm is a way of visualizing and 
organizing relationships among services that, together, make up a 
larger service composed of simple basic functionalities (i.e., web APIs) 
belonging to different domains such as social networks, e-commerce, 
news, and government data. Researchers from the center visit ICSI to 
study how this paradigm can be applied to two areas, the Internet 
of Things (IoT), a network in which most physical objects we interact 
with on a daily basis will one day be connected, and Big Data. Michele 
Stecca, a CIPI researcher, is spending his postdoctoral fellowship 
working at ICSI on different components of the project.

While working toward his PhD at the University of Genoa, Stecca was 
a project leader for the OPUCE project, which was led by telecommu-
nication services providers and funded by the European Union. OPUCE, 
or the Open Platform for User-centric Creation and Execution, created 
a service delivery platform that allows users to integrate telecommu-
nication and web services for developing applications. In 2011, Stecca 
received his PhD and began working at CIPI on iCore, another research 
project funded by the European Union. iCore research focuses on 
defining a horizontal platform for the IoT. For iCore, and CIPI’s role in it, 
real objects are represented in a network as abstract representations, 
or virtual objects. Each corresponds to a small, less complex service in a 
composite service network. In this way, IoT applications are visualized 
as composite services and are organized according to a service compo-
sition paradigm. The iCore project studies how to orchestrate these 
agents.

iCore has four application domains; Stecca worked on the smart city 
domain, which aimed to integrate data provided by objects in a city 
to present information to residents. The activity was carried out in 
collaboratrion with the Fiat Research Center and focused on smart 
transportation and smart parking, combining data available from 
cars and users (e.g., GPS, speed, and fuel data) and public services 
information (data from parking structures, for example) to provide 
recommendations for the closest available parking spot.

While at ICSI, he works on the application of the service composition 
paradigm to spreadsheets where the final objective is to link many 

spreadsheets together in a larger 
composite spreadsheet, allowing 
users to share and play with data. This 
initiative is funded by SpreadSheet 
Space Inc., a start-up launched by 
CIPI. A composite spreadsheet allows 
ordinary users with only basic skills to 
perform sophisticated data analyses, 
supporting the fusion of Big Data 
analyses with End User computing.

Stecca is working on ways to visualize 
a composite spreadsheet in a graph that shows how its smaller 
component spreadsheets are linked and related to each other. This 
will allow an administrator, for example, to see who has shared what 
with whom. CIPI is also investigating how spreadsheets can be used 
to process Big Data. Stecca supervises a master’s student at CIPI who 
is studying how to use spreadsheets as an interface for Big Data using 
Hadoop.

SpreadSheetSpace allows regular users to deeply understand large 
amounts of data. Says ICSI alum Massimo Maresca, who supervises 
the project, “Our potential is huge because the world uses Excel.”

Maresca is the head of the Scientific Office of the Italian Consulate 
in San Francisco and a University of Genoa professor. He first visited 
ICSI’s Realization Group, who were developing massively parallel 
systems at the time, as a postdoc in the early 1990s. He soon switched 
his attention to distributed networks, an area of research then led at 
ICSI by Professor Domenico Ferrari in the Networking Group. Maresca 
went on to work at the University of Genoa, first as an assistant 
professor and later as an associate professor, while continuing to 
visit ICSI. In 1995, he moved to the University of Padua, maintaining 
close ties with collaborators in Genoa, where he returned in 2013. 
These collaborations led to the foundation of the Research Center on 
Computer Platform Engineering (CIPI). 

The center’s research focuses on platforms – standard sets of function-
alities for performing services. Specifically, the center identifies and 
characterizes platforms, and researches how to connect them so that 
they can cooperate to perform complex tasks.

New Col laborat ion with Ita l ian 
Research Center on Internet of 
Things ,  Big Data

Michele Stecca

NEW RESEARCH
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PeoPle

reseArCher stAFF And students
Istemi Ekin Akkus
Mark Allman
Johanna Amann
Soumya Basu
Vjekoslav Brajkovic
Ignacio de Castro Arribas 
Serge Egelman
Ahmed Elhassany
Roya Ensafi 
Chris Grier
Seth Hall
Grant Ho
Asim (Muhammad Asim) Jamshed
Sakshi Jain
Ben Jones
Christian Kreibich
Linda Lee
Frank Li
Bill Marczak
Damon McCoy
Antonio Nappa 
Julie Newcomb
Shoumik Palkar 
Paul Pearce
Barath Raghavan
Ryan Rasti
Sylvia Ratnasamy
Philipp Richter 
Doris Schioberg
Colin Scott
Scott Shenker
Robin Sommer
Srikanth Sundaresan

reseArCher stAFF And students, Cont.
Kurt Thomas 
Amin Tootoonchian
Michael Tschantz
Matthias Vallentin
Narseo Vallina
David Wang 
Nick Weaver
Yifei Xu

visitors 
Haixin Duan
Mathias Fischer (Germany)
Dirk Hasselbalch
Christof Leng (Germany)
Jinjin Liang
Christian Struck
Zhi Liu

GrouP direCtor Vern Paxson

The Networking and Security Group focuses on 

understanding the behavior and use of today’s 

Internet, protecting Internet activity and 

privacy, and exploring new technology and 

designs for tomorrow’s Internet. Researchers’ 

interests range from fundamental architec-

tural questions, new forwarding mechanisms 

and novel management approaches to 

network defenses, cybercrime, trouble-

shooting, measurement and characterization, 

censorship, surveillance, and usable security. 

The group has strong ties to UC Berkeley, with 

six of its members holding joint appointments, 

and maintains close collaborative ties with 

UC San Diego and Stanford University. The 

group also has numerous ties with start-ups 

and other businesses, allowing it to address 

topics of commercial interest. The group 

is active in professional organizations and 

events such as ACM SIGCOMM, Computer 

and Communications Security, Internet 

Measurement Conference, HotNets, and 

Computer-Human Interaction; USENIX 

Security, and Free and Open Communication 

on the Internet; and IEEE Security and Privacy.

NETWORKING AND SECURITY



PeoPle

reseArCher stAFF And students
Collin Baker
Till Bergmann 
Jason Bolton
Jason Blum
Oana David
Ellen Dodge
Steve Doubleday
Kouros Falati
Aria Fani
Elena Gasparini 
Gholem Reza Gharamani 
Luca Gilardi
Blanca Gordo
Jisup Hong
Sanam Janamian
Paul Kay
Huda Khayrallah
Jonathan Kummerfeld
Christine Leper-Vais
George Lakoff
Warren McQuinn
Omoju Miller
Behrang Mohit
Karie Moorman
Bryan Morgan
Srini Narayanan
Aria Pakatchi 

reseArCher stAFF And students, Cont.
Ayden Parish
Miriam Petruck
Ekaterina Shutova
Elise Stickles
Eve Sweetser
Tri Thai
Sean Trott
Vaidyanath Venkitasubramanian
Karl Zipser

visitors 
Elkin Darío Gutiérrez
Fatma Imamoglu (Germany)
Elisabeth Wehling (Germany)
Alexander Ziem (Germany)

BFoit
Orpheus Crutchfield
Nicholas Henderson 

GrouP direCtor   Jerome Feldman

Artificial intelligence research at ICSI is 

carried out by a highly interdisciplinary group 

of computer and cognitive scientists, linguists, 

psychologists, and neuroscientists investi-

gating the cognitive and neural underpinnings 

of language and thought. The group is also 

active in applying the insights gained from 

this basic research thrust to a variety of areas, 

including natural language understanding, 

machine learning and inference, semantic 

resource development, and education and 

development in underserved communities. 

The AI Group continues its focus on deep 

questions in Natural Language, its applica-

tions, and its relation to thought and its neural 

substrate. There are three articulating ongoing 

focus areas. The FrameNet project is based on 

the pioneering work of Prof. Charles Fillmore 

on Frame semantics and has a world-wide 

following and a large web presence<link>.  

More recently, the idea of a structured 

semantic resource has been extended to 

metaphorical language in the MetaNet project. 

The third focus area is Embodied Construction 

Grammar and the Neural Theory of Language. 

This extends the study of deep semantics to 

include language form and implementation. 

There have been ongoing interactions with the 

ICSI Speech group and these are increasing.

AI
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AUDIO AND MULTIMEDIA

PeoPle

reseArCh stAFF
Jaeyoung Choi
Benjamin Elizalde
Luke Gottlieb
Adam Janin

students
Alexis Conway
Isha Doshi 
Abhimanyu Gupta 
Sara Karabashlieva 
Diego Lazares 
Jocelyn Takahashi
T.J. Tsai
Jennifer Won

visitinG reseArChers
Damian Borth (Germany)
Bjoern Fritsche
Daniel Göhring (Germany)
Xiao-Yong Wei

reseArCh AssistAnts
Julia Bernd
Bryan Morgan

GrouP direCtor    Gerald Friedland

The Audio and Multimedia Group develops 
computational algorithms, systems, and methods 
to handle content composed of multiple types 
of data, such as news videos and social network 
posts. Multimedia research focuses on the scien-
tific problems arising from the complementary 
nature of different data sources, each of which 
captures only partial information. The group takes 
a top-down viewpoint, studying how computer 
systems should be designed to integrate the 
different types of information in a document. 
These include metadata, such as geo-tags, and the 
context in which the content is presented, such 
as the social graph of an author. The top-down 
approach of multimedia computing succeeds in 
solving problems involving data whose scale and 
diversity challenge the current theory and practice 
of computer science. Evolved from the Speech 
Group, the Audio and Multimedia group puts a 
special focus on audio analysis. Audio content is 
frequently complementary to visual content, as in 
videos, and its lower data rates often offer more 
tractable processing. Other work includes related 
questions in crowdsourcing and the privacy impli-
cations of multimedia retrieval.

The Speech Group (formerly the Realization 
Group) conducts research in the areas of 
algorithms, architectures, and systems for 
speech and audio signal processing and pattern 
recognition. In the 1990s the emphasis of this 
group’s work gradually became the application 
of these areas of study to problems in spoken 
language processing, and particularly in robust 
automatic speech recognition. The Speech 
Group works closely both with other groups 
within ICSI and with several faculty members 
from the Electrical Engineering and Computer 
Science Department within UC Berkeley. Key 
research areas of the Speech Group include 
auditory-inspired signal processing, statistical 
modeling, rich transcription of natural and 
impromptu meetings, and rich transcription of 
broadcast and conversational telephone speech.

PeoPle

reseArCher stAFF
Jaeyoung Choi
Dan Ellis
Gerald Friedland
Luke Gottlieb
Jim Hieronymus
Adam Janin
Benjamin Martinez Elizalde
Nikki Mirghafori
Nelson Morgan

visitors 
Erik Edwards
Van Tung Pham 
Haihua Xu

students
Jacob Andreas 
Shuo-Yiin Chang
Zhuo Chen
Arlo Faria
Greg Durrett
Huda Khayrallah
Eungchan Kim 
Suman Ravuri
Kevin Shen
Hang Su
TJ Tsai

GrouP direCtor Steven Wegmann

SPEECH



PeoPle

senior reseArChers
Stella Yu

PostdoCtorAl reseArChers
Ross Girshick
Sergio Guardarrama
Stefanie Jegelka 

visitinG reseArChers
Jiashi Feng
Claudia Nieuwenhuis (Germany)
Lorenzo Riano
Marcus Rohrbach (Germany)

students
Samaneh Azadi
Jeff Donahue
Helen Han
Lisa Anne Hendricks
Judy Hoffman
Ronghang Hu
Yangqing Jia
Sergey Karayev
Jonathan Long
Damian Mrowca
Anna Senina
Evan Shelhamer
Hyun Oh Song
Eric Tzeng
Oriol Vinyals
Steven Wu
Ning Zhang

GrouP direCtor      Trevor Darrell

The ICSI Vision Group investigates core 

computer vision research problems as well as 

integrative research problems from multiple 

modalities and research areas including human 

vision, computer vision, and robotic vision.  

We are interested in segmentation, object 

matching, visual attention, the perception of 

human expression for multi-modal interaction, 

the recognition of object and scene categories, 

and in applications ranging from mobile phone 

interfaces to interactive robotics.

VISION

PeoPle

reseArCh stAFF And students
Itamar Afek
Shachar Afek
Peter Bailis
Yael Baran 
Katherine Chao
Mosharaf Chowdhury
Eric Friedman
Eran Halperin
Michael Mahoney
Alexandros Psomas
Elior Rahmani
Regev Schweiger 
Richa Sheth
Andrew Waterman
Richard Xia

visitinG reseArChers
Yaron Anavi
Jacob Goldberger
Hayit Greenspan
Massimo Maresca
Michele Stecca (Italy)

AFFiliAted reseArChers
Richard Karp
Christos Papadimitriou

GrouP direCtor       Scott Shenker

The Research Initiatives Group was established 
in 2013. The group expands ICSI’s traditional 
research horizons and serves as an incubator 
of research outside ICSI’s principal research 
areas, providing additional opportunities 
for cutting-edge and experimental work. 
Researchers perform work on topics including 
genomics, brain networks, and computer 
architecture. Other questions include privacy 
concerns related to advanced genetic 
sequencing.

In 2014, ICSI also began collaborating with 
the Research Center on Computer Platform 
Engineering (CIPI) on the application of the 
service composition paradigm to distributed 
applications and on the architecture and 
operation of service creation/execution 
platforms.

RESEARCH INITIATIVES
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AFFILIATED RESEARCHERS AND EXTERNAL FELLOWS

Krste Asanovic, UC Berkeley
Hervé Bourlard, IDIAP
Martìn Casado, Stanford
David Culler, UC Berkeley
John De Nero, UC Berkeley
Dave Dornfeld, UC Berkeley
Venkatesan  Ekambaram , UC Berkeley
Giulia  Fanti , UC Berkeley
Ryan Farrell, BYU
Gerhard Fettweis, TU Dresden
Eric Fosler-Lussier, Ohio State University
Michael Franklin, UC Berkeley
Jack Gallant, UC Berkeley
Dan Garcia, UC Berkeley
Ken Goldberg, UC Berkeley
Ekaterina  Gonina , UC Berkeley
Chris Grier
Tom Griffiths, UC Berkeley
Sergio  Guadarrama, UC Berkeley
Dilek Hakkani-Tur, Microsoft
Marti Hearst, UC Berkeley
Hynek Hermansky, Johns Hopkins University
Hans-Guenter Hirsch, Niederrhein University of Applied 
Sciences
Chris Hoofnagle, UC Berkeley
Rich Ivry, UC Berkeley
Mike Jordan, UC Berkeley
Anthony Joseph, UC Berkeley
Dan Jurafsky, Stanford
Richard Karp, UC Berkeley

Kurt Keutzer, UC Berkeley
Sheharbano Khattak, University of Cambridge
Dan Klein, UC Berkeley
Eddie Kohler, Harvard University
Teemu Koponen, Patria
Brian Kulis, Ohio State University
Howard  Lei , CSU Hayward
Matti Mantere, Intel Security
Florian Michahelles, Siemens
Deirdre Mulligan, UC Berkeley
Boris Nechaev, HIIT
Karl Ni, Lawrence Livermore Laboratory
John Ohala, UC Berkeley
Mari Ostendorf, University of Washington
Christos Papadimitriou, UC Berkeley
Tapan Parikh, UC Berkeley
Janet Pierrehumbert, Northwestern
Terry Regier, UC Berkeley
Steve Renals, University of Edinburgh
Luigi Rizzo, University of Pisa
Kate Saenko, Umass Lowell
AnnaLee Saxenian, UC Berkeley
Vadim Shapiro, University of Wisconsin
Elizabeth Shriberg, SRI International
Vladimir Stantchev, Hochschule Berlin
Ion Stoica, UC Berkeley
Andreas Stolcke, Microsoft
David Wagner, UC Berkeley
Dekai Wu, HKUST

ICSI’s research staff collaborates with scientists around the U.S. and world. Below are our affiliated researchers and external 
fellows, with whom we have close professional ties.



NETWORKING

TECHNICAL CONTENT

Our usable security effort centers on applying techniques from 
human-computer interaction (HCI), psychology, and behavioral 
economics to solving computer security problems. In addition to 
better understanding why people make certain security-related 
decisions, research in this area focuses on designing systems to 
be more user-centric (and therefore conducive to better decision-
making). Over the past year, we have developed new metrics to 
measure users’ security behavior intentions, performed qualitative 
experiments to better understand security decisions on mobile 
devices, as well as developed new ways of communicating the 
privacy and security risks that users are likely to encounter when 
using future ubiquitous sensing devices.

One area of focus within usable security is the development of 
targeted security mitigations. Currently, when security mitigations 
are designed with the user in mind, they take a one-size-fits-all 
approach: every user receives the same interface and messaging. 
However, the psychology literature has long demonstrated that 
people respond differently to different messaging. Marketers 
have exploited this through segmentation: the population is split 
into subgroups based on similar interests, demographics, or other 
individual differences, and each subgroup then receives messaging 
that is tailored to that particular subgroup’s traits. This results in 
much greater levels of compliance than if a single message were 
shown to everyone. We are attempting to apply segmentation to 
security mitigations: different users should receive the messaging 
that is most likely to resonate with them.

In order to target different security messaging to different 
segments, we first need to determine which individual differences 
are relevant for segmentation (i.e., how to define the subgroups). 
Despite the decades of research on the computer security 
behaviors of end-users, there exists no standard metric for making 
comparisons between individuals. In the field of psychology, 
researchers frequently make use of various validated scales, to 
measure individual differences ranging from attitudes and prefer-
ences to aspects of personality. Thus, through a collaboration with 
a cognitive psychologist, we developed and validated the Security 
Behavior Intentions Scale (SeBIS), which is a new instrument to 
measure individuals’ stated security intentions. SeBIS can be used 
as covariate in future experiments (to control for intentions when 
measuring behavior), as well as to measure changes in security 
attitudes before and after exposure to particular treatments (e.g., 
security training regimens). This work subsequently received the 
Honorable Mention award at the 2015 ACM Computer-Human 
Interaction (CHI) Conference.

In addition to measuring users’ security behaviors, we have also 
performed studies to better understand the reasons for those 
behaviors, which will in turn influence the designs of future 
security mitigations. One area of focus has been the use of 
smartphone security features. In a collaboration with researchers 
at Google, we performed a qualitative study to examine why or 
why not smartphone users chose to lock their devices’ screens 
(e.g., using PINs or drawing patterns). We observed that many of 
the reasons that users do not lock their devices can be addressed 
through simple design changes, which may increase adoption. For 
instance, many participants voiced concerns over strangers not 
being able to return lost devices to their owners. Both iOS and 
Android have settings to allow device owners to display contact 
information on the locked screen, but most users are unaware of 
these settings; by making these settings more prominent, it is likely 
that more people would choose to lock their devices. Similarly, 
many participants intended to lock their devices, but simply forgot 
to set it up. If devices offered a “nag screen” or “remind me later” 
option, it is likely that these users would eventually set it up. 
We also observed that most users who do not lock their devices 
underestimate the amount of sensitive data that is accessible 
through their devices, which suggests additional opportunities 
for improvement. This work was published at the 2014 ACM 
Computer and Communication Security (CCS) Conference.

Finally, we performed a series of experiments to examine privacy 
and security risks related to ubiquitous sensing devices. As the 
demand for wearable devices increases, we will soon find ourselves 
in a world where we are constantly surrounded by devices that 
capture a wide variety of data types about their environments, 
and then share this data with third-party applications. For 
instance, voice-command smartwatches will require continuous 
audio capture; devices with gesture-recognition will need to 
perform continuous video capture. Users and bystanders will need 
privacy notifications to indicate what and when data is being 
captured. We performed a series of crowdsourcing experiments 
to iteratively design a set of intuitive indicators to communicate 
various ubiquitous data capture concepts. We presented this work 
at the 2015 ACM CHI Conference, and these indicators are now 
included with Intel’s RealSense SDK. We also performed a set of 
laboratory experiments to examine the effectiveness of a current 
indicator: the webcam recording LED. We observed that very few 
participants noticed the indicator when it switched on, and even 
fewer understood what it meant. We showed that augmenting it 
with an intuitive glyph increased both notice and comprehension. 
This work was also presented at the 2015 ACM CHI Conference.

Usable Security
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We are working to understand the security of the Domain Name 
System (DNS), the Internet’s naming infrastructure. The process 
of turning human readable names (e.g., www.icsi.berkeley.edu) 
into network addresses that the network can use to route traffic 
is complicated and mysterious, involving many different servers 
and organizations. We strive to empirically understand the 
operation of the DNS, with a close eye on how the operation 

impacts the security of the system (i.e., how often names can/do 
get mapped to the wrong network addresses, which exchanges 
traffic with the wrong actor). We find that residential networking 
equipment are especially vulnerable to attack. We are also 
pursuing ways to simplify the naming infrastructure, which will 
both factor out the currently vulnerable components and make 
the remaining components easier to secure.

Security

We have been studying residential networks with next-gener-
ation 1Gbps connectivity. While we study one such network 
in Cleveland, Ohio (the Case Connection Zone; http://casec-
onnectionzone.org), several others are being actively deployed 
(e.g., by Google). We study both how people use this massive 
capacity and how our traditional protocols cope with the 
available bandwidth. Our results show that users and their 
applications do not come close to pushing the limits of 1Gbps 
networks. Further, instantiations of our protocols fundamen-
tally limit the performance users experience in these network 
(e.g., by limiting the window sizes TCP uses, which in turn limits 
the transmission rate).

We are working to understand the transition to IPv6, the next 
generation Internet Protocol. While many researchers study the 
Internet’s migration to IPv6, all previous efforts take a narrow 
view of one aspect of the transition (e.g., address allocation or 

routing advertisement). Our goal is to understand the migration 
as a process. We therefore leverage a broad range of empirical 
observations to better understand how the evolution is playing 
out.

We have worked on detecting middleboxes within standard 
protocols. Middleboxes are increasingly used for various 
legitimate and nefarious reasons along network paths between 
clients and servers. We have developed a way for end systems 
using TCP — the predominant transport protocol in the Internet 
— to detect middlebox manipulations. This allows us to under-
stand the nature and the prevalence of the changes made by the 
network. Our preliminary results show a broad range of kinds 
of changes, with some quite prevalent and others quite rare. 
Our technique also allows the protocol to take action based on 
its determination of the network’s behavior. We are currently 
pursuing practical uses of this capability.

Measurement

We continued operating the ICSI SSL Notary, an extensive 
passive data collection of session-level TLS/SSL features — 
including certificates and cipher information — from the 
vantage point of currently eight large institutions. The Notary 
is covering activity of approximately 390K users in total, with 

our data set now spanning more than 125,000,000,000 user 
sessions and including more than 3 million unique certificates. 
Most recently, we have begun to use the data for exploring 
Tor’s TLS activity, examining in particular how one can identify 
Tor traffic by properties of its autogenerated certificates. 

SSL Notary



We have been working to understand security challenges in 
industrial control networks and other automation environ-
ments. Generally, off-the-shelf security devices prove ill fit for 
protecting such environments, as these devices do not take 
their semantics, which are quite different, into account. We 
have developed a detector that continuously tracks updates 
to the process under control, to then derive specific prediction 
models as the basis for assessing future activity for its security 
implications. Along similar lines, we have worked to integrate 
environment semantics into monitoring building automation 
systems. We also more generally investigated the relationship 
between security and safety in industrial control systems, 
digging into conceptual similarities and differences with the 
goal of understanding where they can complement each other 
for the most effective protection from cyberattacks.

We have been working on several related thrusts toward 
increasing capabilities and performance of high-speed network 

security monitoring. We developed a novel abstract execution 
environment for deep stateful network traffic analysis that 
supports developers of monitoring applications by providing 
them with an extensive set of common low-level functionality, 
yet without tying them to a specific analysis structure. In that 
context, we also developed a novel domain-specific concurrency 
model that addresses the specific challenges of the domain to 
enable network monitors to automatically distribute traffic 
processing among large numbers of CPU cores. We further 
worked to develop a unified parsing framework for efficiently 
and safely dissecting network protocols and file formats. We 
worked on developing a new low-level system component, 
called Packet Bricks, that efficiently distributes packets 
captured by a system’s network interface to userland applica-
tions. Finally, we developed a novel framework for calculating, 
from network traffic, a wide array of summary statistics in 
real-time, independent of the underlying features, and poten-
tially aggregated from independent monitoring points.

We released version 2.3 of our open-source Bro Network 
Security Monitor, a comprehensive platform for general network 
traffic analysis used operationally today by major universities, 
research labs, supercomputing centers, open-science commu-
nities, and Fortune 20 companies. The new version supports 
new protocols (e.g., SNMP, Radius, and GRE), comes with 
substantially extended SSL support, improves file analysis in 
terms of capabilities and performance, and generally improves 
efficiency. We have also been working to prepare the next 
release, 2.4, including adding more protocols (MySQL, DTLS, 
Kerberos, RDP, and SIP), enhanced SSH support, support for 
analyzing Windows executables on the fly, file reassembly, 
a new communication library, and many enhancements to 
BroControl (Bro’s management framework).

We ramped up the new NSF-funded Bro Center of Expertise 
as a central point of contact for the scientific community, a 
collaboration with the National Center for Supercomputing 
Applications (NCSA) at the University of Illinois at Urbana-
Champaign. The Center promotes Bro as a comprehensive, 

low-cost security capability, provides guidance and support on 
all aspects of a Bro installation, and develops novel technical 
capabilities that cater specifically to NSF environments. The 
project supports existing Bro users in optimizing and extending 
their setups and makes Bro’s capabilities available to new sites 
and projects that lack the resources to deploy Bro effectively on 
their own. At a technical level, the project is becoming the focal 
point of Bro’s open-source development, maintaining its code 
base and documentation.

We organized BroCon 2014, the largest Bro user conference yet, 
with 150 attendees from 60 different organizations attending 
the two and a half days of events. BroCon’s corporate sponsors 
included Northrup Grumman and Arista Networks.

Bro is now protecting some of the largest organizations and 
networks around the country, inside and outside the NSF 
community. InfoWorld awarded Bro a 2014 “Bossie Award” 
in the category “ best open source networking and security 
software,” and Bro made it on GitHub’s security showcases list.

Industrial Control Networks and High-Speed Network Security Monitoring

Bro Network Security Monitor

NETWORKING, CONT.
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SPEECH
Speaker Recognition

Feature Development for Multiple Speech Tasks Robust Authentication of Spoken Pass-Phrase

SWORDFISH

This project is concerned with the identification of highly 
speaker-characteristic behaviors (“speaker performances”) for 
use in speaker recognition and related speech technologies. 
The intention is to move beyond the usual low-level short-term 
spectral features that dominate speaker recognition systems 
today, instead focusing on higher-level sources of speaker 
information, including idiosyncratic word usage and pronunci-
ation, prosodic patterns, and vocal gestures.

This year, we focused on investigating the utility of phonetic 
structure for improving accuracy and robustness. We explored 
ways to incorporate Broad Phonetic Class (BPC) information 
for the i-vector system with noisy speech data that is not 
lexically constrained. Different appvroaches for combining the 
BPCs have been examined. Results suggest that, through paral-
lelization and combination strategies, BPCs may contribute to 
roughly a 13 percent improvement over an i-vector baseline 
system. Confounding factors such as increased parameter size, 
use of noise-generated speech data, and the advantage of 
combination strategies may also help explain the improvement.

This project under the DARPA RATS (Robust Automatic 
Transcription of Speech) program seeks to significantly improve 
the accuracy of several speech processing tasks (speech activity 
detection, speaker identification, language identification, and 
keyword spotting) for degraded audio sources. As part of the SRI 
Speech Content Extraction from Noisy Information Channels 
(SCENIC) Team, we have worked primarily on feature extraction 
(drawing on our experience with biologically motivated signal 
processing and machine learning) and speech activity detection 
(drawing on our experience with speech segmentation).

We developed a set of features that have three important 
components: (1) the power normalized spectrum developed 
as part of the CMU PNCC features; (2) a convolutional layer 
utilizing both structure and initial weights set from our Gabor 
filter set; and (3) a max pooling layer to improve robustness to 
irrelevant variability in the data. We found all of these to be 
helpful with RATS data, which is composed of speech that has 
been corrupted through noisy radio transmission.

In this Texas Instruments-funded research, we are investigating 
robust spoken pass-phrase authentication. 

The goal is to design an algorithm that continuously monitors 
an audio stream, detects and accepts instances of a predefined 
pass-phrase from a predefined speaker, and rejects all other 
audio, e.g., instances of that pass-phrase from other speakers, 
other words, and noise. Spoken pass-phrase detection is 
straightforward in isolation, but incorporating rejection of 
imposter speakers and false alarms from other utterances and 
environmental audio makes this problem more challenging. It 
has also typically been studied as part of speaker recognition 
research, but recent efforts in keyword search (KWS) suggest 
that we could benefit from tightly integrating KWS with 
speaker recognition methods, in terms of both reducing misses 
and false alarms and improving system efficiency.

In this project funded under IARPA’s Babel Program, we have 
been developing ways to find spoken phrases in audio from 
multiple languages given limited time and training data. A 
working group called SWORDFISH includes scientists from ICSI, 
the University of Washington, Northwestern University, Ohio 
State University, and Columbia University. The acronym expands 
to a rough description of the effort: Spoken WOrdsearch with 
Rapid Development and Frugal Invariant Subword Hierarchies. 
Rather than reducing error rates, we are reducing the time and 
resources required to build a system, given a limit on allowable 
errors. 

We developed a greedy search approach to system combination 
for keyword search and an automatic approach for estimating 
which input conversations contained examples that were 
difficult for keyword search. We also developed a new approach 
to determine the “optimism” of systems that are tuned to do 
well on one set when they will be tested on another.



We are studying how background noise and speaking rate affect 
the ability of humans to recognize speech. We evaluate compo-
nents of a model of human speech perception and look at the 
effect of incorporating spectro-temporal filters, which operate 
in the human auditory cortex and are sensitive to particular 
modulations in auditory frequency. The results from this project 
will improve our understanding of how humans perceive sound, 
and they could be used to improve artificial systems for speech 
processing, such as hearing aids.

We have conducted speech recognition experiments using 
spoken sentences from Wall Street Journal, and then with 
phonetically standardized sentences used by a speech processing 
group at UC Los Angeles, comparing phone errors with those 
from the perceptual experiments. We further analyzed the data 

in terms of speaking rate and noise levels, and for front end 
models based on standard (mel-frequency cepstral coefficients) 
analysis versus those incorporating Gabor filter representations 
of spectro-temporal receptive fields.

As we had hypothesized, it appears that Gabor filters corre-
sponding to low temporal modulation frequencies (0 - 6.2 Hz) 
gave both higher consonantal phoneme accuracy and better 
correlations with human consonantal phoneme accuracies 
for slower speech than they did for fast speech. Similarly, 
higher temporal modulation frequencies (from 9.9 to 25 Hz) 
corresponded to better phoneme recognition for fast speech 
than for slow speech, and also has a better correlation with the 
perceptual phoneme accuracies.

Modeling Human Speech Confusions in Noise

In this collaborative project among ICSI, UC San Francisco, and 
Columbia, we measure brain activity to understand in detail 
how human listeners are able to separate and understand 
individual speakers when more than one person is talking at 
the same time. This information can then be used to design 
automatic systems capable of the same feat.

We have demonstrated experimentally the relative robustness 
of phoneme recognition using variables derived from human 
cortical signals when there is interfering speech from a second 
speaker. In particular, once the listener is motivated to attend 

to the first speaker, the phone error rate from these cortical 
signals is virtually unchanged from what is measured for the 
single speaker case, while our systems for phone recognition 
from the acoustics degrade rapidly with interfering speech 
signals. While this has often been observed at the behavioral 
level (the “cocktail party” effect), these experiments showed 
that we can design feature sets derived from cortical signals 
that demonstrate this effect. We hope to study the pattern 
of errors for both the neural and acoustic systems in order to 
develop improvements to the latter that are inspired by the 
former.

COSMOS

In this new, NSF-funded, exploratory study, we discover why 
multilayer perceptrons (MLPs) can sometimes improve speech 
recognition accuracy and use these diagnostic insights to select 
better MLP architectures. There are two applications of MLPs 
that have significantly improved large vocabulary speech recog-
nition accuracy. These applications work within the standard 
speech recognition machinery, which uses hidden Markov 
models (HMMs) to model the acoustics, mel-frequency cepstral 
coefficients for the models’ inputs (features), and multivariate 
normals for the hidden states’ marginal distributions. The 
first application makes a relatively minor adjustment to the 

standard machinery by augmenting the standard model inputs 
with new features learned from data using a MLP. The second 
application makes a more substantial change to the standard 
machinery by replacing the collection of hidden states’ marginal 
distributions with a single MLP that models the marginal state 
posteriors. In this study, we discover the basic mechanisms 
that the MLP-based features use to substantially improve 
HMM-based speech recognition accuracy. This research builds 
upon previous work in our lab that used simulation and a novel 
sampling process to quantify the impacts that the major HMM 
assumptions have on speech recognition accuracy.

How Does Deep Learning Within the Tandem Framework Improve Speech Recognition 
Accuracy?

SPEECH, CONT.
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In this collaborative work with Microsoft researchers and ICSI 
external fellows Andreas Stolcke and Elizabeth Shriberg, we 
work to develop novel methods for extracting both verbal and 
nonverbal information from speech.

We investigated neural-network-based models for lexical 
utterance classification. The first classification task was 
addressee detection, i.e., deciding whether an utterance is 
directed at the computer or at another human in the vicinity. 
Solving this problem is crucial if a dialog system is meant to be 
usable in the presence of more than one speaker (e.g., in the 
living room or public spaces). A second utterance classification 
problem is deciding the domain or intent of an input, e.g., 
whether the user of a personal assistant has asked about the 
weather or restaurants, after which more specialized semantic 
knowledge can be brought to bear on the input. Neural 
networks can give improvements over standard discrete feature 

models because they are able to embed word representations in 
a continuous space that support better generalization.

We found improvements over standard language-model and 
boosting-based utterance classifiers with a variety of neural 
net classifiers. The simplest such classifiers are feedforward 
networks that perform classification at the word level using a 
word ngram as input, followed by posterior probabilities aggre-
gated over the entire utterance. Better results can be achieved 
with recurrent neural nets that can base their predictions on 
the entire utterances context at each word. The best results 
so far were achieved with long-short-term memory networks 
that read the entire utterance left-to-right and issue a class 
prediction only at the end, yielding about 14 percent relative 
error reduction for an addressee detection task, and 30 percent 
improvement for utterance intent classification in the Air Travel 
Information System Demonstration domain.

Information Extraction from Speech

In this collaborative work with Microsoft researchers and ICSI 
external fellows Andreas Stolcke and Elizabeth Shriberg, we 
work to develop novel methods for extracting both verbal and 
nonverbal information from speech.

We investigated neural-network-based models for lexical 
utterance classification. The first classification task was 
addressee detection, i.e., deciding whether an utterance is 
directed at the computer or at another human in the vicinity. 
Solving this problem is crucial if a dialog system is meant to be 
usable in the presence of more than one speaker (e.g., in the 
living room or public spaces). A second utterance classification 
problem is deciding the domain or intent of an input, e.g., 
whether the user of a personal assistant has asked about the 
weather or restaurants, after which more specialized semantic 
knowledge can be brought to bear on the input. Neural 
networks can give improvements over standard discrete feature 

models because they are able to embed word representations in 
a continuous space that support better generalization.

We found improvements over standard language-model and 
boosting-based utterance classifiers with a variety of neural 
net classifiers. The simplest such classifiers are feedforward 
networks that perform classification at the word level using a 
word ngram as input, followed by posterior probabilities aggre-
gated over the entire utterance. Better results can be achieved 
with recurrent neural nets that can base their predictions on 
the entire utterances context at each word. The best results 
so far were achieved with long-short-term memory networks 
that read the entire utterance left-to-right and issue a class 
prediction only at the end, yielding about 14 percent relative 
error reduction for an addressee detection task, and 30 percent 
improvement for utterance intent classification in the Air Travel 
Information System Demonstration domain.

Information Extraction from Speech



AI
 The AI Group continues its focus on deep questions in natural language, its applications, and its relation to thought and its neural 
substrate. There are three articulating ongoing focus areas. The FrameNet project is based on the pioneering work of Professor 
Charles Fillmore on frame semantics and has a world-wide following and a large web presence at httPs://FrAmenet.iCsi.Berkeley.edu. 
More recently, the idea of a structured semantic resource has been extended to metaphorical language in the MetaNet project. The 
third focus area is Embodied Construction Grammar and the Neural Theory of Language. This extends the study of deep semantics 
to include language form and implementation. We have extended our ongoing interactions with the ICSI Speech Group.

FrameNet

ChArles Fillmore. The members of the FrameNet team are sad to 
report that our esteemed colleague at ICSI, Charles J. Fillmore, 
died February 13 after a long struggle with cancer. Chuck passed 
away peacefully, at home, with his wife Lily Wong Fillmore at 
his side. A professor of linguistics at UC Berkeley for many years 
and the founder and head of the FrameNet Project at ICSI from 
1997 until his death, he was one of the great figures in 20th 
century linguistics, best known for his foundational work on 
case grammar, frame semantics, and construction grammar. 
Space does not allow a full description of his enormous contri-
butions to linguistics, but everyone who was privileged to study 
or work with him will feel the loss of a gentle friend and wise 
mentor. In addition to a memorial service at the UC Berkeley 
Linguistics Department, a special session was held at the 2014 
ACL Meeting to honor Chuck’s work, with papers by a number 
of major figures in computational linguistics. Despite the shock 
of his loss, the FrameNet team is resolved to continue the work 
that Chuck began, as the best way that they can honor his 
memory.

FrAmenet workshoP ii. The FrameNet Workshop held in September 
2013 was well received, so the team decided to hold another 
workshop to increase awareness of FrameNet, using funds 
remaining from the original NSF workshop grant (IIS-134660). 
The second workshop was held in Baltimore June 29; the 
intention was to take advantage of the ACL Annual Meeting 
to attract more people to the FN workshop. Unfortunately, 
perhaps because the FN meeting was two days later, and in 
a different hotel, perhaps because the fee for attendance 
was higher than for the official ACL workshops, there was no 
carryover from the ACL Meeting; only those invited to give 
presentations actually came. Rather than cancel the workshop, 
the team decided to turn it into a working session for those 
already familiar with FrameNet, to gather suggestions for 
improvements and future research. Those presenting at the 
meeting, in addition to FrameNet staff members from ICSI, 
included Nancy Chang of the Knowledge Group at Google; Tim 
Hawes from Decisive Analytics; Nathan Schneider and Sam 
Thomson from Noah Smith’s lab at CMU, who are working on 

automatic frame semantic role labeling; and Eugene Joseph of 
Northside Software, a game developer. 

multilinGuAl FrAmenet. The growth of the FrameNet project 
at ICSI has inspired a number of groups around the world to 
build similar lexical resources for other languages; there are 
now more than a dozen such “FrameNets for other languages,” 
including Spanish, German, Japanese, French, Chinese, and 
FrameNet Brasil, which is creating frames in English, Spanish, 
and Brazilian Portuguese. In 2013, the FrameNet project 
received an NSF planning grant for writing a proposal to create 
an alignment among these projects, a “Multilingual FrameNet.” 
The proposal was submitted on November 6 but was not 
funded. The FrameNet team is continuing to work on the idea 
of a Multilingual FrameNet and plans to have a workshop in 
June 2015 and submit a new proposal in the fall of 2015.

GooGle CollABorAtion. With funding from a 2013 Google Faculty 
Research Fellowship awarded to Collin Baker, the project 
manager, the FrameNet team has been meeting and telecon-
ferencing with various members of the Knowledge Group at 
Google on a project called “Scaling up FrameNet.” The goal is 
to determine which parts (if any) of the FrameNet development 
process could be done more efficiently. Two main methods for 
scaling up are under study: (1) Google routinely used groups of 
annotators to mark-up text for other projects. These annotators 
are at an intermediate skill level, higher than the usual 
Amazon Mechanical Turk worker, but lower than FrameNet 
staff members. FrameNet and Google are jointly running 
experiments to test whether such intermediate-level workers 
can create frame and frame element annotation as accurately 
as and less expensively than FrameNet staff members. (2) For 
tasks that require a higher skill level, such as frame definition, 
the two sides are investigating whether Google resources can 
provide richer information and a better interface to support the 
FrameNet “vanguard” in frame definition. These experiments 
were continuing at the end of the year.

ContrACts with deCisive AnAlytiCs (dAC). This was a Phase 1 SBIR 
for work on event extraction from text. DAC was concentrating 

https://framenet.icsi.berkeley.edu/fndrupal/
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on events connected with disasters, and FrameNet was asked 
to annotate reports of forest fires as part of that effort. The 
FN team created a number of new frames connected with fires 
starting, putting out fires, setting fires, etc., and annotated a 
set of news stories about forest fires. 

dviCe ii 3/2013--6/2015. This is a Phase 2 SBIR contract to 
work on the problem of recognizing when a text is related 
to an image (either still or moving). DAC is doing the image 
processing, leading to a representation of the image in terms 
of FN semantic frames. FrameNet is working on creating the 
frames needed to analyze descriptions of scenes. The FrameNet 
team has been concentrating on the language of spatial 
relations for this project, and especially locative prepositions 
and adverbs such as over, next to, and across from. Previously, 
FrameNet has annotated locative phrases as frame elements 
called Place or Location, but not analyzed them any further. In 
this project, the team is defining frames for the spatial relations 
closely based on the theoretical work of Leonard Talmy, and 
creating a number of semantic types to further specify the 
meaning of each lexical unit. 

eArl ii 8/2014 - 8/2016. This is a Phase 2 SBIR contract with 
a very ambitious scope: FrameNet was asked to provide a 
Frame Semantic treatment for a variety of well-known difficult 
linguistic phenomena: tense, aspect, modals, genericity, and 
negation. FrameNet had already created new frames for some 
of the uses of the modals (should, could, might, may, etc.) in 
Phase 1 of EARL, and more frames for modals were added in 
2014. Examples include: 

Possibility frame: It COULD take several weeks before the fire is 
completely extinguished. 

Required event frame: The report on title MUST be signed and dated...

Likelihood frame: I think something MUST be wrong.

As a first step on studying negation, the FrameNet team 
collected more than 500 sentences exemplifying a wide range 
of these items, along with examples of 15 of the most common 
NPIs, including multi-word NPIs such as didn’t help one bit 
and wouldn’t work at all. The source of these examples was a 
systematic survey of the FrameNet database and a survey of 
linguistic literature on polarity phenomena. This collection is 
being used for exploratory studies of the phenomena in the 
literature on negation, and for judging their relative frequency. 

We have annotated more than 400 of these examples to show 
the scope of the negation, which will serve as the beginning of 
data for training automatic algorithms for labeling the scope 
of negation. We have also been researching the literature on 
automatic scope recognition. We are beginning to address the 
more difficult question of the focus of negation. For example, 
in the sentence The fire did not spread to the second floor 
(taken from a text on firefighting already annotated for another 
purpose), the scope of the negation is the entire proposition 
(the fire spread to the second floor), but the focus could be in 
any of four places, indicated by uppercase:

(1 a) The FIRE did not spread to the second floor. 

(1 b) The fire did NOT spread to the second floor. 

(1 c) The fire did not SPREAD to the second floor.

(1 d) The fire did not spread to the SECOND FLOOR.

The text has already been annotated in the FrameNet style; 
in this sentence the verb spread evokes the Expansion frame, 
with the fire marked as filling the iTEM frame element, and to 
the second floor filling the frame element GOAL. Since earlier 
sentences described the fire spreading to the first floor, we 
can deduce from the repetition of the Expansion frame with 
the same filler (fire) for the ITEM FE and different fillers for 
the GOAL FE that the focus of the negation is on the second 
floor, which is being contrasted with the first floor. In other 
words, knowing the Frame Semantics of the sentence helps us 
to recognize where the focus of negation is, and to group three 
sentences from the original paragraph into a description of a 
complex event, the spread of the fire to some parts of the house 
but not to others.

FrAmenet dAtA distriBution And APPliCAtions By others. The FrameNet 
data has been downloaded more than 1,300 times; 650 of these 
users agreed to have their names and statement of intended 
use listed on the public FN web site. This list and a map of the 
global distribution of users can be seen at https://framenet.icsi.
berkeley.edu/fndrupal/framenet_users.

Version 3.0.0b1 of the Natural Language Toolkit (NLTK), released 
in July 2014, contains the Python interface to the lexical part 
of the FrameNet database developed by Chuck Wooters and 
Nathan Schneider, making parts of FrameNet more easily 
available to NLP developers. 



MetaNet
AI, CONT.

overview. The overall objective of this IARPA-sponsored project 
has been to examine how the linguistic metaphors that people 
use to describe a target of interest (in a particular language) can 
provide insights into how they understand and reason about 
this target concept. To accomplish this objective, one must find 
examples of the linguistic metaphors (LMs) that are present in 
texts for that language, with a high enough degree of recall to 
ensure that the LMs we discover reflect the range and relative 
frequency of metaphors used by a particular group of language 
users. To actually gain useful insights about those language 
users, however, one must also identify the conceptual metaphors 
(CMs) that are evoked by the individual lexical metaphors. 

• The MetaNet team at ICSI has built metaphor extraction 
systems that find many of the metaphors selected as targets 
by the sponsor in all four languages ¬— English, Spanish, 
Russian, and Persian — and relate them to the general frame 
and metaphor lattices (cascades) that support appropriate 
cross-linguistic relations.

• If we view these conceptual metaphors as individual, 
unrelated conceptual entities, we will only be able to draw 
limited conclusions about the data. If, however, we situate a 
given conceptual metaphor in a larger network of conceptual 
structures, we will be able to gain much deeper insights. 
MetaNet’s cascades of frames and metaphors enable an 
analyst to make many different types of generalizations, at 
different granularities and across different dimensions of 
comparison. 

• The general cascade can provide inferential potential for 
culturally specific CMs that may not be fully covered in 
the existing database. For example, baseball metaphors are 
common in English, and many of these arise from the fact 
that baseball is a competitive game. Suppose, e.g., that a 
Mexican Spanish metaphor extraction system learns that jai 
alai is also a competitive game. The system and the analyst 
would not need to know all the details of jai alai to under-
stand many of the possible inferences from metaphorical 
uses of jai alai. If some uses did involve specific aspects of 
the game, an analyst might still be able to relate these with 
elements of the competitive game cascade.

• The general frame and metaphor cascade would also be 
an advantage in adding an additional language/culture. 

This would obviously involve building and training an LM 
extractor, but much of the effort of filing out the CM structure 
would be reduced by exploiting the general structures. The 
internal data structures developed by the MetaNet team 
support the building of such general, cross-linguistic lattices 
of frames and conceptual metaphors, while the information 
contained within the representations of these frames and 
metaphors provides the basis for a deeper understanding of 
the way language users conceptualize and draw inferences 
about a given target. 

• Finally, the experimental validation work of our partners 
at other institutions in this project has demonstrated 
the importance of recognizing the influence of the use 
metaphor on worldview, and begun to elucidate some of the 
mechanisms behind it.

ACtivities in 2014. The analysis team successfully performed deep 
semantic analysis of metaphors for poverty in Spanish and English 
to find differences in how solutions to poverty are expressed in 
the two languages. Mexican Spanish speakers were more likely to 
talk about fighting poverty as making a static state better (as in 
improving the life of the poor) while American English speakers 
talked about motion (as in climbing out of poverty).

The group was also able to find causality in some cases, where 
the stated cause of a condition was found by the analysis. Since 
cause is such an important concept in understanding a viewpoint, 
this was a great step forward. For the U.S. “oversight of guns” 
case study, we found that both sides were afraid of harm, and 
therefore strongly advocated their position. However, what they 
were afraid of was completely different. The individual oversight 
advocates were afraid of criminals killing them or robbing their 
homes. The government oversight advocates were afraid of gun 
owners killing them and of mass shootings by gun owners. The 
deep analysis was able to show this difference, even though the 
motivating emotion was the same. 

In addition, the group has worked on three goals: (1) speeding 
up and improving overall extraction results for the evaluations 
and the GMR (Government Metaphor Repository) delivery, (2) 
preparing the demo for the PI meeting, and (3) preparing for 
delivery the demo and the deliverables from the Practice Case 
Study. The overall improvements included changes to the content 
of the Repository (e.g. whether a change in frame-to-frame 
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relations results in better recall of particular source frames; 
whether LU (Lexical Unit) addition to or reassignment among 
frames improves recall, etc.), which were guided by analyses of 
the results from multiple runs of the extraction system. 

The team worked with Luca Gilardi and Jisup Hong to prepare a 
demo to complement the slide presentation. They also worked 
with the Persian, Spanish, and Russian analysts to measure 
progress in each of these languages. The demo team added more 
cascades into the demo presentation, and fuller description 
of the query process and the insights it provides, and made 
improvements to the user interface. 

The Persian team worked all year to develop a new Persian 
system. Behrang Mohit led the team beginning when he joined 
the team from Carnegie Mellon University in Qatar in July. He 
redid the parser for Persian, using a later version of the Malt 
parser to train the dependency parser, and worked out many 
of the Persian idiosyncrasies that had led to poor performance. 
That included (a) expansion of the lexicons for source and target 
lexical units, (b) improvements in the generation of different 
morphological forms of lexical units, (c) improvements in the 
extraction framework aimed at increasing precision, and finally 
(d) large-scale deployment of the system for the production 
of the GMR. They prepared and annotated a test set that was 
iteratively used for internal evaluation. In order to find the right 
balance between the precision and recall of their system, they 
reviewed and modified their lexicons and morphological gener-
ation framework. They also worked on improving their system for 
large-scale extraction of metaphors for GMR production.

• The extraction team led by Dr. Katia Shutova worked on 
tuning the statistical metaphor identification system based 
on examples. This system was never able to match the 
performance of the MetaNet structure-based extraction 
and was never actually used in the system. We were hoping 
it would sacrifice some precision for better recall, but it 
had bad recall. Dr. Shutova worked on a new experiment 
on metaphor identification and classification using deep 
learning techniques (recurrent neural networks with word 
vector embeddings). The key benefit of such techniques is 
that, while traditional supervised classification algorithms 
operate over a pre-defined set of features, deep learning 
methods derive the level of abstraction of the features 
automatically, in a way that is optimal for the task and the 
relations naturally present in the data. Deep learning holds a 

particular promise for metaphor modeling, since after years 
of machine learning research in this area, there is still no 
consensus on what features best characterize metaphorical 
language. This is a big problem for supervised approaches 
to metaphor, and, in fact, many previous systems appear to 
learn models for individual words rather than generalizing 
to find the underlying mechanisms of metaphor. ICSI 
researchers expect that a deep learning model can help to 
solve this problem, so they have been doing research on deep 
learning methods and NLP applications in order to choose an 
optimal model for our task; they have also started preparing 
annotated data for the experiments. 

• In addition, team members Patricia Lichtenstein and Kristina 
Despot evaluated output from the two extraction systems, 
contributing to the development of gold-standard tests, 
calculating precision and recall measures for output from the 
Russian systems, and developing the content and structure 
of the Russian wiki. They also worked on populating a new 
Russian gold standard database. Concurrently, Shutova and 
Lichtenstein validated English, Spanish, and Russian output 
from the seed-based system through several cognitive 
experiments. 

• The repository team at ICSI, led by Dr. Jisup Hong and 
including Steve Doubleday, worked on improving the 
metaphor extraction pipeline, by implementing regression 
testing and error reporting and building a system that 
automatically ran the GMR extraction. They reduced the 
GMR processing time to 4 days (over the weekend) from 
7-10 days. The team produced a live demo based on iPython 
and Elasticsearch, as well as the pipeline for moving the 
extraction data from the GMR into the demo system, and 
augmented it with tier 2 information stored in a separate 
database. They also finished internal evaluations to assess 
the precision and recall of the LM extraction, which involved 
adding a number of capabilities to the framework for gold 
standard data collection and answer comparison. Some 
annotation for the gold standard had been entered by 
project-external annotators, who tended to miss a signif-
icant fraction of the LMs in the input sentences, so trained 
linguists corrected this annotation. 

In addition, there were important experimental verification 
results from our partners at UC Merced, UC San Diego, and 
University of Southern California.
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AI, CONT.

Natural language interfaces have long been a topic of AI 
research. Winograd’s 1971 SHRDLU was a landmark program 
that allowed a user to command a simulated arm and to ask 
about the state of the block world (Winograd, 1971). There is 
currently intense interest in both the promise and potential 

dangers of much more capable robots. As shown in Table 1, we 
believe that there have been sufficient scientific and technical 
advances to now make natural language understanding of 
moderate scale an achievable goal. More details and links can 
be found at: httP://www.iCsi.Berkeley.edu/iCsi/ProJeCts/Ai/ntl.

1) muCh more ComPutAtion

2) nlP teChnoloGy

3) ConstruCtion GrAmmAr: Form-meAninG PAirs

4) CoGnitive linGuistiCs: ConCePtuAl Primitives, eCG

5) ConstrAined Best Fit: AnAlysis, simulAtion, leArninG

6) under-sPeCiFiCAtion: meAninG involves Context, GoAls . . .

7) simulAtion semAntiCs; meAninG As ACtion/simulAtion

8) CPrm= CoordinAted ProBABilistiC relAtionAl models; Petri nets ++

9) domAin semAntiCs; need riCh semAntiCs oF ACtion 

10) GenerAl nlu Front end: modest eFFort to link to A new ACtion side

Table 1. NLU beyond the 1980s

Our work is based on the Embodied Construction Grammar 
(ECG), and builds on decades of effort on the Neural Theory of 
Language (NTL) project. The meaning side of an ECG construction 
is a schema based on embodied cognitive linguistics. (Feldman, 
Dodge, and Bryant 2009). 

ECG is designed to support the following functions: 

1) A formalism for capturing the shared grammar and beliefs of a 
language community.

2) A precise notation for technical linguistic work

3) An implemented specification for grammar testing

4) A front end for applications involving deep semantics

5) A high-level description for neural and behavioral experiments. 

6) A basis for theories and models of language learning.

In 2014, the group made a major advance in developing 
a complete end-to-end Natural Language Understanding 
Architecture, shown as Figure 1. The first application was to 
a simulated robot and is available on the web <link>. The 

system employs our general NLU technology and is capable of 
understanding a rich range of input in English and Spanish. One 
example is: “Robot1, if the box near the green box is red, push 
it South!”

During 2014, ECG grammars were further developed to 
support deep analysis of a variety of linguistic expressions 
of conceptual metaphor. As a key part of this development, 
metaphors and constructional patterns of metaphor expression 
that had been identified within the MetaNet project were 
formally represented as ECG schemas and constructions. 
Analyses of sentences using these expanded grammars 
indicate which conceptual metaphor(s) are present, as well as 
specifying which roles are being filled by each of the entities 
expressed by a given sentence. For instance, analysis of the 
sentence Poverty attacks children indicates that the relevant 
conceptual metaphor is POVERTY IS A HARMFUL AGENT, as well 
as specifying that poverty is the harmful agent (the attacker), 
and that ‘the children’ is the social group that is being harmed 
(the attackee). Whereas analysis of The government attacked 
poverty indicates that a different conceptual metaphor is being 
expressed (ADDRESSING A SOCIAL PROBLEM IS CAUSING 
HARM). The bindings are also different: poverty is the thing 
being harmed, and the government is the causer of that harm. 

http://www.icsi.berkeley.edu/icsi/projects/ai/ntl
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Thus, these analyses capture important semantic distinctions 
between sentences that are structurally very similar. 

 In addition to work on English, we also developed ECG grammars 
for Spanish. Spanish grammars utilize many of the same 
schemas and conceptual metaphors as the English grammar, 
but also include Spanish-specific constructions, including 
metaphor constructions. These grammars support analysis of 

sentences such as la pobreza infectó México (poverty infected 
Mexico), México curó la pobreza (Mexico cured poverty), and 
la máquina de la burocracia (the machine of bureaucracy). The 
Spanish grammars have also been successfully used as part of 
the Morse robot simulator application, described above. Current 
efforts involve extending the platform and other system 
features in several ways.

Other Projects

The AI Group continues to benefit from outstanding German 
scholars supported by the DAAD exchange program. Elizabeth 
Wehling is expanding her previous behavioral studies on the 
mental basis for political thought to include fMRI imaging 
studies. This multi-institution collaboration is connected to our 

MetaNet metaphor project. Fatma Imamoglu is also working 
on fMRI imaging studies of language, but in a more general 
setting. She is collaborating with the Gallant Lab at UC Berkeley 
to study how data from people listening to stories can be 
modeled using formalisms like ICSI’s FrameNet.



VISION
Caffe: Convolutional Architecture for Fast 
Feature Embedding

Caffe provides multimedia scientists and practitioners with a clean 
and modifiable framework for state-of-the-art deep learning 
algorithms and a collection of reference models. The framework 
is a BSD-licensed C++ library with Python and MATLAB bindings 
for training and deploying general-purpose convolutional neural 
networks and other deep models efficiently on commodity archi-
tectures. Caffe fits industry and internet-scale media needs by 
CUDA GPU computation, processing over 40 million images a day 
on a single K40 or Titan GPU (approx 2 ms per image). By separating 
model representation from actual implementation, Caffe allows 
experimentation and seamless switching among platforms for 
ease of development and deployment from prototyping machines 
to cloud environments. It powers ongoing research projects, large-
scale industrial applications, and startup prototypes in vision, 
speech, and multimedia.

Winner of the the Best Open Source Software 
Award at the ACM International Conference on 
Multimedia

In related work, we evaluated whether features extracted from 
the activation of a deep convolutional network trained in a fully 
supervised fashion on a large, fixed set of object recognition tasks 
can be re-purposed to novel generic tasks. We also released the 
software, which we call DeCAF, and a pre-trained network to do 
large-scale image classification. 

Part-Based R-CNNs for Fine-Grained Category 
Detection

We propose a model for fine-grained categorization that overcomes 
the limitations of other methods for pose-normalized represen-
tations by leveraging deep convolutional features computed on 
bottom-up region proposals. Our method learns whole-object and 
part detectors, enforces learned geometric constraints between 
them, and predicts a fine-grained category from a pose-nor-
malized representation. Our method outperforms state-of-the-art 
fine-grained categorization methods in an end-to-end evaluation 
without requiring a bounding box at test time.

Rich Feature Hierarchies for Accurate Object 
Detection and Semantic Segmentation

We proposed a simple and scalable detection algorithm, R-CNN, 
that improves mean average precision by more than 30 percent 
on the canonical PASCAL VOC dataset, relative to the previous 
best result on VOC 2012  — achieving a mAP of 53.3 percent. Our 
approach combines two key insights: (1) one can apply high-ca-
pacity convolutional neural networks (CNNs) to bottom-up region 
proposals in order to localize and segment objects, and (2) when 
labeled training data is scarce, supervised pre-training for an 
auxiliary task, followed by domain-specific fine-tuning, yields a 
significant performance boost.

PANDA: Pose Aligned Networks for Deep 
Attribute Modeling

We proposed a method for inferring human attributes (such as 
gender, hair style, clothes style, expression, and action) from images 
of people under large variation of viewpoint, pose, appearance, 
articulation, and occlusion. Our method combines part-based 
models and deep learning by training pose-normalized CNNs. Its 
results were substantially improved over state-of-the-art methods 
on challenging attribute classification tasks in unconstrained 
settings.

Reconstructive Sparse Code Transfer for Contour 
Detection and Semantic Labeling

We frame the task of predicting a semantic labeling as a sparse 
reconstruction procedure that applies a target-specific learned 
transfer function to a generic deep sparse code representation of 
an image. Applying this strategy to the task of contour detection, 
we demonstrate performance competitive with state-of-the-art 
systems. Unlike almost all prior work, our approach obviates the 
need for any form of hand-designed features or filters. We also 
show initial results on semantic part labeling of human faces. The 
effectiveness of our approach opens new avenues for research 
on deep sparse representations. Our classifiers utilize this repre-
sentation in a novel manner. Rather than acting on nodes in the 
deepest layer, they attach to nodes along a slice through multiple 
layers of the network in order to make predictions about local 
patches. Our flexible combination of a generatively learned sparse 
representation with discriminatively trained transfer classifiers 
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extends the notion of sparse reconstruction to encompass arbitrary 
semantic labeling tasks.

Recognizing Image Style

We developed an approach to predicting style of images, finding 
that features learned in a multi-layer network generally perform 
best -- even when trained with object class (not style) labels. Our 
large-scale learning methods results in the best published perfor-
mance on an existing dataset of aesthetic ratings and photographic 
style annotations. They also performed well on two novel datasets: 
80K Flickr photographs annotated with curated style labels, and 
85K paintings annotated with style and genre labels. We used the 
learned classifiers to extend traditional tag-based image search 
to consider stylistic constraints, and demonstrate cross-dataset 
understanding of style.

Coherent Multi-Sentence Video Description 
with Variable Level of Detail

We developed a method of automatically generating coherent 
multi-sentence descriptions of complex videos. To understand the 
difference between detailed and short descriptions, we collected 
and analyze a video description corpus of three levels of detail. We 
first learned to predict a semantic representation from video and 
then generated natural language descriptions from it. 

DenseNet: Implementing Efficient ConvNet 
Descriptor Pyramids

Convolutional Neural Networks (CNNs) can provide accurate 
object classification. They can be extended to perform object 
detection by iterating over dense or selected proposed object 
regions. However, the runtime of such detectors scales as the total 
number and/or area of regions to examine per image, and training 
such detectors may be prohibitively slow. However, for some CNN 
classifier topologies, it is possible to share significant work among 
overlapping regions to be classified. This paper presents DenseNet, 
an open source system that computes dense, multiscale features 
from the convolutional layers of a CNN based object classifier. 

Future work will involve training efficient object detectors with 
DenseNet feature descriptors.

One-Shot Adaptation of Supervised Deep 
Convolutional Models

Dataset bias remains a significant barrier toward solving real-world 
computer vision tasks. We showed that a generic supervised deep 
CNN model trained on a large dataset reduces, but does not 
remove, dataset bias. We proposed several methods for adaptation 
with deep models that are able to operate with little (one example 
per category) or no labeled domain specific data. Adaptation of 
deep models on benchmark visual domain adaptation datasets 
provide a significant performance boost.

cuDNN: Efficient Primitives for Deep Learning

We presented a library of efficient implementations of deep 
learning primitives the amount of work researchers must do to 
optimize their implementation of kernels as parallel processes 
evolve. The library is easy to integrate into existing frameworks, and 
provides optimized performance and memory usage. For example, 
integrating cuDNN into Caffe improves performance by 36 percent 
on a standard model while also reducing memory consumption.

Large Scale Detector Adaptation

LSDA is a framework for large scale detection through adaptation. 
We combine adaptation techniques with deep convolutional 
models to create a fast and effective large scale detection network. 
We released a model capable of detecting more than 7,500 
categories when used within Caffe. 

Open-Vocabulary Object Retrieval

We released a model that can retrieve objects based on open-vo-
cabulary natural language queries. Given a phrase describing 
a specific object, e.g., “the corn flakes box”, the task is to find 
the best match in a set of images containing candidate objects. 
When naming objects, humans tend to use natural language 



with rich semantics, including basic-level categories, fine-grained 
categories, and instance-level concepts such as brand names. 
Existing approaches to large-scale object recognition fail in this 
scenario, as they expect queries that map directly to a fixed set of 
pre-trained visual categories, e.g., ImageNet synset tags. To address 
this, we first map a candidate image to a set of words that are likely 
to describe it, using several learned image-to-text projections. We 
also propose a method for handling open-vocabularies, i.e., words 
not contained in the training data. We then compare the natural 
language query to the sets of words predicted for each candidate 
and select the best match. Our method can combine category- 
and instance-level semantics in a common representation. Our 
approach accurately retrieved objects based on extremely varied 
open-vocabulary queries. 

Learning Scalable Discriminative Dictionary 
with Sample Relatedness

Attributes are mid-level semantic visual concepts, such as “furry” 
or “tall,” that can be shared by images in different categories. Such 
attributes are typically pre-defined manually based on domain 
knowledge, and their number is fixed. However, pre-defined 
attributes may fail to adapt to the properties of the data at hand, 
may not necessarily be discriminative, and may not generalize well. 
We proposed a dictionary learning framework that flexibly adapts 
to the complexity of the given data set and reliably discovers the 
inherent discriminative middle-level binary features in the data. 
We used sample relatedness information to improve the general-
ization of the learned dictionary. Our framework is applicable to 
both object recognition and complex image retrieval tasks even 
with few training examples. The learned dictionary also helps 
classify novel object categories. 

Continuous Manifold Based Adaptation for 
Evolving Visual Domains

In many real-world applications, test data not only differs from 
training data, but differs from it in a continually evolving way. 
Examples include video with gradually changing lighting and spam 
email with evolving spammer tactics. We presented a solution to 
this problem based on smoothly varying embeddings, which we 
refer to as Continuous Manifold Adaptation (CMA). This treats each 
target sample as potentially being drawn from a different subspace 

on the domain manifold. Our approach continues to update its 
model of the categories without receiving any additional labels.

Models under Weak Supervision

The prominence of weakly labeled data gives rise to a growing 
demand for object detection methods that can cope with minimal 
supervision. We developed a model that automatically identifies 
discriminative configurations of visual patterns that are charac-
teristic of a given object class. We achieved to state-of-the-art 
weakly-supervised detection results on the challenging PASCAL 
VOC dataset.

We also proposed a method that localizes objects with only image-
level labels of whether the objects are present or not. The proposed 
approach provides a 50 percent relative improvement in mean 
average precision over the current state-of-the-art on PASCAL 
VOC 2007 detection.

Anytime Recognition of Objects and Scenes

Humans can look at a scene and obtain deeper understanding with 
additional time. Similarly, visual recognition deployments should 
be robust to varying computational budgets. We developed a 
model that sequentially orders feature computation and performs 
subsequent classification. Crucially, decisions are made at test time 
and depend on observed data and intermediate results. On suitable 
datasets, we can incorporate a semantic back-off strategy that 
gives maximally specific predictions for a desired level of accuracy.

Interactive Adaptation of Real-Time Object 
Detectors

We developed a framework for quickly training 2D object detectors 
for robotic perception. Our method can be used by robotics 
practitioners to build a large-scale real-time perception system 
in under 30 seconds per object. It creates new detectors on the 
fly using large-scale internet image databases, thus allowing a 
user to choose among thousands of available categories to build 
a detection system suitable for the particular robotic application. 
These models can be adapted to the current environment with just 
a few in-situ images.

VISION, CONT.



International Computer Science Institute - Annual Report 2014 47

RESEARCH INITIATIVES
Algorithmic and Statistical Perspectives on Large-Scale Data Analysis

Professor Michael Mahoney joined ICSI in 2014 as a principal 
investigator working on big data research. He splits his time 
between ICSI and UC Berkeley. 

He is currently working on an integrated treatment of statistical 
and computational issues in collaboration with researchers at 
UC Berkeley and University of Illinois. The research provides 
new insight into the existing algorithms, produces innovative 
methodologies for analyzing large-scale data, inspires new lines 
of quantitative investigations in interdisciplinary research, and 
offers a unique educational experience. He is also researching 
the development of scalable statistics and machine learning 
algorithms that can operate on real-world datasets produced 
by a diverse range of experimental and observational facilities 
with Lawrence Berkeley Laboratory and UC Berkeley scientists. 
The development of such algorithms for real-world data is a 
critical component of big data research.

Scientists from ICSI, UC Berkeley, Stanford, and Rensselaer 
Polytechnic Institute organized the 2014 Workshop on 
Algorithms for Modern Massive Data Sets (MMDS 2014), held 
June 17-20 on the UC Berkeley campus. The workshop addressed 
algorithmic, mathematical, and statistical challenges in modern 
statistical data analysis. The goals of MMDS 2014 were to 
explore novel techniques for modeling and analyzing massive, 
high-dimensional, and nonlinearly structured scientific and 
internet data sets, and to bring together computer scientists, 
statisticians, mathematicians, and data analysis practitioners 
to promote cross-fertilization of ideas.

Recent published research in this initiative has focused on 
characterizing the properties of large social graphs, with a 
particular emphasis on local spectral structure and global 
tree-like structure; developing improved kernel-based machine 
learning methods; providing statistical model for RandNLA 
algorithms; developing novel optimization algorithms that 
combine the strengths of RandNLA and SGD methods; providing 
implementations of RandNLA algorithms in Spark for least-
squares approximation and low-rank matrix approximation; 
and applying CUR and related low-rank RandNLA algorithms on 
mass spectrometry imaging data.

We have published a paper on an application to mass 
spectrometry imaging data with scientists at Lawrence Berkeley 
Laboratory, as well as recent work on providing implementations 

of RandNLA algorithms in Spark, in which we showed that 
least absolute deviations and least-squares approximation 
algorithms can be used to solve a wide variety of problems to 
low, medium, and high precision on up to a terabyte of data.

Selected publications:

A. B. AdCoCk, B. d. sullivAn, And m. w. mAhoney. Tree Decompositions and Social 
Graphs. Technical Report, Preprint: arXiv:1411.1546, November 2014

d. G. Anderson, s. s. du, m. w. mAhoney, C. melGAArd, k. wu, And m. Gu. Spectral 
Gap Error Bounds for Improving CUR Matrix Decomposition and the Nystrom 
Method. Proceedings of the 18th International Conference on Artificial 
Intelligence and Statistics (AI & Statistics 2015), San Diego, California, May 
2015

A. el AlAou And m. w. mAhoney. Fast Randomized Kernel Methods With Statistical 
Guarantees. Technical Report, Preprint: arXiv:1411.0306, November 2014

d. F. GleiCh And m. w. mAhoney. Anti-Differentiating Approximation Algorithms: 
A Case Study with Min-Cuts, Spectral, and Flow. Proceedings of the 31st 
International Conference in Machine Learning (ICML), Beijing, China, June 2014

l. G. s. JeuB, P. BAlAChAndrAn, m. A. Porter, P. J. muChA, And m. w. mAhoney. 
Think Locally, Act Locally: The Detection of Small, Medium-Sized, and Large 
Communities in Large Networks. Technical Report, Preprint: arXiv:1403.3795, 
March 2014

m. w. mAhoney. A New Spin on an Old Algorithm: Technical Perspective on 
“Communication Costs of Strassen’s Matrix Multiplication”. Communications 
of the ACM, Vol. 57, No. 2, p. 106, February 2014

G. rAskutti And m. w. mAhoney. A Statistical Perspective on Randomized Sketching 
for Ordinary Least-Squares. Technical Report, Preprint: arXiv:1406.5986, June 
2014

J. yAnG, v. sindhwAni, Q. FAn, h. Avron, And m. w. mAhoney. Random Laplace Feature 
Maps for Semigroup Kernels on Histograms. Proceedings of the IEEE Conference 
of Computer Vision and Pattern Recognition (CVPR), Columbus, Ohio, June 2014

J. yAnG, v. sindhwAni, h. Avron, And m. w. mAhoney. Quasi-Monte Carlo Feature 
Maps for Shift-Invariant Kernels. Proceedings of the 31st International 
Conference in Machine Learning (ICML), Beijing, China, June 2014

J. yAnG, x. menG, And m. w. mAhoney. Implementing Randomized Matrix 
Algorithms in Parallel and Distributed Exnvironments. Technical Report, 
Preprint: arXiv:1502.03032 [cs.DC], 2015

J. yAnG, o. ruBel, PrABhAt, m. w. mAhoney, And B. P. Bowe. Identifying Important 
Ions and Positions in Mass Spectrometry Imaging Data Using CUR Matrix 
Decompositions. Analytical Chemistry, Vol. 87, No. 9, pp. 4658-4666, March 
2015



RESEARCH INITIATIVES, CONT.
Service Composition in Distributed Application Design and Execution

CIPI and ICSI researchers are investigating the service compo-
sition paradigm for distributed applications. This paradigm can 
be taken as a reference when a distributed application is treated 
as a composite service made up of atomic services. In these 
cases, the application designers do not need to be programmers 
because they can specify the distributed applications using 
visual Service Creation Platforms. As for execution, composite 
services run in software platforms called service execution 
platforms (SEP), according to the “Platform as a Service” (PaaS) 
category of cloud computing services, that support Atomic 
Service interaction as well as composite service deployment, 
session control, performance management, authentication, 
authorization, accounting, etc.

This project investigates the application of the service compo-
sition paradigm to real application domains. It also studies and 
characterizes the architecture and operation of service creation/
execution platforms. Two domains are addressed: distributed 
data analysis, as in Big Data research, and object interaction, 
as in Internet of Things research. The first domain targets the 

composition of spreadsheets, i.e., the creation of “composite” 
spreadsheets obtained through the combination of “atomic” 
spreadsheets that exchange tables in the “Spreadsheet Space.” 
The second domain targets the composition of real objects, 
or things, i.e., the creation of “composite” services obtained 
through the combination of “atomic” real objects interacting in 
the Internet of Things.

Selected publications:

m. FornAsA, m. steCCA, m. mAresCA, And P. BAGlietto. Bounded Latency Spanning 
Tree Reconfiguration. Computer Networks, Vol. 76, pp. 259-274, January 2015

A. mCGillivAry, m. FornAsA, P. BAGlietto, m. steCCA, G. CAPrino, And m. mAresCA. Cloud 
Computing Goes To Sea: Ship Design Around Software Defined Networking 
(SDN) Systems. Ocean News and Technology, September 2014

P. mCGillivAry, m. steCCA, m. mAresCA, And P. BAGlietto. Designing New Arctic 
Ships to Incorporate Cloud Computing for Improved Information Systems and 
Vessel Management. Proceedings of the OTC Arctic Technology Conference, 
Copenhagen Denmark, DOI: http://dx.doi.org/10.4043/25499-MS, March 2015
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RESEARCH INITIATIVES, CONT.
Brain Network Image Analysis and Computation (BNIAC) Research Group at ICSI 

This project focuses on the study of brain networks, which 
provide a new window into understanding disorders of the brain. 
With currently available data and the data expected in the near 
future from the Human Connectome Project, the development 
of tools and skills for its analysis will have significant impact 
in both clinical and research settings. The primary aim of this 
project is to develop tools for the study of brain networks. We 
study a variety of brain networks arising from multiple imaging 
modalities (MEG, fMRI, and DTI/HARDI) and develop tools to 
both understand pathologies and make predictions. Current 
projects focus on agenesis of the corpus callosum (a birth 
defect), multiple sclerosis, Alzheimer’s disease, and traumatic 
brain injury.

Most brain network studies to date have focused on global 
measures, which can miss network connectivity issues in 
specific regions of the brain that lead to disorders and specific 
conditions caused by those disorders. We aim to develop robust 
localized network measures to provide valuable diagnostic 
tools for neural disorders of the brain. These measures include 
localized versions of many well-known global measures such 
as assortativity, efficiency, degree distributions, modularity, 
and small-worldness, obtained by restricting to localized 
sub-networks of the brain network. The project is analyzing 
localized versions of other less well known robust measures, 
such as flow-based measures and expansion coefficients. Also, 

it is developing localized versions of robust Bayesian methods 
by modifying priors to include positional information.

To develop these measures and create a baseline for future work, 
it is rigorously testing these methods on a suite of functional 
and structural brain networks measured on young adults, using 
a variety of statistical techniques. In addition, it is developing 
fast and accurate algorithms for creating “reference networks,” 
using extensions of the bootstrap and Bayesian methods. The 
outcome of this project will be a publicly available suite of 
robust localized network analysis tools that will be available to 
researchers and clinicians. 

This project is in collaboration with Roland Henry, Pratik 
Mukherjee, and Srikantan Nagarajan, experts in the area of 
brain imaging and brain network reconstruction in the joint 
UC Berkeley-UC San Francisco Bioengineering group, as well as 
Karl Young and Norbert Shuff of the San Francisco VA Medical 
Center.

Selected publications:

e. J. FriedmAn, k. younG, d. AsiF, i. JutlA, m. liAnG, s. wilson, A. s. lAndsBerG, And n. 
sChuFF. Directed Progression Brain Networks in Alzheimer’s Disease: Properties 
and Classification. Brain Connectivity, Vol. 4, No. 5, pp. 384-393, June 2014

e. J. FriedmAn, A. s. lAndsBerG, J. P. owen, y.-o. li, And P. mukherJee. Stochastic 
Geometric Network Models for Groups of Functional and Structural 
Connectomes. NeuroImage, Vol. 101, pp. 473–484, November 2014

Algorithm Design for Datacenters

This work is based on applying tools from economics and game 
theory to develop algorithms and protocol that are robust to 
manipulations and that prevent users from gaming the system. 
It also studies the economic aspects of these systems and the 
future trajectory of their development.

Selected publications:

e. FriedmAn, A. Ghodsi, And C.-A. PsomAs. Strategyproof Allocation of Discrete 
Jobs on Multiple Machines. Proceedings of the Fifteenth ACM Conference on 
Economics and Computation (EC’14), pp. 529-546, Palo Alto, California, June 
2014

A. A. BhAttAChAryA, d. Culler, e. FriedmAn, A. Ghodsi, s. shenker, And i. stoiCA. 
Hierarchical Scheduling for Diverse Datacenter Workloads. Proceedings of the 
ACM Symposium on Cloud Computing, Santa Clara, California, October 2013



RESEARCH INITIATIVES, CONT.
Computational Genetics

disCoverinG diseAse GenetiCs. One of our main efforts is to charac-
terize the genetic landscape of human diseases. A better under-
standing of the genetic factors contributing to diseases will 
lead to better diagnosis and treatment of these diseases. The 
discovery of these genetic factors involves a multidisciplinary 
effort in which mining the vast amounts of genetic data is key. 
To that end, our group is developing computational methods 
for the analysis of high-throughput genomic data in order to 
facilitate efficient and statistically powerful analysis of genetic 
studies of human disease. Our efforts are not only theoretical 
- we apply our methods and directly analyze data from genetic 
studies. Specifically, our group has been interested over the last 
decade in the discovery of genetic architecture of non-Hodgkin 
lymphoma, cardiovascular diseases, and asthma.

PoPulAtion GenetiCs AnAlysis. In recent years, genotyping and 
sequencing technologies – that is, those that “read” the genome 
– have dramatically improved. It is now possible to genotype 
hundreds of thousands of individuals and have a better under-
standing of their history and relation to each other. To this end, 
our group develops computational methods that help genet-
icists analyze and investigate population genetics data. We 
developed methods for the reconstruction of family relations 
from genotype data in order to discover the geographic origin 
of individuals based on their genetics and the genomic regions 
under natural selection. We applied these methods to real data, 
shedding light on historical migration movements (for instance, 
the origins of different people; in particular, we are currently 
studying the Bnei Israel Jews from India) and on the utility of 

these methods under challenging scenarios, particularly when 
studying recently admixed populations such as Latinos in the 
United States. Our methods also have applications in social 
sciences. We have recently used our methods to show that 
individuals tend to choose as spouses other individuals with 
genomes similar to their own.

eFFiCient ComPutAtion oF dnA seQuenCe dAtA. The large increase 
in sequence data size creates new challenges in terms of 
storage and memory-efficient processing of DNA sequencing 
data. We are currently working on methods for DNA sequence 
compression, and for the assembly of genomes under memory 
constraints. We show that using Bloom filters, one can achieve 
compression of DNA sequences that is faster by an order of 
magnitude, with a modest decrease in the compression 
performance.

Selected publications:

y. Arkin, e. rAhmAni, m. e. kleBer, r. lAAksonen, w. märz, And e. hAlPerin. EPIQ—
Efficient Detection of SNP–SNP Epistatic Interactions for Quantitative Traits. 
Bioinformatics, Vol. 30, No. 12, pp. i19-i25, June 2014

r. rozov, r. shAmir, And e. hAlPerin. Fast Lossless Compression via Cascading 
Bloom Filters. Proceedings of the Fourth Annual RECOMB Satellite Workshop on 
Massively Parallel Sequencing (RECOMB-Seq 2014), Pittsburgh, Pennsylvania, 
BMC Bioinformatics 2014, Vol. 15, Suppl 9:S7, March 2014

d. shem-tov And e. hAlPerin. Historical Pedigree Reconstruction from Extant 
Populations Using PArtitioning of RElatives (PREPARE). PLoS Computational 
Biology, Vol. 10, No. 6, e1003610, June 2014
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